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In this Issue 
The f i rst  issue of  the HP Journal  was publ ished in September 1949, so th is 
i ssue ,  pub l i  1989 ,  i s  the  f i r s t  o f  the  HP Journa l ' s  fo r ty - f i r s t  year  o f  pub l i  
cat ion. (However,  because of a 1978 change, Volume 41 doesn't  begin unt i l  
February 1 990.) Coincidentally, the Hewlett-Packard Company is celebrating 
its f i f t ieth anniversary this year. To Associate Editor Chuck Leath, this double 
milestone â€” 40 years of the HP Journal and 50 years of HP â€” fairly cried out 
fo r  recogn i t ion ,  so  he  has  assembled a  spec ia l  commemorat ive  ar t i c le  to  
mark the occasion. The art ic le,  which begins on page 6, t races the develop 
ment of  HP technology as repor ted in  the pages of  the HP Journal .  

As s igna l  generator  des igners  a t  HP's  Spokane Div is ion saw th ings,  genera l -purpose s igna l  
generators were del iver ing a lot  of capabi l i ty to the customer â€” so much, in fact,  that few users 
needed offering of it and were therefore paying for features they never used. On the other hand, offering 
a  d i f fe ren t  p roduc t  fo r  each app l ica t ion  cou ld  mean the  loss  o f  manufac tur ing  economies  and 
therefore  h igher  pr ices.  The i r  so lu t ion is  a  new fami ly  o f  in terna l ly  modular  s igna l  generators .  
While production allow customers to buy only as much capability as they need, production economies 
are retained by using a lot of the same hardware and f irmware in al l  of the members of the family. 
Cal led 8644A Performance Signal  Generators (PSG), the fami ly includes the HP 8644A 1-GHz or 
2 -GHz Syn thes ized  S igna l  Genera to r ,  the  HP 8645A 1-GHz or  2 -GHz Ag i le  S igna l  Genera to r ,  
a n d  t h e  H P  8 6 6 5 A  4 . 2 - G H z  S y n t h e s i z e d  S i g n a l  G e n e r a t o r .  T h e  H P  8 6 4 4 A  i s  d e s i g n e d  w i t h  
t radi t ional  out-of-channel  t ransceiver test  appl icat ions in mind,  and the HP 8645A is focused on 
f requency  ag i le  t ransce ive r  tes t ing .  The  HP 8665A is  des igned  fo r  radar ,  te lemet ry ,  spur ious  
testing managers UHF transceivers, and similar applications. On page 14, two PSG R&D project managers 
g i ve  an  ove rv iew  o f  t he  fam i l y  and  the  bas i c  des ign ,  wh ich  d i f f e rs  f rom p rev ious  m ic rowave  
synthesized signal generators in that it uses only a single phase-locked loop instead of the multiple 
loops common in earl ier designs. An advanced fractional divider makes the simplif ication possible. 
Supplementing the single- loop design are a new method of introducing frequency modulat ion and 
one or reduction. optional frequency-locked loops for additional phase noise reduction. Details of the 
synthesis,  FM, and noise reduct ion techniques are in the art ic le on page 27. How fast  f requency 
hopping, page capabil i ty of the HP 8645A, inf luenced its design is explained in the art icle on page 
34.  The output ,  on  pages 37,  42 ,  and 51 cover  the  des ign  o f  the  HP 8665A synthes is ,  ou tpu t ,  
and pulse modulat ion systems. Firmware design for the three instruments is t reated in the art ic le 
on page article and RFI (radio frequency interference) reduction is the subject of the article on page 
5 9 .  A  t h e  s i m p l e  a n d  q u i c k  R F I  t e s t  t u r n s  o u t  t o  b e  o n e  o f  t h e  m o s t  d i f f i c u l t  t o  p a s s  â € ”  i t  
consists of  p lacing a pager next  to the s ignal  generator  and not ing whether i t  detects anything.  

The Hewlet t -Packard Journal  is  publ ished b imonth ly  by the Hewlet t -Packard Company to recognize technica l  contr ibut ions made by Hewlet t -Packard (HP) personnel .  Whi le  
the  in format ion  o f  in  th is  pub l ica t ion  is  be l ieved to  be accura te ,  the  Hewle t t -Packard  Company makes no war rant ies ,  express  or  imp l ied ,  as  to  the  accuracy  or  re l iab i l i t y  o f  
such informat ion.  The Hewlet t -Packard Company disc la ims al l  warrant ies of  merchantabi l i ty  and f i tness for  a part icular  purpose and al l  obl igat ions and l iabi l i t ies for  damages,  
including but not l imited to indirect,  special ,  or consequent ial  damages, at torney's and expert 's fees, and court  costs,  ar is ing out of  or in connect ion with this publ icat ion. 

Subscr ipt ions: non-HP Hewlett-Packard Journal  is distr ibuted free of  charge to HP research, design, and manufactur ing engineer ing personnel,  as wel l  as to qual i f ied non-HP 
individuals, business and educational inst i tut ions. Please address subscript ion or change of address requests on printed letterhead (or include a business card) to the HP address 
on the please cover that is c losest to you. When submit t ing a change of address, please include your z ip or postal  code and a copy of your old label .  

Submiss ions:  research ar t ic les  in  the Hewlet t -Packard Journa l  are  pr imar i ly  authored by HP employees,  ar t ic les  f rom non-HP authors  dea l ing wi th  HP-re la ted research or  
solut ions contact technical problems made possible by using HP equipment are also considered for publ icat ion. Please contact the Editor before submitt ing such art icles. Also, the 
Hewlett-Packard should encourages technical  discussions of  the topics presented in recent art ic les and may publ ish let ters expected to be of  interest to readers.  Letters should 
be br ief ,  and are subject  to edi t ing by HP. 

Copyr ight  publ icat ion 1989 copies Company.  A l l  r ights  reserved.  Permiss ion to  copy wi thout  fee a l l  or  par t  o f  th is  publ icat ion is  hereby granted prov ided that  1)  the copies 
are not  the used,  d isp layed,  or  d is t r ibuted for  commerc ia l  advantage;  2)  the H ewiet t -  Packard Company copyr ight  not ice and the t i t le  o f  the publ icat ion and date appear  on 
the copies; Otherwise, be a notice stating that the copying is by permission of the Hewlett-Packard Company appears on the copies. Otherwise, no portion of this publication may be 
produced recording, information in any form or by any means, electronic or mechanical, including photocopying, recording, or by any information storage retrieval system without written 
permiss ion of  the Hewlet t -Packard Company.  

Please Journal ,  inquir ies,  submissions,  and requests to:  Edi tor ,  Hewlet t -Packard Journal ,  3200 Hi l lv iew Avenue, Palo Al to,  CA 94304, U.S.A.  
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Hewlet t -Packard 's  f i rs t  Technical  Women's Conference was held in October 1988.  The confer  
e n c e  w a s  H P  t o  s h o w c a s e  t h e  a c h i e v e m e n t s  a n d  c o n t r i b u t i o n s  o f  t e c h n i c a l  w o m e n  a t  H P  
and to Approximately their professional development into leadership roles. Approximately 400 HP women 
engineers and scient ists and their  managers attended the conference. Many sect ion and Division 
managers  p resen  as  speakers  and  pane l  d i scuss ion  leaders .  Top ics  o f  t he  techn ica l  p resen  
t a t i o n s  a n d  h a r d w a r e ,  s o f t w a r e ,  c o m p u t e r s ,  i n s t r u m e n t s ,  m a n u f a c t u r i n g ,  c o m p o n e n t s ,  a n d  
other  issue.  Papers based on s ix  of  the presentat ions appear  in  th is  issue.  On page 69,  Susan 
Sloan determine the Microwave Technology Division reports on work done to determine the best method 
of surface preparation and passivation for low-dark-current photodetectors for use in HP l ightwave 
rece ivers .  Among the requi rements  for  these photod iodes are maximum dark  cur rents  o f  a  few 
nanoamperes and good response to  modula t ion f requenc ies beyond 22 GHz.  On page 76,  Eve 
Tanner can be Personal Computer group tel ls how a useful  symbol ic debugging capabi l i ty can be 
g iven  to  p rogrammers  deve lop ing  d r ivers  to  run  under  the  HP-UX opera t ing  sys tem when the  
HP-UX source code is  not  avai lable.  The technique takes advantage of  avai lable compi ler  in for  
mat ion 81,  insert  HP-UX global  data records into the user 's f i le.  On page 81,  Cathy Keely of  HP 
Laboratories describes an experimental laser-based method of f inding bad solder joints on surface 
mount  components .  V ibrat ions induced in  the leads by an a i r  je t  are detected and analyzed by 
laser Doppler v ibrometry.  On page 86, Stacy Martei l i  of  the General  Systems Divis ion discusses 
a  model  fo r  HP-UX shared l ib rar ies  that  was deve loped to  prov ide shared l ib rary  capab i l i t y  to  
users system a The sof tware package in the absence of  operat ing system support  for  them. The 
model required only minor changes to the HP-UX linker. On page 90, Lucy Berlin of HP Laboratories 
describes a methodology for systematically acquiring and applying user information in the definit ion 
o f  so f tware  app l ica t ions .  In terv iewing,  task  ana lys is ,  and s toryboard ing are  key e lements .  On 
page 98,  Carolyn Jones of  the Optoelectronics Div is ion d iscusses the design of  l ight  guides for  
an array of l ight-emitt ing diodes used for selective erasing in electrophotographic copiers. Well-de 
f ined spots of l ight have to be formed some distance away from the LEDs, which are one mil l imeter 
apart and emit l ight in al l  direct ions. 

R.P.  Dolan 
Editor 

Cover 

Not a space station from a science fiction film, but the fractional-N module from HP's Performance 
S i g n a l  1 9 .  f a m i l y .  F o r  a  m o r e  c o n v e n t i o n a l  v i e w ,  s e e  F i g .  8  o n  p a g e  1 9 .  

What's Ahead 

The HP Starbase Graphics Library is a high-performance 2D and 3D graphics l ibrary that  runs 
on HP December Computers under the HP-UX operating system. In the December issue, six articles 
wil l  describe the Starbase/X1 1 Merge System, which enables Starbase applications and X Window 
Systemâ„¢ applications to coexist in the same window system. There wil l  be two papers on aspects 
of the HP 9000 Series 300/800 Turbo SRX graphics subsystemâ€” one on the radiosi ty method of 
g loba l  graph ics  model ing and one on the custom VLSI  ch ips  used in  the graphics  p ipe l ine.  HP 
Source  Reader ,  a  CD-ROM sys tem tha t  g i ves  HP suppor t  eng inee rs  fas t  access  to  HP 3000  
Computer operat ing system source code, wi l l  be described. The December issue wi l l  also contain 
the 1989 Index. 
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Fifty Years of 
Looking to the Future 

40 Years of  Chronicl ing Technical  
Achievement  
Over the last 40 years the HP Journal has created a record 
o f  HP's  techn ica l  ach ievements  by  communicat ing 
technical  informat ion to professional  people in al l  f ie lds 
served by HP.  Wi th  Hewlet t -Packard ce lebrat ing i ts  50th 
anniversary i t  seems appropr iate to take a look at  the HP 
Journa l ,  pasf  and present ,  and some of  the technolog ica l  
h istory of  Hewlet t -Packard i t  has chronic led.  

by Charles L.  Leath 
Associate Edi tor  

THIS YEAR HEWLETT-PACKARD is celebrating its first fifty 
years as a company and coincidentally the HP Journal is 
in its 40th year of publication. 

In September 1949, when the first issue of the HP Journal was 
published, HP had 150 employees, 70 electronic measurement 
instruments in the product catalog, and 21A million dollars in 
sales. Other significant technological events during this period 
were 1947 invention of the transistor at Bell Laboratories in 1947 
and the operation of the first supercomputer, the ENIAC, in 1946. 
Today in has over 90,000 employees, over 10 billion dollars in 
sales, and over 10,000 products that appear or are alluded to in 
the HP product catalog. The HP product line today includes not 
only electronic measuring instruments, but also computer 
hardware and software systems, peripherals, medical electronic 
equipment, analytic instruments for chemical analysis, electronic 
components, and a host of other services and products. 

The initial idea for the HP Journal came from a periodical called 
the General Radio Experimenter. General Radio, now known as 
GenRad, produced primarily electronic measurement instrumen 
tation, and the Experimenter was a monthly publication devoted 
to supplying "unbiased information pertaining to radio apparatus 
design in application."1 The Experimenter started publishing in 
1926 (11 years after the founding of General Radio) and was the 
first periodical of its type in the radio industry. It was distributed 
free of charge to qualified experimenters and it was a popular 
periodical in the industry. Many HP engineers were devoted read 
ers of was Experimenter. One of those readers, David Packard, was 
impressed with the quality of the articles and thought that HP 
should have something similar. This idea turned into reality when 
Frank Burkhard, the first HP Journai editor, was assigned the task 
of creating HP's version of the Experimenter. There was some 
consideration given to calling the Journal the HP Experimenter. 
However, after examining periodicals from other companies (e.g., 
the Bell System Technical Journal) the name HP Journal stuck. 

Although one of the initial objectives for the Journal was to 
produce a periodical similar to the Genera] Radio Experimenter, 
other objectives included telling customers about HP products 
and their applications, showing the quality and workmanship that 
went into each product, and giving credit to the product designers. 
The Experimenter also included information about the product 
designers. Like HP's corporate objectives, the Journal's original 
objectives have been expanded and clarified. Today the HP Journal 
is a periodical for the communication of technical information 
from all of HP's R&D, manufacturing, and quality organizations 

to professional people in all fields served by HP. 
When this issue (Volume 40 Number 5) is printed there will 

have been 466 issues of the HP Journal. Since the late 1950s the 
HP Journal has been a monthly publication, and in December 1987 
it became bimonthly. When the HP Journal started, it was circu 
lated only in the continental U.S.A. Today the HP Journal's circu 
lation includes subscribers all over the world. Up until the late 
1950s the HP Journal averaged four to six pages per issue, and 
today it averages around 90 pages per issue. 

First Journal 
The first HP Journal featured the HP 460A, a wideband nonin- 

verting amplifier whose main features included distortionless 
pulse amplification with a very short rise time (3 ns) and almost 
zero overshoot, a frequency range of 3 kHz to 140 kHz, a gain of 
20 dB into a 200Ã1 load, and a weight of 10 pounds. The rise time 
was pretty good even by today's standards. The HP 460A was used 
in situations where it was necessary to amplify pulses faster than 
0.01 /us. Application areas included nuclear research and tele 
vision, VHP, UHF, and SHF (superhigh-frequency or microwave) 
research. It was also used as a preamplifier for oscilloscopes and 
to increase the sensitivity of voltmeters. The original cost of the 
HP 460A was $185.00, and when it was discontinued in 1967 it 
cost Journal .00. Fig. 1 shows a reduced reprint of this first HP Journal 
issue. 

In 1964, the year HP celebrated its 25th anniversary and the HP 
Journal was up to eight pages per issue, two broadband, solid-state 
versions of the HP 460A were introduced, the HP 461A and HP 
462A (March 1964). The HP 461A was optimized for a flat fre 
quency response over a wide bandwidth, and the HP 462A was 
similar to the HP 461A, but had a smaller bandwidth and was 
optimized for a fast rise time (less than 4 ns) with an overshoot 
of less than 5%. These amplifiers could be cascaded with the HP 
460 Series broadband amplifiers for high-voltage applications by 
using a 50fÃ-to-200fi matching transformer. The HP 461A had a 
frequency range of 1 kHz to 150 kHz, a maximum gain of 40 dB 
operating into a 50ÃÃ load, and a weight of four pounds. It cost 
$325.00. 

Today the performance characteristics of the HP 460 and 461 
Series amplifiers are achieved and exceeded in thick-film hybrid 
circuits and HP amplifiers. For example, the HP 8449A Preampli 
fier, which is used in RF and microwave applications, is program 
mable and has up to 28 dB of gain at 22 GHz. There are also pulse 
"The wh ich  and year  in  paren theses  ind ica te  the  Journa l  i ssue  in  wh ich  the  re fe renced 
art ic le or  topic appears.  
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Generator, which can produce pulses with widths less than 0.5 
ns. rise and fall times less than 200 ps, and frequencies to 500 MHz. 

Af ter  Vo l .  1  No.  1  
HP Journal articles have covered everything from products and 

applications to tutorials and research topics. Many of the applica 
tion articles showed the practical and diverse uses of HP products. 
For example, the October 1957 issue included a supplement that 
described the use of an HP counter and digital recorder to capture 
transmissions from the Russian earth satellite Sputnik. One of the 
more international applications appeared in the July 1964 issue 
which HP the "Flying Clock" experiment, in which the HP 

5060A Cesium-Beam Frequency Standard was used to compare 
time used in the U.S.A. and Europe and the results were used 
by the time agencies of the two continents to improve their time 
synchronization. This same product was later used in a test of 
Einstein's relativity theory. Although applications, tutorials, and 
other items populated the Journal pages, new product designs 
dominated the Journal articles. 

In 1983 reprints of articles from 32 HP Journal issues were bound 
together in a book called Inventions of Opportunity.2 The articles 
included in the book were chosen because they described products 
or innovations that represented important milestones in the 
technological history of the Hewlett-Packard Company. The selec- 
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A New Amplifier For 
Milli -Microsecond Pulses 
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Fig.  1.  7/ ie f i rs t  issue of  the HP Journal .  
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Fig .  2 .  (a )  Nov .  1949.  Th is  i ssue  
is  the f i rs t  of  a two-part  ser ies de 
scr ib ing  des ign  issues  re la ted  to  
the resistance-capacity osci l lator,  
(b)  June 1951.  The Journal  issue 
descr ib ing the HP 202 A Low-Fre 
quency Funct ion  Genera tor .  Th is  
instrument had a f requency range 
of 0.01 Hz to 1 kHz. (c) Nov. 1965. 
This  issue descr ibes a successor  
t o  t h e  H P  2 0 2 A ,  t h e  H P  3 3 0 0 A  
Low-Frequency  Func t ion  Genera  
tor.  The basic instrument provided 
sine, square, and tr iangular waves 
throughout  a  f requency range of  0 .01 Hz to  100 kHz.  The Journa l  cover  shows some of  the waveforms that  cou ld  be 
generated with th is instrument.  

tion committee consisted of 20 or more individuals who had been 
with HP for a long time and who had a broad perspective on the 
technological history of HP. The collection begins with the resis 
tance-capacity oscillator (November 1949) and ends with an article 
on a new plotting technology (October 1981). Bill Hewlett wrote 
the introduction, describing the history behind each of the prod 
ucts included in the book. 

What follows is a synopsis of some of the Journal issues and 
technical areas covered in Inventions of Opportunity, and of some 
significant Journal issues published since October 1981. The dis 
cussion also shows what has happened to a particular product 
line of it first appeared in the pages of the Journal. Because of 
space limitations we can only show the front covers of the JournaJ 
issues being discussed, but these covers are interesting in them 
selves, because in addition to showing the product or something 
about it, they also show the changes in the style of the JournaJ 
over the years. 

Signal  Sources 
Many of the HP Journal issues in 1949 described products that 

had been developed years earlier. The most famous of these prod 
ucts was the resistance-capacity oscillator, HP's first product. The 
RC oscillator had been introduced ten years before the JournaJ 
article. These two issues discussed the problems that had to be 
overcome in designing these instruments, such as extending the 
low and high frequency ranges with the components available at 
the time. Fig. 2a shows the first of these two issues. 

Although HP had oscillators that operated as low as 1 Hz, there 
were needs for much lower-frequency sources. A technical paper 
from a student contest sponsored by the the San Francisco section 
of the IRE (predecessor to the IEEE) in 1950 described a technique 
for extending the range of an oscillator to very low frequencies. 
The rights to the technique were acquired from the student and 
his professor and very shortly HP developed the HP 202A Low 
Frequency Function Generator. This generator also had the ability 
to produce triangular and square waveform shapes â€” a big deal at 
the time. See Fig. 2b. 

Today, signal sources are usually frequency synthesizers. The 
first synthesizer produced by HP, the HP 5100A/5110A Frequency 
Synthesizer (see Fig. 3), could generate high-stability signals from 
0.01 Hz to 50 MHz. It used a direct synthesis approach. Direct 
synthesis involves performing a series of arithmetic operations on 
a signal from a frequency standard to achieve the desired output 
frequency. In today's synthesizers, indirect synthesis, which in 
volves deriving the signal from one or more oscillators phase- 
locked to a reference source, is used. The development of the HP 
5100A/5110A instrument was the first time HP had made such a 

major commitment to a new technology â€” the project required al 
most period of development effort spread over a period 
of about three years.3 

Microwave Equipment  
During World War II, development of microwave systems was 

quite intensive. However, after the war many companies dropped 
much of their microwave work. HP continued to develop micro 
wave equipment including such items as detectors, standing- wave 
indicators, directional couplers, waveguides, and so on, "all with 
the aim of simplifying measurement in this very difficult field."4 
Microwave products were so pervasive in the early days that out 
of 24 HP Journai articles between September 1950 and September 
1952, half were devoted to microwave equipment. The JournaJ 
cover shown in Fig. 4a does not represent a significant product, 
but it at representative of the type of Journal issues published at 
the time that covered microwave equipment. 

Today with new technologies, HP continues to develop micro 
wave components, signal sources, and measurement instruments. 
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F ig .  3 .  (a )  May  1964 .  Th i s  i ssue  desc r i bed  the  HP 5100A/  
5110A Frequency Synthes izer .  The un i t  w i th  a l l  the  but tons  
( top  un i t )  i s  the  HP 5100A Syn thes ize r  and  the  un i t  on  the  
bot tom is  the HP 5170/4  Synthes izer  Dr iver .  The dr iver  un i t  
con ta ins  the  f requency  s tandard ,  (b )  May  1983.  Th is  i ssue  
descr ibes a product  that  shows where we were in  1983 wi th  
r ega rd  t o  f r equency  syn thes i s  t echn iques .  The  HP  8673A  
Synthesized Signal  Generator ,  which has a f requency range 
of  2 to 26.6 GHz, is featured. 
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Fig.  4 .  (a)  Feb.  1951.  Th is  issue expla ined HP's  program in  
1951 regard ing  mic rowave wavegu ide  equ ipment ,  and  i t  i s  
typ ica l  o f  the many Journa l  issues a t  the t ime that  featured 
microwave equ ipment .  Among the wavegu ides d iscussed in  
th is issue,  the one wi th h ighest  range went to 18 GHz, or  18 
k i lomegacycles in  the vernacular  of  the t ime,  (b)  Nov.  1986.  
This  Journal  cover  shows four  HP 1 1970 Ser ies waveguide 
harmonic mixers. Three of them have their own horn antennas 
wh ich  come in  d i f f e ren t  s i zes  fo r  opera t ion  in  d i f f e ren t  f re  
quency bands.  

One of the best examples of these efforts is the HP 11970 Series 
of waveguide harmonic mixers described in the HP Journal issue 
shown Fig. 4b. This issue describes the efforts by HP Laboratories 
and the HP Microwave Technology Division to develop small-scale 
integrated and hybrid circuits that operate at 100 GHz and beyond. 
Electromagnetic energy in the frequency range of 26 to 300 giga 
hertz is called millimeter waves. 

Counters 
The first high-speed frequency counter, the HP 524A, was de 

veloped in 1951. It revolutionized the measurement of unknown 
frequencies. At the time, frequency measurement required three 
separate pieces of equipment â€” a frequency standard, an interpolat 
ing system, and a detector. The technology for the HP 524A came 
from an instrument called a sealer, a frequency-dividing instru 

ment factor, of dividing quantities of pulses by an arbitran' factor, 
usually 10n or 2n. The HP 520A, a 10-MHz sealer that provided 
the technology for the HP 524A. consisted of two decades, giving 
a scaling f actor of one hundred, so that for every 100 pulses applied 
to the sealer a single output pulse was generated. This sealer was 
intended for the nuclear instrumentation market. Conventional 
sealers at the time operated to about 100,000 counts per second. 
The HP 520A could be used as a prescaler that could accept count 
rates as high as 10 million counts per second and scale them down 
by a factor of 100 to be fed into conventional sealers. The HP 520A 
was successfully developed, but the need for it never material 
ized.5 

The technology of the HP 520A was combined with a very accu 
rate time gate circuit to produce the HP 524A. The complete count 
ing circuit for the HP 524A consisted of eight cascaded sealers. 
All the sealers generated one output pulse for every ten counts. 
The first two sealers produced their counts on a panel meter and 
the remaining six displayed their counts in neon lights. 

With by functionality and greater capabilities provided by 
firmware and new circuit technologies, counter technology has 
come a long way since the HP 524A as evidenced by the descen 
dants described in the HP Journal issues shown in Fig. 5. 

Oscilloscopes 
Technical innovation is not always the result of a major 

technological breakthrough. Sometimes it is simply the applica 
tion of old or existing concepts in different ways and possibly 
with new technologies. The HP 185A/187A Sampling Oscilloscope 
was just such an example of using an existing concept. The concept 
was waveform sampling, a technique that had been used earlier 
in the power generation field to measure the waveform of an alter 
nator. The technique had proven to be applicable to very high 
speed signals, and the HP 185A/187A was the first practical appli 
cation of this concept to measuring periodically recurring 
waveforms. In the instrument, the sampling technique used a 
stroboscopic approach to reconstruct the input waveform. In re 
constructing the waveform, the sampling circuit was turned on 
for a very short interval. The waveform voltage at that instant was 
measured and the CRT spot was positioned to correspond to the 
sampled amplitude. This process was repeated on the next cycle 
of the waveform except at a later point than the first sample. 
Continuing in this way the sampling scope reconstructed the entire 
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Fig .  5 .  (a )  Jan .  1951.  Th is  i ssue  
d e s c r i b e s  t h e  H P  5 2 4 A  H i g h -  
S p e e d  F r e q u e n c y  C o u n t e r .  T h e  
coun te r  p rov ided  f requency  mea 
su remen t  up  to  10  MHz  and  f i ve  
s e l e c t a b l e  s a m p l i n g  p e r i o d s :  
0.001,0.01,0.1,  1.0,  and 10.0 sec 
onds.  (b)Ju ly  1975.  TheHP5328A 
U n i v e r s a l  C o u n t e r  h a s  a  d i r e c t  
count frequency range of 100 MHz 
(512 MHz wi th  a  spec ia l  op t ion) ,  
a  per iod reso lu t ion o f  100 ns  (10 
n s  w i t h  a  s p e c i a l  m o d u l e ) ,  a n d  
other funct ions such as t ime inter  
va l  averag ing,  to ta l ize ,  ra t io ,  and so on.  The HP Journa l  cover  shows the counter 's  opt iona l  modules super imposed 
on a background showing the counter 's  in ter ior ,  (c)  Feb.  1989.  The latest  contr ibut ion to f requency and t ime measure 
ment ,  the c i rcu i t  5371 A Frequency and T ime In terva l  Ana lyzer .  The cover  shows a scu lp ture  in  p las t ic  o f  the c i rcu i t  
d iagram as  a  zero-dead- t ime counter ,  a  key  component  in  the  HP 5371 A.  The HP 5371 A uses  a  method known as  
cont inuous measurement  technology.  The zero-dead- t ime counters  implemented wi th  h igh-speed in tegra ted c i rcu i ts  
make one measurement  af ter  another  wi thout  s topping.  L ike the HP 524A,  th is  inst rument  has a/so made i t  eas ier  to  
make cer ta in  f requency and t iming measurements that  were former ly  d i f f icu l t  or  impossib le.  

H E W L E T T - P A C K A R D  

OCTOBER 1989  HEWLETT-PACKARD JOURNAL 9  

© Copr. 1949-1998 Hewlett-Packard Co.



JOURNAL 

(a) 

Fig.  6 .  (a)  March 1960.  This  Journal  issue descr ibes the HP 
185A/187A Osc i l loscope.  A lso  in  th is  i ssue  is  an  a r t i c le  de  
scr ib ing  the  phenomenon o f  reverse conduct ing  d iodes and 
h o w  t h e  n e w  s a m p / i n g  s c o p e  w a s  u s e d  t o  o b s e r v e  t h i s  
phenomenon ,  (b )  Ap r i l  1986 .  Th i s  Jou rna l  i ssue  desc r ibes  
the HP 54100A/D and HP 54111 D Dig i t iz ing Osc i l loscopes.  
The cover shows the display of  the HP 541 10D, and in f ront  
o f  t h e  d i s p l a y  a r e  t h e  s e v e n  h y b r i d  c i r c u i t s  u s e d  i n  e a c h  
instrument. 

input waveform. 
At the time the sampling scope was produced, most scopes had 

a top frequency of 50 to 100 MHz. The sampling technology ena 
bled the HP 185A/187A to provide a 500-MHz upper limit. Sam 
pling as was also applied to other instruments such as 
the HP 8405A RF Vector Voltmeter (May 1966), the HP 3406A 
Voltmeter (July 1966), and the sampling plug-ins for the HP 140A 
and 141A oscilloscopes (October 1966). The latter had a range of 
dc to 12.4 GHz. 

Today we have digitizing oscilloscopes that still employ the 
waveform sampling concept but use more advanced technologies 
and digital techniques to operate on the signal as opposed to pure 
analog signal processing in the older scopes. The HP 54100A and 
541 10D Digitizing Oscilloscopes (Fig. 6b) are the best examples 
of these new oscilloscopes. These scopes have capabilities such 
as a 1-GHz range and a 350-picosecond rise time (4 nanoseconds 
for the the HP 185A/187A oscilloscopes). These digitizing scopes 
use a from technique that reconstructs the input signal from 
a series of samples taken at random points on the waveform. 

Computat ion 
It is probably a gross understatement to say that the field of 

computation, which includes calculators, computers, peripherals, 
and associated technologies, has gone through some dramatic 
changes since the days of the ENIAC. The ENIAC computer, which 
began operation in 1946, weighed 30 tons, consumed 150 kW, 
contained 18,000 vacuum tubes, and could perform 400 multipli 
cations or 5,000 additions per second. Contrast this with one HP 
Precision Architecture NMOS-III single-chip CPU, which contains 
115,000 transistors packed onto a square die measuring 8.4 mm 
on a side, weighing just a few ounces and consuming less than 
12 watts in a pin-grid array package, and capable of executing 7 
MIPS (million instructions per second). This may seem like com 
paring an elephant to an ant. However, it does illustrate how far 
this field has come in a little over 40 years. 

Before the introduction of the HP 3000 Computer in 1973, HP 
was regarded as strictly an instrumentation company. Today com 
putation products make up over 60% of HP's sales and orders. 
This change has been reflected in the pages of the HP Journal. For 
instance, in 1970, out of 25 articles, only five articles or 20% 
featured something about computation products, whereas in 1980, 

out of 83 articles, 31 articles or 37% featured computation prod 
ucts. 

Although HP's computer products also include all the peripheral 
items that go with a computer, such as terminals, printers, disk 
drives, and different types of input devices, this section will focus 
only on computers and calculators. Since computers are worthless 
without software, a section on software is also included. 

Calculators 
The story of HP's entry into the calculator business started in 

1965 with the development of the HP 9100A Calculator. Four 
ingredients helped to pull this product together. The first ingre 
dient was the product of a young inventor who had perfected a 
simple calculator using reverse Polish notation. At about the same 
time another inventor brought to the attention of HP management 
another prototype calculator that could calculate transcendental 
functions â€” this was the second ingredient. The third ingredient 
was the recognition that these two inventions could be brought 
together to build a powerful calculator. The last important ingre 
dient to the availability of a project already under way at HP to 
develop a read-only memory (ROM). This ROM, which was com 
posed of 32,267 bits, was eventually used to store all the calculating 
and display routines for the HP 9100A. Two major problems had 
to be overcome by the HP 9100A development team. The first was 
packing eight circuit boards (remember the read/write memory 
was magnetic core and the control logic diode-resistor logic), a 
power supply, a CRT, a magnetic card reader, and a keyboard into 
a package SVt inches high, 16 inches wide, and 19 inches deep. 
For the technology available at the time this was quite a challenge. 
The second major challenge was compressing 27 floating-point 
arithmetic operations and functional computations into 4K bytes 
of ROM. This is quite an accomplishment when you consider that 
software engineers today consider it a challenge to fit a simple 
application into 1 Mbyte of memory. 

The HP 9100A was a very easy to use, programmable calculator 
that had 196 program steps, 27 single-keystroke mathematical op 
erations including trigonometric and logarithmic operations, and 
instructions and constants for repetitive operations. Single-key 
stroke computation is not a big deal today; in fact, we take it for 
granted, but before the HP 9100A, to do anything more than a simple 
addition or subtraction was a multistep, error-prone process. 

The successor to the HP 9100A, the HP-35, the first handheld 
scientific calculator, turned out to be one of the most successful 
products ever introduced by HP. Fig. 7b shows the HP Journal 

HEWLETT-PACKARD JOURNAL 

Fig.  7 .  (a)  Sept .  1968.  Th is  ent i re  issue was devoted to  the 
HP 91 00 A Calculator. The cover shows the f inal test area for 
the calculator. The price for the HP 91 00 A was $4900.00. (b) 
June 1972.  The HP Journal  issue descr ib ing the HP-35.  The 
HP-35 cost  $395 at  introduct ion.  
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Fig.  8.  (a)  March 1967. The issue 
describing the HP 211 6 A Comput 
e r .  The cover  shows some o f  the  
i n t e g r a t e d  c i r c u i t s  u s e d  i n  t h e  
c o m p u t e r .  T h e  m a c h i n e  c o u l d  
h a n d l e  u p  t o  3 2 K  b y t e s  o f  m a g  
netic core memory with a 7.6-/Â¿s 
c y c l e  t i m e .  T h e  H P  2 1 1 6 A  a l s o  
c a m e  w i t h  a  s o f t w a r e  p a c k a g e  
that  inc luded a For t ran compi ler ,  
an  assembler ,  a  symbol ic  ed i to r ,  
and a basic control system (a very 
p r im i t i ve  ope ra t i ng  sys tem) ,  ( b )  
O c t .  1 9 7 1 .  T h e  c o v e r  s h o w s  a  
mockup are containing front-panel buttons of the HP 21 00 A Computer, and inside the plastic box are two boards containing 
the  microprocessor ,  wh ich  was the  hear t  o f  the  mach ine.  The mach ine conta ined a  spec ia l  emula tor  to  emula te  the  
earl ier part ly 21 16A Computer.  The instruct ion set for the HP 2100A was decoded and executed part ly in hardware and 
par t ly  new machine This  meant  that  the basic  inst ruct ion set  could be expanded wi thout  new hardware.  The machine 
s t i l l  u s e d  m a g n e t i c  c o r e  m e m o r y  t h a t  h a d  a  9 8 0  n s  c y c l e  t i m e ,  ( c )  O c t .  1 9 7 8 .  T h e  H P  1 0 0 0  s y s t e m ,  w h i c h  w a s  
in t roduced in  7976,  was based on a  successor  to  the  HP 2116A:  the  HP 21 MX Computer .  The HP WOO prov ided a  
c o m p l e t e  a n d  â € ”  c o m p u t e r  s y s t e m ,  a  s e t  o f  s t a n d a r d  c o m p u t e r  p e r i p h e r a l s ,  t h e  R T E - I V  o p e r a t i n g  s y s t e m ,  a n d  
other monitored The display shows the output of  a ut i l i ty  that  monitored the act iv i t ies of  the RTE-/V operat ing system. 
The HP 21 1280K F-Series machine had a system cycle t ime of 420 ns and a maximum memory size of  1280K bytes in 
the  main f rame.  The memory  techno logy was semiconductor  dynamic  RAM. 

issue that described the HP-35. The HP-35 provided 17 arithmetic, 
trigonometric, and logarithmic functions, and functions for data 
storage and positioning. It was battery-powered, weighed nine 
ounces, was small enough to fit in a shirt pocket, and computed 
answers to 10 significant digits. At the time the development of 
the HP-35 began, it was estimated that if 10,000 units could be 
sold in the first year the program would be a success. HP sold 
over 100,000 units the first year. The HP-35 completely supplanted 
the major computational device for engineers and scientists, the 
slide rule. 

Computers 
HP's involvement in the computer business also started in 1965 

with a minicomputer project at HP Laboratories and a young en 
gineer with a PhD in computer science (a rare degree in 1965). 
HP Laboratories carried the research far enough to demonstrate 
the feasibility of the project, and because of customers' increasing 
demands for automated testing, the project was given the go-ahead. 
At the time there was a separate HP organization called Dymec 
that was responsible for doing work related to automated testing, 
so the responsibility for computer development was transferred 
from HP Laboratories to Dymec. 
HP 2116A. The minicomputer project at Dymec produced HP's 
first computer, the HP 2116A, in November 1966 (see Fig. 8). 
Emphasis was placed on the fact that HP was not in the computer 
business, but that the HP 2116A was intended for instrument 
automation. Since the machine was intended for instrument auto 
mation it was ruggedized to operate under the same environmental 
conditions as HP's instruments. This gave the HP 2116A a good 
reputation for reliability. 

One of these early automated system applications was the HP 
8542A Automatic Network Analyzer (February 1970). The HP 
8542A was a combination of microwave test equipment and a 
computer that was used for characterizing RF and microwave de 
vices. The system was configured either with an HP 2114B or an 
HP 2116B, two descendants of the HP 2116A. This system dem 
onstrated the advantages of connecting a collection of instruments 
to a computer specially tailored for instruments. 

Despite the emphasis on using the HP 2116A for instrumentation 

systems, one of its early successors, the HP 2116B, was used to 
build a time-sharing system. The system was called the Hewlett- 
Packard Model 2000A Time-Shared BASIC System (July 1968), 
and was capable of handling 16 users at once. The terminals were 
teletypewriters and a special teleprinter multiplex card occupied 
one I/O slot in the host computer to service all sixteen terminals. 
For direct connection, the system could handle terminals up to 
one mile away, and for longer distances voice-grade telephone 
coupling equipment was used. One interesting application of this 
system was computer-assisted instruction (CAI) (February 1971). 
The HP/CAI system used an HP 2000B system that could handle 
up to 32 users. The system provided mathematics drills and prac 
tice programs for elementary school children. 

The HP 2116A eventually evolved into the HP 2 100 A (see Fig. 
8b), the 21MX, the HP 1000 (see Fig. 8c), and today the HP 1000 
A-Series machines (February 1984). These systems continue to be 
used for real-time applications, such as automatic test systems 
and data acquisition and control systems. 
HP 3000. In 1972 HP introduced its first small general-purpose 
computer system, the HP 3000 (see Fig. 9). The HP 3000 was a 
significant milestone because it was HP's first entry into the busi- 

F ig .  9 .  Jan .  1973 .  Th is  i s  no t  
an  o rgan i s t  i n  conce r t ,  bu t  a  
system administ rator  s i t t ing at  
the system console for  the HP 
3000 Computer System. On the 
table on each s ide are contro l  
pane l s  used  f o r  sys tem ma in  
tenance and system checkout.  
I n  t h e  b a c k g r o u n d  i s  t h e  H P  
3000  and  some  o f  t he  pe r i ph  
erals typically connected to the 
system (card reader,  car t r idge 
d i s k ,  p a p e r  t a p e  r e a d e r  a n d  
punch,  and so on) .  
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Fig. 10. (a) Aug. 1985. This was the f irst of aseries of Journal 
/ ssues  cove r ing  HP Prec i s ion  A rch i tec tu re .  Th is  pa r t i cu la r  
issue int roduced the major  design pr inc ip les associated wi th 
HP Precision Architecture. There is a discussion of the geneal 
ogy of  computer  arch i tectures f rom von Neumann to  HP Pre 
c is ion Archi tecture,  (b)  Sept .  1987.  This  issue descr ibes the 
NMOS- I I I  imp lementa t ion  o f  HP Prec is ion  Arch i tec tu re  com 
pu te r s .  The  cove r  shows  t he  p rocesso r  boa rds  f o r  t he  HP  
9000 Model 825 and the HP 9000 Model 850S/HP 3000 Series 
950 ,  and  an  unmounted  p in -g r id  a r ray  package  hous ing  an  
NMOS-II I  VLSI chip. 

ness computer market, and it was a major change from HP's tra 
ditional electronic test and measurement instrumentation busi 
ness. The HP 3000 was also HP's first truly integrated software 
and hardware design. Unlike many computers of the past, it was 
not built by hardware engineers and then turned over to the soft 
ware engineers to see what they they could do with it â€” it had the 
total involvement of both teams in the design. The HP 3000 had 
features that in the early 1970s were only found in large main 
frames, including: 
â€¢ A hardware stack architecture and virtual memory 

Separation of code and data 
â€¢ Automatic relocation of programs and data 
Â» Reentrancy to permit code sharing 
â€¢ Recursion to allow a routine to call itself. 

The operating system for this machine, the HP 3000 MPE (Mul 
tiprogramming Executive) provided time-sharing and batch pro 
cessing concurrently. The MPE operating system has evolved into 
MPE XL, which runs on the new HP Precision Architecture 
machines. 
HP Precision Architecture. HP's Precision Architecture is still 
technological history in the making. Research on the architecture 
started in 1981 and was known within HP as the Spectrum program 
(see Fig. 10a). It was the largest development program ever under 
taken by HP. HP Precision Architecture fits loosely within the 
class known as reduced instruction set computers, or RISCs, and 
it takes full advantage of VLSI and new software technologies. It 
does not, however, depend on any particular circuit technology, 
so instead of being rendered obsolete by the inevitable develop 
ment of new circuit technologies in the future, it allows designers 
to exploit new technologies for increased performance gains. 

The first systems with the new architecture were introduced in 
1986 and included the HP 9000 Model 840 technical computer 
and the HP 3000 Series 930 commercial system. The Model 840 
ran the HP-UX operating system and the Series 930 ran the MPE 
XL operating system. Both systems used the same processor which 
is based on a relatively old-fashioned integrated circuit technology, 
TTL, and yet achieves an average performance rating of 4.5 MIPS, 
about four times that of the fastest of HP's previous-generation 

machines. In 1987 two more HP Precision Architecture systems 
(the HP 3000 Series 950 and HP 9000 Model 850S) were intro 
duced, using HP's proprietary NMOS-III integrated circuit technol 
ogy (see Fig. lOb). The system processing units, or SPUs, in both 
systems are the same. These systems verified the point that HP 
Precision Architecture is portable over different integrated circuit 
technologies. The VLSI development involved 12 chips with up 
to 150 thousand transistors per chip and was the largest multichip 
VLSI project HP has undertaken to date. 

The saga of HP Precision Architecture computers continues with 
higher performance being achieved with faster VLSI parts, bigger 
caches, floating-point coprocessors, and other enhancements. For 
instance, one of the latest versions, the system processing unit for 
the HP 3000 Series 935 and the HP 9000 Model 835, has been 
benchmarked at 14 MIPS (June 1989). 

Software 
Software today is like the knobs and dials on instruments. It is 

expected to be there and provide the human interface to the 
machine. At the time HP started to develop and produce computers 
(1966), most work in computers at the time focused on commercial 
and business applications and special-purpose machines for mili 
tary applications. There were, however, many innovative concepts 
in use and being developed. For example, the technique of virtual 
memory was being developed to get around the problem of limited 
core memory space, and high-level languages such as Fortran, 
BASIC, and Algol were beginning to be accepted as standards for 
interfacing to computers. 

Since the HP 2116A was strictly intended as an instrumentation 
computer all of the software development was focused on making 
it easy for the machine to communicate effectively with instru 
ments. As a result, many of the early Journal articles on software 
were about software for automatic test and measurement systems 
(see Fig. lla). With the introduction of the HP 3000 Computer 

Fig .  11.  (a)  Nov.  1968.  The f i rs t  HP Journa l  ar t ic le  in  which 
a software product made the front cover and where a software 
product f i l led half  of the issue. HP's motivat ion for developing 
a BASIC (Beginner 's  Al l -purpose Symbol ic  Inst ruct ion Code) 
comp i l e r  g rew  ou t  o f  t he  need  t o  p rov ide  HP  2116A  use rs  
w i th  a  s imple  in ter face to  the mach ine for  wr i t ing  programs 
fo r  au tomat ic  tes t ing .  The pro jec t  s ta r ted  in  May 1967 w i th  
the  goa l  o f  deve lop ing  a  s ing le- te rmina l  BASIC compi le r  to  
r u n  o n  a n y  H P  c o m p u t e r  h a v i n g  a t  l e a s t  8 K  b y t e s  o f  c o r e  
memory  and  an  ASFt -33  te le typewr i te r ,  (b )  Ju ly  1974.  Th is  
issue conta ined an ar t ic le  on the HP Image/3000 Data Base 
Management System. The images on the head are supposed 
to represent information that must be organized, made readily 
avai lable to those who need i t ,  and protected from those who 
don't â€” capabilities inherent in Image. 
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System. HP was officially in the computer business and therefore 
in the software business (see Fig. lib). One software product, the 
HP Image 3000 Data Base Management System, was rated the best 
in its class for three consecutive years by Datapro International 
(see Fig. lie). 

Today at HP, software design and development occupy the same 
level of importance as many hardware developments of the past. 
One area where this is noticeable is in instrument design and 
development. Since the introduction of microprocessors into in 
struments, firmware routines have added a large amount of func 
tionality to instruments and in some cases replaced some functions 
formerly performed in hardware. As a result, almost e- Â¿ry new 
instrument development has a complement of hard -.are and soft 
ware design engineers working in parallel to develop an instru 
ment. The synergism between hardware and software engineers 
was evident in the development of HP Precision Architecture dis 
cussed earlier. 

Journal pages for the last five or six years have reflected the 
increasing importance of software in HP. In some cases over half 
an issue has been devoted to software products and research ef 
forts. 

Components 
In the mid-1950s HP established a semiconductor operation to 

design and produce special-purpose diodes for use in instruments. 
Commercial diodes, although less expensive, did not have the 
performance required for HP instruments. To gain a foothold in 
the rapidly emerging field of semiconductors, a subsidiary called 
HP Associates was founded in 1961. The purpose of this organiza 
tion was to perform research, development, and manufacturing in 
the semiconductor field (see Fig. 12). Today there are many entities 
within HP doing this type of work. The components produced by 
these organizations form the cornerstone of many HP products â€” 
from instruments to computers (see Fig. 13). 

HF\\1KIT -I'ACKAim.JOntXAL 
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Fig.  12.  (a)  Dec.  1965.  The cover shows the energy diagram 
fo r  a  Scho t tky  bar r ie r .  Th is  i ssue  descr ibes  the  ho t -ca r r ie r  
d iode,  a  dev ice  tha t  was used as  a  very  fas t  de tec tor ,  as  a  
mic rowave mixer ,  and  as  a  sw i tch .  Hot -car r ie r  d iodes  were  
d is t inguished f rom convent ional  semiconductors  a t  the t ime 
in that the junct ion consisted of a metal  and a semiconductor 
ra the r  than  two  semiconduc to rs ,  (b )  Feb .  1969 .  The  cove r  
shows the HP Model  5082-7000 Numer ic  Ind icator ,  a  smal l ,  
low-power ,  a l l -semiconductor  modu le ,  wh ich  used four - l ine  
binary-coded-decimal input signals to display digits 0 through 
9 as an array of  br ight ly  g lowing red dots.  Each red dot  is  a  
GaAsP l ight-emit t ing diode. Today one can get LEDs in other 
co lo rs  bes ides  red ,  and  the  new red  A IGaAs LEDs (Augus t  
1988)  a re  b r igh t  enough to  be  cons idered  fo r  such  app l i ca  
t ions as l ight  bulbs in automot ive ta i l  l ights,  a i rport  markers,  
and traff ic signals. 

F ig .  13.  Aug.  1982.  The cover  
shows  a  so l a r i zed  ve r s i on  o f  
the profi le of a tr i layer process 
after reactive ion etching of the 
b o t t o m  p o l y m e r  l a y e r .  T h i s  
i s s u e  d e s c r i b e s  H P  c u r r e n t  
and future efforts in integrated 
c i r c u i t  p r o c e s s  t e c h n o l o g y ,  
part icular ly  in the area of  very 
large-scale integrat ion (VLSI).  

In instruments, special thin-film and thick-film hybrid packages 
containing such things as amplifiers and samplers are used to 
lower costs and improve performance. Likewise, in computer 
products, VLSI (very large-scale integration) circuits implement 
fast  cir  processors,  ALUs, and other circuits .  VLSI cir  
cuits are also being incorporated into instruments to supplant 
functions formerly performed by discrete hardware or by software. 

Not to be Forgotten 
There are many more product innovations that appeared in the 

HP Journal that can be considered to have made significant con 
tributions to the technological history of Hewlett-Packard, but 
there is not enough room in this article to discuss them. Therefore, 
to ensure that these products are not forgotten the following is a 
list of these products and their associated HP Journal references. 

â€¢ HP 8551A/851A Microwave Spectrum Analyzer (August 1964) 
â€¢ HP 5000A Logic Analyzer (October 1973) 
â€¢â€¢- Time-Domain Reflectometry 

Ã¼ HP 1415A Time-Domain Reflectometer Plug-in 
(February 1964) 

o HP 8145A Optical Time-Domain Reflectometer 
(December 1988) 

â€¢ HP 5525A Laser Interferometer (August 1970) 
â€¢ HP 3406A Broadband Sampling Voltmeter (July 1966) 

HP-IB (IEEE 488 and IEC 625)(October 1972, January 1975) 
= Chemical Analysis Instruments 

o HP 8450A Spectrophotometer (February 1980) 
Q HP 1090 Liquid Chromatograph (April 1984) 
Medical Instrumentation and Systems 
D HP Model 47210A Capnometer (CO2 Analyzer) 

(September 1981) 
Ã¼ HP 77020A Ultrasound Imaging System (October 1983) 

â€¢ Printers 
n HP Thinkjet (thermal inkjet printer)(May 1985) 
o HP DeskJet and HP PaintJet printers (September 1989, 

October 1989) 
â€¢ Plotters 

n HP's low-mass, low-inertia plotting technology 
(October 1981) 

n HP 7580A Drafting Plotter (November 1981) 

References 
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A Modular Family of High-Performance 
Signal Generators 
Three signal generators, each designed for a particular type 
of application and each offering several options, let the user 
choose and pay for  exact ly  the capabi l i ty  requi red.  

by Michael  D.  McNamee and David L.  Plat t  

ADVANCES IN DIGITAL AND RF TECHNOLOGY 
over the last decade have made the RF signal 
generator a common tool on the workbenches of 

design engineers. High-quality commercially available 
generators offer excellent frequency stability, wide tuning 
range, reasonable switching speed, and a broad array of 
modulation types, including AM, FM, <E>M, and pulse. How 
ever, while LSI and design for manufacturability have 
brought down the price of the typical generator, most of 
these signal generators are general-purpose in nature and 
users are often forced to pay for performance that they 
don't need. 

As test system complexity grows, the need to reduce both 
the price and the rack space of each piece of test equipment 
becomes critical. This requirement is the driving force be 
hind such externally modular schemes as the VXIbus and 
the HP Modular Measurement System. Modularity offers 
the flexibility to tailor a system more specifically to a given 
application. With this in mind, HP has developed a new 
family of internally modular signal generators called the 
Performance Signal Generators (PSG). The three members 
of this family are the HP 8644A 1-GHz or 2-GHz Synthe 
sized Signal Generator (Fig. 1), the HP 8645A 1-GHz or 
2-GHz Agile Signal Generator (Fig. 2), and the HP 8665 A 
4.2-GHz Synthesized Signal Generator (Fig. 3). 

These three signal generators are designed for three spe 
cific application segments. The HP 8644A is for the tradi 

tional out-of-channel transceiver test applications. The HP 
8645A Agile Signal Generator is focused on frequency agile 
transceiver testing. The HP 8665A is designed for high-per 
formance applications up to 4.2 GHz, particularly radar, 
telemetry, and spurious testing of UHF transceivers. 

The internal modularity of the three PSGs allows a user 
to select among several options for each that provide a 
wider range of performance at a lower price than a single 
high-performance signal generator can provide. The user 
pays only for the performance required. Optional capabil 
ities include phase noise enhancement, extended fre 
quency range, numerically synthesized internal modula 
tion, high-performance pulse modulation, and improved 
RFI leakage. 

User -Se lec tab le  Pe r f o rmance  T rade -O f f s  
The most unusual feature of all three PSGs is the ability 

to make trade-offs among phase noise performance, maxi 
mum FM deviation, and switching speed from the front 
panel. This is done manually by selecting the desired mode 
of operation or automatically by selecting auto mode. When 
the PSG is in auto mode, the instrument automatically 
selects the mode that allows the lowest phase noise for a 
given carrier frequency and selected deviation. 

Both the HP 8644A and the HP 8645A offer one standard 
and one optional enhanced mode. In the standard enhanced 
mode, the typical phase noise at a 20-kHz offset on a 1-GHz 

F i g .  1 .  T h e  H P  8 6 4 4 A  S y n t h e  
sized Signal Generator comes Â¡n 
1-GHz and 2-GHz versions and is 
designed for  out-of-channel  t rans 
ceiver testing. 

14  HEWLETT-PACKARD JOURNAL OCTOBER 1989  

© Copr. 1949-1998 Hewlett-Packard Co.



carrier is around -134 dBc/Hz. The optional enhanced 
mode improves this to - 142 dBc/Hz. The HP 8665A offers 
one optional enhanced mode which improves the typical 
20-kHz noise on a 1-GHz carrier from â€”124 dBc/Hz to 
â€” 142 dBc/Hz. In an enhanced mode, a frequency dis 
criminator detects the FM noise on the internal oscillator 
and cancels it in a feedback loop. This lowers the phase 
noise substantially over that of the phase-locked oscillator 
alone. However, a trade-off is required. The maximum 
available FM deviation is lower and frequency switching 
time is longer than in the unenhanced mode. Fig. 4 shows 
the phase noise obtained with the three available modes 
of the HP 8644A. 

Surface Mount  Technology 
For many years, surface mount technology (SMT) has 

been used in critical RF circuitry because of its improved 
and consistent RF performance. Only recently has it been 
recognized that SMT offers improved reliability and lower- 

Fig . 2. The H P 8645 A Agile Signal 
Genera to r  i s  ava i lab le  in  7  -GHz 
and2-GHz versions. I t  is  designed 
fo r  tes t i ng  f requency  ag i l e  t rans  
ceivers. 

cost parts placement in addition to smaller size. The PSGs 
are the first signal generators from HP using SMT exten 
sively, including the power supply and controller. An ex 
tensive SMT process center was established specifically 
for automatic loading and soldering of the PSG surface 
mount assemblies. Electrical designers were asked to con 
verge on a minimum set of "core" SMT components. As a 
result, approximately 80% of the components in the PSGs 
represent less than 400 SMT components. This approach 
reduces the cost traditionally associated with purchasing 
and maintaining large numbers of leaded components. 

Automatic Calibration 
Manual calibration adjustments are time-consuming and 

costly. Moreover, the components that allow these adjust 
ments, trimmer potentiometers and capacitors, have higher 
failure rates than fixed-value components. For these 
reasons, the PSG designers replaced manual adjustments 
wherever possible using either precision fixed-value corn- 

F i g .  3 .  T h e  H P  8 6 6 5 / 4  S y n t h e  
sized Signal Generator is a 4.2-GHz 
i n s t r u m e n t  d e s i g n e d  l o r  r a d a r ,  
t e l e m e t r y ,  a n d  U H F  t r a n s c e i v e r  
testing. 
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ponents or digital-to-analog converters (DACs) controlled 
by instrument firmware. As a result, the HP 8644A and HP 
8645A have no manual adjustments. All calibration is done 
automatically by the microprocessor controller using pre 
cision internal sources and calibration data stored in EE- 
PROM. Even with its complex YIG circuitry, the HP 8665A 
only requires a few manual adjustments for calibration. 

Single-Loop Design Concept  
All three PSGs are based on the same fundamental fre 

quency synthesis scheme, shown in Fig. 5. This scheme 
uses a single phase-locked loop (PLL), which is a fractional- 
N loop of the type used in many earlier HP signal genera 
tors. This loop provides the required frequency resolution 
as well as highly accurate digital FM at rates within the loop's 
bandwidth. The single-synthesis-loop approach has the ad 
vantages of better spurious performance and lower overall 
cost, parts count, and mechanical complexity. The single- 
loop approach, with its low reference frequency, requires 
a relatively narrow loop bandwidth to prevent multiplied 
reference phase noise from dominating the output phase 
noise. This impacts both switching speed and power line 
spurious cleanup. The PLL bandwidth of the PSGs varies 
between 150 Hz and 3 kHz. 

Single-loop synthesizers have not been widely used in 
general-purpose signal generators. Typically, multiple loops 
are used â€” one loop providing frequency modulation, 
another providing high-resolution frequency control, and 
finally a sum loop, in which the VCO output is mixed with 
the outputs of the other loops and fixed reference frequen 
cies to produce the signal that is fed to the phase detector. 
The reason the single-loop approach has not been used is 
that it has been difficult to achieve both fine frequency 
resolution and good spurious performance close to the car 
rier at the same time with a single phase-locked loop. The 
high-resolution fractional divider developed for the PSGs 
overcomes these problems, allowing 0.01-Hz frequency res 
olution and spur levels typically less than â€” 48 dBc at less 
than a 1-kHz offset from a 3-GHz carrier. 

This synthesis scheme results in an unusual approach 

to frequency modulation (FM). Traditionally, FM is done 
in a phase-locked loop by injecting the modulating signal 
in two places â€” directly into the VCO to generate the FM 
and also into the loop integrator {after integration) to pre 
vent the loop from trying to cancel the FM that was gener 
ated within its bandwidth. In the PSG approach, the FM 
that occurs within the loop bandwidth is not injected in 
an analog fashion, but digitally, by digitizing the FM input 
and adding it to the instantaneous frequency data that is 
fed into the fractional-N control chip. This ensures that 
the loop does not try to remove the FM, since it is pro 
grammed to generate the correct instantaneous frequency. 

With this scheme, FM occuring at rates well within the 
loop bandwidth is done digitally and FM at rates well 
above the loop bandwidth is done in the traditional analog 

Frequency 
Data 

257.5  to 515 MHz 

Fig.  5.  The same f ract ional-N f requency synthesis system is  
used in  a l l  three generators.  However ,  in  the HP 8665A,  the 
vol tage-control led osci l lator  (VCO) runs at  3 to 6 GHz. 

16  HEWLETT-PACKARD JOURNAL OCTOBER 1989  

© Copr. 1949-1998 Hewlett-Packard Co.



fashion. A major drawback is that the digital FM is delayed 
by 30 microseconds, the time required to digitize it and 
clock it into the fractional-X control chip. This results in 
a large group delay variation, from 30 microseconds at low 
rates to less than a microsecond at high rates. For the loop 
bandwidth of 3 kHz, this would cause a large FM inaccu 
racy at rates around 3 kHz. Moreover, such a high group 
delay variation would cause excessive FM distortion for 
complex modulating signals. To correct this problem, a 
30-microsecond delay is added into the FM path to the 
voltage-controlled oscillator (VCO). This causes all FM to 
experience a 30-microsecond delay, and the variation in 
group delay is reduced to only a few microseconds. 

HP 8645A Concept  
The first of the three PSGs to exit the investigation phase 

was the HP 8645A Agile Signal Generator. A basic block 
diagram of the HP 8645A is shown in Fig. 6. In addition 
to the single PLL described previously, the HP 8645A also 
contains one or two delay line frequency discriminators to 
detect and feed back FM noise to the VCO for cancellation. 
When operated in mode 1, the HP 8645 A uses only the 
PLL for frequency stability. This mode offers the fastest 
synthesized frequency switching speed and greatest FM 
deviation. Mode 2 adds a frequency-locked loop (FLL) con 
taining a 70-nanosecond discriminator, which improves 
the phase noise at the expense of reduced deviation and 
switching speed. Mode 3 adds an optional 140-nanosecond 
discriminator which extends this trade-off even further, 
reducing the phase noise another 8 dB. 

The HP 8645A also offers a fast frequency hopping mode 
(mode 5). In this mode, the PLL is opened but the 70- 
nanosecond FLL remains connected. Thus, the VCO re 
mains frequency locked but not phase locked. Fast hopping 
is done using several DACs to set control and pretune volt 
ages in the FLL to force the VCO frequency to change very 
rapidly. The exact control voltages are determined by the 
microprocessor controller during a "learn" process prior 
to fast hopping. 

In the fast hopping mode the frequency can switch in 
less than 15 microseconds. The frequency accuracy, which 
is a function of the drift of several critical components in 
the FLL, is typically better than Â±1 part per million. Fre 

quency hopping of the HP 8645A is discussed further in 
the article on page 34. 

The VCO output of 515 to 1030 MHz is digitally divided 
to the desired output frequency (doubling is also available 
with Option 002). A switched, half-octave low-pass filter 
follows the divider to reduce harmonics. The signal is 
amplified and leveled in an automatic level control (ALC) 
loop. AM is performed in the traditional manner within 
the ALC loop bandwidth. The loop bandwidth can also be 
narrowed greatly to improve intermodulation performance 
to better than â€” 50 dBc. The output attenuator is a set of 
two mechanical attenuators from the HP 33320 Series. This 
is followed by a reverse power protection relay that protects 
the output from an accidental application of up to 50 watts 
of RF. 

HP 8644A Concept  
It was recognized that the single-loop synthesizer with 

discriminator-enhanced spectral purity is ideal for out-of- 
channel transceiver testing because of its ability to achieve 
â€” 100 dBc spurious and â€”134 dBc/Hz phase noise at a 
reasonable cost. This led to the concept of the HP 8644A 
as a cost-reduced version of the HP 8645A. 

During the investigation phase of the HP 8644A it was 
tempting to scale down some of the common modules such 
as the power supply and the microprocessor controller, 
since that hardware had much more capability than we 
actually needed. While this redesign would have allowed 
a lower HP 8644A cost, it would not have allowed some 
of the reuse advantages discussed later in this article. 
Therefore, we focused on changes in the VCO and modula 
tion circuitry. 

The HP 8644A block diagram is similar to that shown 
for the HP 8645A except that the fast hop controller is not 
present. The approach taken was to remove all the circuitry 
associated with fast frequency hopping as well as the high- 
rate FM capability. This allowed us to combine the VCO, 
standard discriminator, and phase shifter functions into a 
single module. The modulation drive circuitry was greatly 
simplified and standard modulation features, such as FM 
preemphasis and internal 300-Hz, 400-Hz, 1-kHz, and 3- 
kHz modulation oscillators were added. 

The HP 8644A output section is identical to the HP 

Fast  Hop 
Controller 

140-ns 
Discriminator 

AM + Reference 
F i g .  6 .  B l o c k  d i a g r a m  o f  t h e  H P  
8645A Agi le  S ignal  Generator .  
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8645A output section except that an optional high-reliabil 
ity 1-GHz electronic attenuator (Option 005) is also avail 
able. This attenuator uses pin diodes instead of mechanical 
switches and is identical to the attenuator used in the HP 
8657A Synthesized Signal Generator. 

HP 8665 A Concept 
The HP 8665A concept was driven by two factors. First, 

users find it increasingly necessary to push RF signal 
generator performance into the low microwave region. For 
example, 900-MHz radio manufacturers need spurious test 
ing capability to at least 4 GHz. Spurious testing requires 
precise level control to very low signal levels and low 
adjacent channel spurious content. The HP 8665A's - 100- 
dBc spurious performance and Â±l-dB level accuracy at 3 
GHz allow these high-performance measurements. 

The second driving factor was the desire for high reuse 
of the single-loop, discriminator-enhanced PSG block dia 
gram. By using whole modules from the other PSG projects 
along with a few special modules, the HP 8665A develop 
ment required far less in engineering resources than would 
have been required if the product had been designed "from 
scratch." 

The HP 8665A block diagram, Fig. 7, is very straightfor 
ward. The synthesis is accomplished by a single phase- 
locked loop. A phase-noise-selected YIG oscillator running 
from 3 to 6 GHz is prescaled by four with a specially de 
veloped GaAs divider to 750 to 1500 MHz. A silicon ECL 
divider further divides the signal to the phase detector 
module input frequency of 257.5 to 515 MHz. 

The phase detector module is the same fractional-N mod 
ule used by the HP 8644A and HP 8645A. This module is 
highly complex and handles much of the FM function as 
well as the loop synthesis. 

FM is added to the YIG's output via two paths. For dc 
and low frequencies the modulation signal is applied to 
the fractional-N divider by digitizing the signal. At higher 
modulation frequencies, the modulation is applied outside 
the loop bandwidth through the YIG driver. A detailed 
discussion of the synthesis section can be found in the 
article on page 37. 

The spectral purity of the HP 8665A can be enhanced 
with the use of a discriminator attached to the input to the 
phase detector module. The error signal generated by the 

discriminator is an indication of the phase noise content 
of the synthesis loop and is applied through the YIG driver 
to reduce the noise of the output. The discriminator module 
is another of the common assemblies developed for the 
PSG family. 

To allow phase noise to be scaled with frequency, the 
output section is constructed around a hybrid approach 
found in most of HP's high-performance RF generators. For 
frequencies from 187.5 MHz to 4200 MHz, the signals are 
derived by frequency division. For the highest octaves, the 
frequency division is done by the GaAs divider in the syn 
thesis loop. To preserve the FM deviation at lower frequen 
cies, a heterodyne approach is used below 187.5 MHz. A 
1-GHz reference is developed from the 10-MHz time base 
and this signal is mixed with a 1000-to-1187. 5-MHz fre 
quency range produced by a divider in the output section 
to form the output signal. The HP 8665A output system is 
discussed in the article on page 42. 

Common Hardware 

The following sections describe hardware that is used 
in all three PSG products. 

Fractional-N Module 
The PSG fractional-N module performs the fractional di 

vision, phase detection, and integration functions of the 
PSG phase-locked loop. It also digitizes the low-rate FM 
and sums it with the desired frequency information. The 
RF input is 257.5 to 515 MHz and the reference input is a 
200-kHz pulse train supplied from the reference module 
by dividing down the 10-MHz time-base. The fractional-N 
board, shown in Fig. 8, is a six-layer Class III printed circuit 
board. This board is extremely complex, and because of 
the relatively high reference frequency, required several 
iterations to reduce the fractional-N spurious below â€” 60 
dBc. 

Two custom integrated circuits, which can be seen in 
Fig. 8, make this level of complex synthesis circuitry pos 
sible. The first is a four- watt ECL gate array, which performs 
the fractional division (^-N.F). The second is the fractional- 
N control chip, which combines the FM input with the 
desired carrier frequency and controls the fractional divi- 

F i g .  7 .  B l o c k  d i a g r a m  o f  t h e  
H P  8 6 6 5 A  S y n t h e s i z e d  S i g n a l  
Generator. 
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Fractional frequency division generates spurious signals, 
as already indicated. A technique known as automatic 
phase interpolation (API) allows these spurs to be largely 
cancelled. This cancellation requires extremely precise 
control of very small currents, and is only effective to â€” 50 
to - 60 dBc. The API correction in the PSG uses an auto 
matic spur nulling technique in which the spurs are syn 
chronously detected and the API currents are adjusted to 
minimize the spur levels. For more information, see the 
box on page 28. 

PSG Modulat ion Osci l lator 
Early in the PSG development we realized that simulat 

ing complex modulation signals is becoming difficult for 
our customers. With the advent of integrated implementa 
tions of numerical synthesis techniques, a powerful solu 
tion exists. The key synthesis 1C developed for the HP 
8904A Multifunction Synthesizer1 was used to build the 
PSG's compact and versatile modulation assembly. This 
assembly consumes little more than 15 square inches of 
board space yet allows synthesized modulation signals 
from dc to 400 kHz. Square waves and Gaussian noise can 
be generated in addition to sine waves. The oscillator can 
produce two simultaneous waveforms to emulate many 
signaling tones and it can internally modulate itself. Mod 
ulation waveforms such as those used in aircraft VOR and 
ILS applications can now be generated totally inside the 
signal generator. 

PSG Front Panel  
The PSG front panel assembly deviates from those found 

on previous generators in two ways. An in-depth reliability 
study showed that keyswitch problems accounted for a 
disproportionately high number of failures. This drove our 
choice of rubber keyswitches for the front panel. Rubber 
keyswitches have been shown to have a very low failure 
rate compared with their mechanical counterparts. 

The other area of difference is the use of vacuum fluores 
cent displays. These devices are rugged and reliable, and 

F i g .  8 .  T w o  c u s t o m  I C s ,  a n  E C L  g a t e  a r r a y  a n d  a  c o n t r o l  
chip, make the small size of the fractional-N module possible. 

have very high readability. Special consideration was given 
to their driving waveshapes to minimize RFI emissions 
from the generator and RFI effects on the low-spurious 
circuitry inside the product. 

PSG Microprocessor Control ler  
The PSG digital control unit controls all of the PSG 

hardware. The design is based on an 8-MHz Motorola 68000 
microprocessor. The control board holds 512K bytes of 
ROM, which contains all the instrument control firmware. 
This board also contains the HP-IB interface, which uses 
a TMS9914. Interrupt handling, timers, and serial com 
munication to the front panel are provided by a Motorola 
68901 multifunction peripheral chip. For setting up the RF 
hardware and performing diagnostics, the board includes 
voltmeter circuitry to measure dc or rms voltages through 
out the instrument. The voltmeter and a simple RF detector 
provide basic power measurement capability for RF hard 
ware diagnostics. The processor execution stack and instru 
ment state reside in 64K bytes of static RAM. Store/recall 
registers and the instrument state are maintained by a NiCad- 
battery-backed RAM when the instrument is powered down. 
The battery is charged during normal operation by an on 
board regulator. The processor communicates with the rest 
of the instrument through memory-mapped parallel I/O ports. 

PSG Power  Supply  
The PSG power supply is a linear supply capable of 180 

watts distributed among several supply voltages. The sup 
ply is designed for extremely low levels of conducted and 
radiated line-related spurious outputs. Careful attention 
was paid to the layout to minimize magnetic loops and 
ensure that sensitive circuitry and noisy rectifier circuits 
did not have common ground return paths. 

The PSG power supply contains circuitry to shut down 
the supply when the internal temperature exceeds safe 
limits. This can occur, for example, if the airflow from the 
fan is interrupted. Circuitry also exists to vary the fan speed 
with temperature to improve instrument reliability at high 
temperatures while maintaining a quiet fan at room temper 
ature. Precision reference ICs are used in the regulators to 
avoid manual adjustments of the supply voltages. 

Modular i ty Effects in Development 
An important benefit of internal modularity lies in the 

resulting potential for reuse of circuitry among instru 
ments. One of the primary PSG design goals was to make 
as much hardware and firmware as possible common to 
all three PSGs. Using this approach, the development of 
these three high-performance products took place almost 
as quickly as a single product, and used only slightly more 
resources. 

Probably the most difficult phase in a product's develop 
ment is the production buildup. Unforseen yield and pro 
cess problems show up, along with design tolerance prob 
lems in mechanical parts as a greater number of parts are 
processed. Debugging and streamlining of test and assem 
bly procedures is required. This phase takes a lot of time 
and resources and anything that can be done to shorten 
this critical learning process will help. 

The modularity of the PSG family was an important ad- 
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vantage in this phase. Because of the high degree of reuse, 
we are able to build all three signal generators on the same 
production line using the same assembly processes and 
test equipment. Even in the product-specific modules, de 
signers were constrained to use a common pool of surface 
mount parts and design techniques. The result was that, 
while it took more effort to handle all three products ini 
tially, the overall time to get through the learning process 
was much shorter than it would have been with three very 
different products produced on their own production lines. 

The development effort for the PSG family was organized 
into three separate concurrent projects. In addition to prod 
uct-specific modules, each project developed one or more 
of the modules used in all three signal generators. The HP 
8644A project developed the fractional-N synthesis cir 
cuitry. The HP 8645A project developed the power supply, 
microprocessor controller, and low-noise frequency dis 
criminator. The HP 8665A project developed the front 
panel and numerical-synthesis modulation source. This 
concurrent development required a high degree of disci 
pline on the part of the project designers to reuse hardware 
and firmware and to resist the urge to optimize by redesign 
ing. 

Another key component of this concurrent development 
was interproject communications and management. The 
magnitude of the overall management task was much 
greater than originally thought. It was necessary to maintain 
rigid, detailed I/O specifications on each assembly. In ad 
dition, all three project managers met regularly with their 
section manager and with manufacturing, marketing, QA, 
and finance people. 
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Firmware Development  for  Modular  
Instrumentation 
Of three major  subsystems in  the Per formance Signal  
Generator  contro l  f i rmware,  only one contains instrument-  
spec i f i c  code.  Add i t iona l  hardware  and f i rmware fo r  
ca l ib ra t ion  and d iagnost ic  purposes prov ide impor tant  
customer and product ion benef i ts .  

b y  K e r w i n  D .  K a n a g o .  M a r k  A .  S t a m b a u g h ,  a n d  B r i a n  D .  W a t k i n s  

THE PERFORMANCE SIGNAL GENERATOR (PSG) 
product line described in this issue represents an 
internally modular platform approach to the de 

velopment of signal generators. There are currently three 
full-function signal generators in this family, each with a 
number of options. The similarities between these signal 
generators, including a large amount of shared RF hard 
ware, suggests that the firmware to control them can be 
shared or highly leveraged between versions. This is in 
fact the case. 

The major design objectives for the control firmware 
were: 

Reuse as much firmware as possible to reduce develop 
ment and test time relative to developing three different 
sets of signal generator firmware. 

I Structure the firmware so that it can be extended to allow 
for future versions and options. 

* Give the three instruments a common look and feel from 
the front panel. 

â€¢ Use consistent symbolic HP-IB control language and for 
mats for all three signal generators that could also be 
used in future signal generators. 
Since reuse was a key issue in PSG control firmware 

development, the majority of the control firmware was writ 
ten in a high-level language. Only time-critical routines, 
code that directly interfaces with hardware, and certain 
library routines were written in assembly code. The control 
firmware for all three PSG instruments consists of 100 
KNCSS (thousands of noncomment source statements) of 
Pascal source code and 8 KNCSS of assembly language 
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source code. The firmware executes on a 68000 micropro 
cessor with 512K bytes of ROM and 64K bytes of RAM. 

Control  Firmware Architecture 
The control firmware for the PSG family is partitioned 

into three major subsystems (Fig. 1). They are the KRXL 
(operating system kernel), the UI (user interface), and the 
RFHI (RF hardware interface). The KRNL contains the 
operating system, support libraries, and low-level I/O driv 
ers. It passes input data from the front panel and HP-IB to 
the UI. The UI takes character data from the KRNL and 
converts it to internal instrument commands with param 
eters which are passed to the RFHI. The UI also formats 
data to be output via the HP -IB (IEEE 488, IEC 625) or 
displayed on the front panel. The RFHI section takes com 
mands from the UI, range checks the parameters, and con 
figures the hardware appropriately. The RF hardware inter 
face also stores the current instrument configuration. 

To keep the interface between subsystems small and 
well-defined, the KRNL, UI, and RFHI communicate 
through a command interface. Each major subsystem has 
a do_command procedure, which has two parameters. The 
first parameter is an element of an enumerated type which 
defines internal instrument commands. The second param 
eter is a pointer to any data needed with this command. 
For example, the KRNL may pass a character to the UI by 
calling the procedure Ul_do_command, with the command 
Parse_HP-IB_character, and a pointer to the character to parse. 
The type of data pointed to by the second parameter de 
pends on the command. It may point to a real, integer, 
Boolean, enumerated, or structured type. It may also be a 
nil pointer with commands like Preset_the_instrument_state, 
which need no data. 

The KRNL is identical for all three PSG instruments, 
since they all share a common microprocessor board and 
operating system. Although there are some differences in 
the operation of the three instruments, they also share a 
common UI. Where the three instruments have different 
ranges for the same setting, such as the allowable frequency 
range, the user interface accepts any value for frequency 
and passes it to the RFHI. The RFHI determines whether 
that value is acceptable for that instrument, and either sets 
the hardware to that value or signals the user interface to 
show an error message. Each instrument has one or more 
functions not found in the others. The user interface will 
always accept the commands to operate these functions, 
but the RFHI will signal an error if the function is not 
available. 

Differences in the RF hardware of the three signal 
generators required three different RFHI firmware sections, 
which share some of their source code. The amount of 
unique source code was minimized to save development 
and test time. Since the HP 8645A was developed first, its 
firmware was used as a base. The HP 8644A shares rnu^h 
of the HP 8645A hardware and firmware. It required about 
5K lines of HP 8644A-specific firmware. The HP 8665A 
shares less hardware and required about 14K lines of HP 
8665A-specific firmware. 

Operat ing System Kernel  
The KRNL contains all of the operating system, run-time 

libraries, exception processing, and support for the 
hardware on the microprocessor board. The code here is 
specific to the processor hardware and the execution envi 
ronment. It is not dependent on the RF hardware being 
controlled or how the user controls it. 

The KRNL includes low-level L'O drivers for the front 
panel and the HP-IB. These drivers implement HP-IB and 
front-panel protocols. They pass character data back and 
forth between the external world and the user interface 
firmware without any knowledge of what the data repre 
sents. 

User Interface 
The UI manages all interaction with the user. It contains 

all of the firmware to parse incoming characters and format 
messages to be sent to the front panel or the HP-IB. All 
information used to parse input and format output is con 
tained in tabular format to allow easy modifications or 
addition of features as new options are developed. The 
user interace generates commands and parameters for the 
RF hardware control firmware. 

There are five major sections in the UI (Fig. 2). They are 
the keyword scanner, the command parser, the HP-IB out 
put formatter, the keyboard parser, and the display control. 
The scanners and parsers process incoming data as it comes 
in, rather than after whole messages are received, to give 
the fastest possible response. The display section manages 
the display, which is accessed via a serial bus, and attempts 
to minimize the number of characters sent to the display. 
HP-IB Keyword Scanner. Characters from the HP-IB are 
passed to a keyword scanner. The scanner converts the 
alphanumeric characters to tokens representing keywords. 
The scanner is implemented as a state machine, with a tree 
of characters in allowable keywords described by a table 
in ROM (Fig. 3). The scanner walks through this tree struc 
ture one character at a time. When the end of a keyword 
is encountered, the position on the scanner tree is checked. 
If the current position represents a valid keyword, then a 

Front Panel 
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Fig. 1 .  Performance Signal Generator (PSG) control f i rmware 
subsystems. 

OCTOBER 1989  HEWLETT-PACKARD JOURNAL 21  

© Copr. 1949-1998 Hewlett-Packard Co.



HP- IB  Commands Front-Panel 
Keystrokes 

Display 
Output  

HP- IB Output  

Fig. 2. Structure of the user interface module (Ul)  of  the PSG 
con t ro l  f i rmware .  The  ISO is  the  ins t rument  s ta te  ob jec t ,  a  
centra l  data base.  

token representing that keyword is output to the HP-IB 
command parser. If a character is sent to the scanner that 
does not match an allowable keyword, the scanner will 
generate an invalid keyword error. If the characters coming 
in from the HP-IB represent a number, they are converted 
from ASCII characters to a binary representation of that 
number. The number is saved and a token indicating a num 
ber was received is sent to the command parser. Generation 
of the keyword parsing state table was simplified by the 
development of a utility program. This program reads in a 
list of all acceptable keywords and the tokens to output 
when they are encountered. From this input, the program 
generates a Pascal-compilable lookup table for the scanner. 
HP-IB Command Parser. The command parser operates 

much like the scanner. However, it accepts tokens rather 
than ASCII characters. It walks through a list of valid token 
syntax until it encounters invalid syntax or the end of a 
command. At that point, if a valid command has been pro 
cessed, it outputs an internal instrument command to the 
RFHI for processing. If the command contains a numeric 
parameter, such as a frequency to which to set the signal 
generator, the value is passed with the command as its 
parameter. The command parser can also generate requests 
to the display control to update part or all of the display 
and requests to output data to the HP-IB as needed. The 
syntax information for the command parser exists in a 
lookup table. This table is generated by a utility program, 
which reads in a list of allowable combinations of keywords 
and the commands to execute when they are encountered. 
HP-IB Output Formatter. The HP-IB output formatter ac 
cepts data output requests from the scanner and formats 
the data into ASCII character strings. These strings are 
passed to the low-level HP-IB driver in the KRNL. Requests 
for data output are accompanied by the name of the variable 
to be output. The formatter has no implicit knowledge 
about the variable to be output. All information about a 
variable to be output is obtained from a data base inside 
the RFHI. In addition to the current value of the variable, 
the data base also tells the formatter the type (real, integer, 
Boolean, enumerated, etc.) and units of the variable. The 
data base is called the ISO, for instrument state object, and 
is described in detail later. 
Keyboard Parser. The keyboard parser operates like the 
keyword scanner or command parser, but accepts front- 
panel keystrokes. It keeps track of the active function and 
uses that information to interpret the keystrokes passed to 
it. It has its own numeric parser which is coupled to the 
display control section so that the numbers appear on the 
display as they are entered. When numbers and terminators 
are entered or immediate-action keys are pressed, the 
keyboard parser generates internal instrument commands 
to the RFHI. As with the command parser, the numbers 
entered are passed as values to the commands. The 
keyboard parser also generates requests to change or update 
the contents of the display. Like the token scanner and 
command parser, the keyboard parser's operation is based 
on a lookup table. This table is generated by a utility pro- 

Example Input  to  Keyword 
Table  Generator  

Keywords 

â€¢MAN' 

â€¢MANUAL' 

'MARK' 

'MARKER1 

'MODE 

MOD 

'MODULE' 

(a) 

Token to  
Output  

TOKEN.MANUAL 

TOKEN.MANUAL 

TOKEN_MARKER 

TOKEN_MARKER 

TOKEN_MODE 

TOKENJWODULE 
T O K E N _ M O D U L E  

Keyword Parsing 
State-Transit ion 

Diagram 

=  Nontermina l  S ta tes  

=  Va l id  Termina l  S ta tes  

F ig .  3 .  Keyword  scann ing  i n  t he  
user  in te r face  modu le ,  (a )  Exam 
p l e  i n p u t  t o  t h e  k e y w o r d  t a b l e  
g e n e r a t o r ,  ( b )  K e y w o r d  p a r s i n g  
state transit ion diagram. 
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gram which is given a list of tokens that change the active 
function, the keystrokes allowed for each active function, 
and the commands to send to the RFHI. 
Display Control. The display control firmware is responsi 
ble for maintaining and updating the state of the front-panel 
display. The PSG front panel has its own 6803 micropro 
cessor, which exchanges data with the main 68000 serially 
at 9600 baud. Since this serial communication is relatively 
slow, the display control module maintains a copy of what 
is currently being shown on the display and sends update 
information only when it is required. The display control 
module operates on a list of display segments stored in 
ROM. Each entry in the list contains the position and length 
of the display segment, the name of the variable to show 
in that segment, and any fixed character strings to show 
in that display segment. When a request for display update 
comes into the display control module, it looks up the 
display segment information in its table and requests infor 
mation from the ISO about the variable to be displayed. 

RF Hardware Interface 
The RFHI subsystem is split into four layers: command, 

control, driver, and library (Fig. 4). 
Command Level. Command level modules take commands 
from other subsystems and begin their execution. The first 
function of a command module is to consolidate commands 
that perform the same function. The instrument frequency 
can be set by entering a value, incrementing it by a program 
mable step, or turning the knob on the front panel. Each 
of these actions causes a different command to come into 
the RFHI, but they all perform the same function. For each 
of these commands, the command level firmware calculates 
the frequency and calls a single set-frequency procedure. 
This procedure compares the frequency with the limits 
stored in the ISO. If the value is out of range, an error is 
signaled. If the value is acceptable, the procedure initiates 
execution of the function in lower-level modules. The final 
function of the command module is to update the ISO. 
When a setting is changed, the command level firmware 
stores the new setting in the ISO, then recalculates limits 
on other parameters that may be affected by this new value, 
storing the new limits in the ISO. 

There are ten to twelve command level modules, depend 
ing on the instrument. One of the command modules, RFHL 
COMMAND, acts as the interface to the RFHI from the other 
subsystems. The remaining command level modules are 
divided by functional grouping, with all frequency related 
commands in one module, all amplitude commands in 
another, and so on. RFHLCOMMAND dispatches all com 
mands processed by the RFHI to the appropriate functional 
command module. Command modules know how to inter 
pret commands, but do not contain information about how 
the command is executed. They derive most of what they 
know about limits by asking the lower-level routines. If a 
command is not allowed in one of the instruments, the 
procedures to execute it are omitted and replaced with 
code to generate an insufficient-capability error. Using 
these techniques, a single set of command level modules 
meets the needs of all three instruments. 
Control Level. Control modules are called by the command 
modules to execute intermediate-level instrument func 

tions, such as setting the frequency of the synthesis loop. 
Most of the knowledge of the instrument block diagram, 
but none of the hardware details, is contained in the control 
modules. Control modules know what each hardware mod 
ule in the instrument must do to implement a command, 
but they do not know how to program the hardware to do 
it. Although the block diagram of each instrument is differ 
ent, many sections of it are shared by all three instruments. 
Sections that are not shared are handled by compiler direc 
tives. Optional modules are handled by calling a driver 
level function to determine if the option is present. 
Driver Level. Driver modules are the lowest level of the 
RFHI. These modules directly manipulate the RF hardware 
to implement very simple functions, such as setting the 
VCO pretune voltage for a specified VCO frequency. There 
is one and only one driver module for each hardware mod 
ule. Strictly defining the driver module interface makes it 
possible to hide knowledge of specific hardware from 
higher levels, allowing the use of different hardware by 
merely substituting a new driver module. Knowledge of 
the hardware's control bit mapping and dynamic response 
is contained in the driver levels. 

Driver modules provide a method of backwards compati- 

Internal 
Instrument 
Commands 

(a) 

Hardware 
Modules 

F ig .  4 .  ( a )  S t ruc tu re  o f  t he  RF  ha rdware  i n te r l ace  modu le  
(RFHI )  o f  the  PSG cont ro l  f i rmware ,  (b )  S t ruc tu re  o f  a  com 
mand modu le .  
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bility for hardware modules. All hardware module updates 
that must be treated differently by the firmware provide a 
mechanism by which the firmware can determine which 
revision is installed. This is often an analog multiplexer 
point that is tied to a unique dc voltage. On initialization, 
the driver can read that point to determine which revision 
is installed. This saves time, since older modules do not 
have to be reworked. It also saves materials, since older 
modules do not have to be scrapped if modifications are 
not possible. 

Some of the hardware modules â€” for example, the three 
instruments' VCO sections â€” share identical block diagrams 
but are implemented with entirely different hardware in 
each instrument. In this case, three separate VCO driver 
modules exist in the firmware. All VCO modules have iden 
tical external procedure definitions to keep the interface 
to the control level consistent. 
Library Modules. Library modules are used to perform 
common RFHI functions. The ISO and I/O board driver are 
considered to be library modules. 

The ISO (instrument state object) is a large data structure 
that provides data encapsulation, restricted access, refer 
ence by name, and knowledge of what data type each ISO 
variable represents, as well as the unit, value, and limits 
of each variable. ISO functions provide access to each vari 
able's type, unit, value, and limits, requiring only a name 
in the form of an enumerated type to identify the variable 
of interest. The ISO as a whole stores the entire state of 
the instrument, providing a convenient store/recall struc 
ture. Access is restricted to the ISO simply by not importing 
the ISO module into the modules where access is denied. 

Modularity of the driver level firmware was enhanced 
by making the serial interface to each hardware module 
identical. With this scheme, a single set of I/O functions 
could be written to communicate with all hardware mod 
ules. The routines require only a port number, the length 
of the control word, and a pointer to the control bit struc 
ture. The I/O board driver exports constants associating 
each hardware module with a port number, further isolat 
ing the driver level firmware from the module drivers. 

Calibration and Diagnostic Firmware 

Instruments in the PSG family contain a large amount 
of firmware to perform calibration and diagnostic opera 
tions. The calibration firmware adjusts the instrument 
hardware so that it will meet the operating specifications. 
The diagnostic firmware is used to detect a hardware failure 
and indicate to a high degree of certainty which hardware 
module should be replaced. 

Calibration 
The PSG instrument hardware is designed to allow 

firmware control of the adjustments required to ensure 
proper operation. As a result, the HP 8644A and 8645A 
contain no manual calibration adjustments and the HP 
8665A requires only four or five. 

Calibrating the instrument under firmware control means 
that the production line does not require technicians and 
test equipment to calibrate the instrument, resulting in 
lower production costs and assembly time. The customer 

can recalibrate the instrument to compensate for aging com 
ponents or extreme operating conditions without sending 
the unit back to the factory or requiring specialized test 
equipment. If a hardware module fails, the customer can 
swap in a new module and recalibrate the instrument to 
ensure that it will still meet the operating specifications. 

There are three types of calibrations: power-up calibra 
tion, run-time calibration, and external calibration. 
Power-up Calibration. Power-up calibrations are per 
formed when power is applied to the instrument for the 
first time or when requested by the user. These calibrations 
require several minutes to complete, and the calibration 
factors are stored in RAM. Because the RAM is powered 
by a rechargeable battery, the stored calibration factors are 
valid each time the instrument is turned on. 

A good example of a power-up calibration is the VCO 
pretune calibration. The VCO pretune voltage is controlled 
by a DAC (digital-to-analog converter) that must be pro 
grammed to provide a frequency within the capture range 
of the phase-locked loop (PLL). The PLL frequency is deter 
mined by the setting of the fractional-N divider circuit 
(N.F). The calibration consists of finding the pretune DAC 
setting that results in the minimum PLL error voltage for 
a given frequency. The N.F divider is programmed for the 
desired frequency and the pretune DAC is swept until a 
zero crossing is detected in the PLL error voltage. The two 
pretune DAC settings that bracket the zero crossing are 
examined to see which setting is closest to zero. This setting 
is the pretune DAC calibration factor for the desired fre 
quency. 
Run-Time Calibration. There are times when it is not pos 
sible to have enough calibration factors to cover all operat 
ing conditions. In this case a calibration operation must be 
performed during normal instrument operation to deter 
mine the required value. 

For example, without additional calibration, the power- 
up VCO discriminator gain calibration in the HP 8645A 
would not meet the FM accuracy specification for frequen 
cies between the calibration points. When FM is turned on 
and the VCO discriminator is being used, a run-time cali- 
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bration must be performed whenever the frequency is set. 
Run-time calibrations are optimized to reduce their 

execution time. 
External Calibration. There are several calibrations that 
require external test equipment to measure power levels 
or timing intervals. These calibrations are performed in the 
factonr and the calibration data is stored in EEPROM lo 
cated on the hardware module that uses the data. The user 
only needs to perform these calibrations when making com 
ponent level repairs on a module containing external cali 
bration data. 

The external calibration firmware is designed so that it 
requires no knowledge of the external test equipment. An 
external HP-IB controller commands the instrument to start 
a specific external calibration. The instrument performs 
some initialization operations, sets itself to the state corre 
sponding to the first calibration point, and then waits for 
the controller to relay a measurement from the test equip 
ment. If the test equipment needs to know the current state 
of the instrument, the controller can query the instrument 
using HP-IB commands. When the instrument receives the 
measurement from the controller, it uses the measurement 
to generate calibration factors and configure itself for the 
next calibration point. These steps are performed in a loop 
until the instrument has generated calibration factors for 
all of the calibration points. The controller determines from 
the instrument state that there are no more calibration 
points and sends a command to the instrument to store the 
calibration factors in EEPROM. 

Calibration of some HP 8665A hardware modules re 
quires the service technician to adjust components to 
achieve certain results on the front-panel display. These 
calibrations are also classified as external calibrations since 
they store the calibration factors in EEPROM. 
Calibration Errors. When a calibration step fails the firm 
ware usually supplies a default calibration factor and pro 
ceeds to the next calibration step. Some failures are so 
severe that the rest of the calibration procedure is terminated. 

After the execution of an instrument calibration, the re 
sults of the calibration are displayed on the front panel as 

a numeric result code. This code number identifies the 
module that was being calibrated, the hardware configura 
tion of the instrument, and a number indicating the cali 
bration step that failed. The instrument diagnostics must 
be executed to determine which hardware module caused 
the calibration failure. 
Accessing Calibration Data. A special mechanism allows 
an external HP-IB controller to read any arbitrary calibra 
tion factor. A program was written to display the calibration 
data graphically. The ability to inspect the calibration data 
visually was particularly useful in development when the 
RF engineers were turning on new revisions of their 
hardware modules. An engineer could usually tell at a 
glance whether the module was working correctly. The 
PSG production line developed a version of the same pro 
gram that lets them examine the calibration data as soon 
as an instrument is assembled. The production line techni 
cians can then compare the calibration data graphs to the 
graphs produced by a known-good instrument. 

Fig. 5 shows an example of a calibration data graph for 
the HP S645A VCO FM sensitivity calibration. 

Diagnostics 
The service strategy for PSG instruments is centered 

around a concept called module swap. If a hardware failure 
is suspected, the diagnostic firmware is executed to verify 
the failure and identify the faulty module. The customer 
will replace the indicated module with a spare and send 
the faulty module to the factory for repair. The repaired 
instrument is recalibrated to compensate for the new 
hardware and is returned to the customer's application. To 
make module swap a success, the goal of the diagnostic 
firmware was to detect greater than 90% of the hardware 
failures and then correctly identify the faulty module 
greater than 99% of the time. 
Diagnostic Circuitry. Most PSG hardware modules contain 
an analog multiplexer (MUX) that selects various internal 
analog signals and routes them to a voltmeter circuit on 
the digital controller board. These MUX points are located 
at the inputs and outputs of the module and along various 

M a x  
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g c  

M i n  
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T e s t  N u m b e r  

Fig. 6. Typical test margins for the 
HP 8645 A VCO module diagnostic 
tests. 
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internal signal paths. Various hardware modules can be 
operated in special modes to apply calibrated signals to 
other modules. 
Order of Module Testing. The hardware modules must be 
tested in a certain order. Modules that rely on the proper 
operation of other modules must be tested after the other 
modules have been tested. The result is a bottoms-up order 
of module testing. 
Interactive Tests. If a test measurement indicates that a 
module input is not within the expected range, there are 
three possible explanations: (1) the output of the module 
supplying the signal is bad, (2) the cable connecting the 
modules is bad, or (3) the electrical path between the mod 
ule input and the MUX point is bad. To isolate the error, 
there is a mechanism to test the connecting cable. This 
mechanism is called an interactive test because it requires 
interaction with the user. 

When the diagnostic firmware determines that an in 
teractive test must be performed, the front panel indicates 
that the user must connect the output of the supplying 
module to a specified connector on the controller board 
through a known-good RF cable and instruct the instrument 
to continue the test. If the output of the supplying module 
is good, the user must connect the output of the cable being 
tested to the controller board connector. If this measure 
ment is bad, the cable is faulty and must be replaced. If 
this measurement is good then the input of the module 
being tested is bad. 

Some tests of a module's output require an interactive 
test, since a short in the output cable or the input of the 
next module could result in a failure of the output signal 
test. 
Test Margins. Most of the test limits used in the diagnostics 
were determined mathematically by analyzing the design 
of the hardware. A method was required for validating 
these limits. 

The vast majority of the diagnostic measurements use a 
call to the same voltmeter function. Special code was in 
serted into the function to calculate the percentage devia 
tion from the expected value. The deviation, called a test 
margin, is then written to a memory address that is a func 
tion of the module being tested and the test being per 
formed. This address is in an unused portion of the micro 
processor address space. The microprocessor emulator 
used to develop the firmware can trace these memory writes 
and record the test margins. A logic analyzer can also be 
connected to the microprocessor to record the test margins. 
An example of a test margin record for the HP 8645A VCO 
module diagnostic tests is shown in Fig. 6. 
Diagnostic Errors. Diagnostic errors are reported using the 
same numeric result code format as calibration errors. Diag 
nostic errors also contain additional information. If the 
result code is a positive number, the diagnostics have de 
termined that the indicated hardware module has failed 
and should be replaced. If the result code is a negative 
number, the user must look up the result code in the diag 
nostic documentation and perform the specified action, 
which may be an interactive test or a test that cannot be 
performed by the instrument firmware. 

The diagnostics are designed to detect single hardware 
failures because the probability of multiple failures in the 

field is relatively low and interactions between failures 
could make isolation of the failures virtually impossible. 
Although the diagnostics only report the first failure, the 
remaining diagnostic tests are usually performed so that 
their test margins can be monitored using a microprocessor 
emulator or a logic analyzer. A variation of the instrument 
diagnostic command aborts all remaining tests when a fail 
ure is detected, leaving the instrument hardware and soft 
ware in the same state as for the failed test. This diagnostic 
command allows a service technician to use some low-level 
commands to attempt to service the hardware module to 
the component level. 

The diagnostic firmware is designed to spot catastrophic 
failures. Failures that cause subtle errors in the operating 
parameters (such as increased phase noise) may not be 
detected. 

Conclusions 
The calibration and diagnostic firmware have been used 

extensively on the PSG production line. The test equipment 
used to verify the instrument operation is very expensive 
and the verification tests are lengthy. Therefore, the ability 
to diagnose problems before the instruments reach the test 
station results in a great savings of time and money. 

The PSG production line assembles the hardware mod 
ules, installs them in a chassis, and executes the instrument 
diagnostics. Modules that fail are repaired and the test is 
performed again until there are no failures. Once all the 
catastrophic errors have been found, the instrument is sent 
to the module pretest station where the RF performance of 
the individual hardware modules is verified. When the 
instrument comes back from module pretest the instrument 
diagnostics are executed to verify that all cables that were 
disconnected were reinstalled correctly. The instrument is 
calibrated and sent to the final test station, where the instru 
ment operating specifications are verified. Using the diag 
nostic and calibration firmware has resulted in a drastic 
decrease in the number of faulty modules detected by the 
test stations. 

Adding the calibration and diagnostic capabilities to the 
PSG instruments was costly in terms of extra hardware 
components and development time, but the reduction of 
production expenses and the added benefits for the cus 
tomer have made these features well worth the cost. 
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RF Signal  Generator Single-Loop 
Frequency Synthesis,  Phase Noise 
Reduct ion,  and Frequency Modulat ion 
This s ignal  generator  design uses only a s ingle phase- 
locked loop for  f requency synthes is  and one or  more 
f requency- locked loops for  phase noise reduct ion.  The 
f requency- locked loops are  based on de lay l ine 
discriminators. Frequency modulation is introduced into al l  
loops. 

by Brad E.  Andersen and Ear l  C.  Her le ikson 

THE THREE PERFORMANCE SIGNAL GENERATORS 
(PSG) share a common synthesis block diagram, as 
discussed in the article on page 6. This method of 

synthesis is quite different from many signal generators 
designed for low noise. For example, the HP 8662A uses 
seven phase-locked loops (PLLs) and seven voltage-con 
trolled oscillators (VCOs) for frequency synthesis, and the 
HP 8642A uses six PLLs and 12 VCOs. In contrast, the HP 
8644A, 8645A, and 8665A PSGs use one PLL, one VCO, 
and up to two frequency-locked loops (FLLs). The simplic 
ity of this new design results in lower parts count, higher 
reliability, and no spurious mixing outputs. The FLLs are 
added when lower phase noise is desired and each instru 
ment uses the FLLs whenever possible. 

In this article, operation of each loop and its effect on 
noise performance will be discussed. The frequency mod 
ulation scheme will also be explained, including loop 
crossovers and the various operating modes. 

Frequency Synthesis 
The voltage-controlled oscillator used in the HP 8644A 

and 8645A covers the 515-to-1030-MHz octave, while the 
HP 8665A VCO covers the 3-to-6-GHz octave. A PLL locks 
the VCO to a reference frequency with high accuracy and 
fine resolution. A pretune DAC is used to tune the VCO 
over this octave with enough resolution for the PLL to 
acquire lock easily. Without the PLL, the frequency accu 
racy is on the order of several hundred kilohertz. This is 
generally inadequate for most applications. The phase 
noise without a PLL is just that of the free-running VCO. 
Fig. 1 illustrates a free running VCO with pretune circuitry 
for tuning, and shows an idealized phase-noise plot. 

The phase-locked loop is placed around the VCO to lock 
its frequency to a stable reference frequency as shown in 
Fig. 2. A fractional-N technique (see box, page 28) is used 
to achieve a frequency resolution of 0.01 Hz. This particular 
fractional-N PLL operates from 257.5 to 515 MHz (each 
signal generator's VCO output frequency is divided down 
to meet this requirement) and achieves excellent spurious 
performance, typically lower than - 60 dBc. 

An operating characteristic of a PLL is that the phase 
noise of the loop's RF output will either be that of the 
reference input or the noise of the PLL circuitry. In this 
case the noise rolls down with the reference and then with 
the 1/f characteristic of the fractional-N PLL until it gets 
to the noise floor of the PLL at - 85 to - 90 dBc/Hz. The 
noise then stays at this level throughout the bandwidth of 
the PLL, even beyond where the raw VCO noise is less 
than the PLL's. To optimize the noise performance, the 
PLL bandwidth is chosen to be equal to the frequency at 
which the raw VCO noise intersects the noise floor of the 
PLL. This turns out to be about 3 kHz. The resulting phase 
noise plot follows the reference to the PLL floor, the PLL 
floor to the PLL bandwidth, and then the VCO noise itself. 

Phase Noise Reduct ion 
To reduce the VCO phase noise, one or more frequency- 

locked loops can be placed around the VCO. A user-select 
able FLL based on a 70-ns delay line discriminator is stan 
dard in the HP 8644A and 8645A. The design of this dis- 

(cont inued on page 29)  
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Fig .  1  .  A  vo l tage-cont ro l led  osc i l la tor  (VCO) and an asymp 
to t i c  phase  no i se  p lo t  based  on  t yp i ca l  measu red  da ta  f o r  
the HP 8644A/45A VCO. 
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F i g .  2 .  A s y m p t o t i c  p h a s e  n o i s e  
f o r  t h e  H P  8 6 4 4 A / 4 5 A  V C O  s t a  
b i l i zed by  phase- lock ing i t  to  the 
reference with the fractional-Nloop. 

Fractional-N Synthesis Module 

Frac t i ona l -N  f requency  syn thes i s  p rov ides  vas t l y  improved  
phase no ise  per fo rmance over  any  o ther  s ing le - loop synthes is  
technique wi th s imi lar  f requency resolut ion.1"3 In a f ract ional-N 
phase- locked loop,  the  output  f requency is  N.F t imes the input  
f r equency ,  whe re  N  i s  an  i n tege r  and  F  i s  some  f rac t i on .  The  
f rac t iona l  d iv is ion (+N.F)  is  implemented by swi tch ing between 
two in teger  d iv isors  wi th  vary ing duty  cyc les,  depending on the 
f ract ion desired. 

Since the divider output in the fractional-N loop is not an integer 
m u l t i p l e  o f  t h e  r e f e r e n c e  f r e q u e n c y ,  t h e  l o o p  p h a s e  d e t e c t o r  
output  conta ins  a  phase ramp wi th  a  per iod  propor t iona l  to  the  
f ract ional  f requency of fset .  Th is  ramping phase,  i f  uncorrected,  
wou ld  resu l t  i n  ve ry  la rge  phase  modu la t ion  s idebands  on  the  
ou tpu t  f requency .  To  co r rec t  t hese  spu r ious  ou tpu ts ,  a  d ig i t a l  
phase  accumu la to r  i n  t he  f r ac t i ona l -N  con t ro l  ch ip  (a  spec ia l  
integrated circui t )  feeds a mult ip ly ing digi ta l - to-analog converter 
(DAC) ,  wh ich  prov ides  a  cur ren t  ramp to  the  loop in tegra tor  to  
cancel  the ef fect  of  ramping phase at  the phase detector output.  
This is  cal led automat ic phase interpolat ion (API) .  

Phase correct ion is l imited to 360Â°. When one complete cycle 
o f  ex t ra  phase is  accumula ted ,  the  f rac t iona l -N con t ro l  ch ip  in  
s t ruc t s  t he  d i v i de r  t o  " swa l l ow"  one  pu l se  o f  t he  VCO ou tpu t .  
Th is  g ives  the s igna l  app l ied  to  the phase detec tor  an average 
f requency equal  to  the re ference f requency.  

PSG Fract ional -N Module 
The  f rac t i ona l -N  syn thes i s  modu le  used  i n  t he  th ree  Pe r fo r  

mance Signal  Generators (PSGs) descr ibed in  th is  issue makes 
three contr ibut ions to the state of  the art :  
â€¢ Pulse swal lowing at the 257. 5-to-51 5-MHz octave. This is a 

h i g h e r  f r e q u e n c y  t h a n  p r e v i o u s  l o o p s  a n d  r e s u l t s  i n  m u c h  
lower f ract ional- f requency spur ious content .  

â€¢ Self-calibration of fractional spurs to reduce their level. 
'  D ig i ta l l y  p resca led,  d ig i t i zed f requency modu la t ion  capab i l i t y  

for  accurate de-coupled FM wi th  low d is tor t ion.  

The key to  the h igher- f requency operat ion is  a  dua l -modulus 
ECL d iv ider  capab le  o f  swa l lowing cyc les  a t  the  257.5- to -515-  
MHz octave. 

Fract ional  spurs  are fur ther  reduced by se l f -ca l ibrat ion.  Th is  
is  implemented by spur-detect ion and spur-nul l ing c i rcu i ts .  The 
spur-detector circuit  coherently detects the API spur residue (the 
phase  ramps  do  no t  cance l  pe r f ec t l y )  on  t he  t une  l i ne  o f  t he  
f ract ional -N module.  The coherent  detect ion measures both the 
magn i tude  and  the  s ign  o f  t he  spu r  res idue .  The  spu r -nu l l i ng  
c i rcu i t  causes a  d ig i ta l ly  cont ro l led  ga in  ad jus tment  o f  the  API  
DAC tha t  a t tempts  to  reduce  the  spur -de tec to r  e r ro r  s igna l  to  
zero. 

Digit ized FM 
Highly accurate dcFM is implemented by passing the FM signal 

through an analog-to-digital  converter (ADC) and using the result  
to control  the programmed frequency of  the synthesizer.  The FM 
is scaled for dif ferent deviat ions after i t  passes through the ADC. 
In this way, the FM signal uses the full range of the ADC, ensuring 
maximum accuracy and l inear i ty .  
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su l t ing  f rom the  add i t ion  o f  a  f re  
q u e n c y - l o c k e d  l o o p  b a s e d  o n  a  
delay l ine discr iminator.  

criminator is described in the article on page 34. 
Fig. 3 shows a block diagram and a phase noise plot of 

this circuit arrangement. When this loop is selected, the 
PLL sees a lower-noise VCO, so the PLL bandwidth is re 
duced to coincide with the new crossing of the PLL noise 
floor and the cleaner VCO noise. The new PLL bandwidth 
is about 350 Hz. The FLL bandwidth determines the noise 
floor for offsets below the FLL bandwidth frequency. Ex 
tending the bandwidth further to get a lower floor can 
produce peaking of the phase noise beyond the bandwidth 
point because of phase and gain margin problems. The FLL 
bandwidth of about 1 MHz provides an adequate noise 
floor and avoids peaking of the noise beyond the bandwidth 
frequency. See page 30 for more information on the use of 
delay line discriminators for noise reduction. 

The noise characteristic of the FLL discriminator can be 
shown asymptotically by calculating the noise floor and 
the delay line corner frequency (see Fig. 4). The noise goes 
up with a 20-dB/decade slope for frequencies less than this 
corner frequency and then up with a 30-dB/decade slope 
when the 1/f corner of the discriminator [usually the phase 
detector) is reached. The FLL discriminator noise floor is 
lower than the VCO's, so the resulting phase noise beyond 
the FLL bandwidth is that of the VCO. 

The overall phase noise graph follows the FLL noise down 
at 30 dB/decade until the 1/f point, where the slope becomes 
20 dB/decade. When the phase noise reaches the VCO noise 
level at the FLL bandwidth, the slope becomes zero. This 
becomes the noise pedestal of the FLL-stabilized VCO. The 
phase noise plot remains flat out to the FLL bandwidth, 
and then follows the VCO phase noise characteristic for 
higher frequency offsets from the carrier. 

Additional FLLs with longer delays can be added to de 
crease the noise of the VCO even more. The noise keeps 
getting lower between the PLL bandwidth and the FLL 
bandwidth frequencies as the FLLs are nested one on top 
of another. For each additional FLL added, the PLL 

bandwidth is reduced to correspond to the cleaner VCO 
noise characteristic. One additional FLL based on a 140-ns 
delay line discriminator is currently available as an option 
for the HP 8644A and 8645A. It is also optional in the HP 
8665A. The design of this discriminator is presented later 
in this article. 

Frequency Modulat ion 
Fig. 5 shows a block diagram of the synthesis loops with 

the PLL, two FLLs, and the FM connections. FM is summed 
into each loop in addition to being connected to the VCO's 
FM input. 

Within the bandwidth of each loop that is connected 
around the VCO, the FM deviation is controlled by the 
loop with the lowest bandwidth. For example, for FM rates 
below the PLL bandwidth, the PLL controls the deviation. 

(cont inued on page 31)  
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F ig .  4 .  Con t r i bu t ions  o f  the  phase- locked  VCO and  the  f re  
quency- locked loop to  the phase noise of  F ig .  3 .  

i 
OCTOBER 1989  HEWLETT-PACKARD JOURNAL 29  

© Copr. 1949-1998 Hewlett-Packard Co.



Delay Line Discriminators and Frequency-Locked Loops 

D e l a y  l i n e  d i s c r i m i n a t o r s  a r e  a  w e l l - k n o w n  t y p e  o f  F M  d i s  
c r im ina to r  ( f r equency - to - vo l t age  conve r te r )  cha rac te r i zed  by  
h i gh  sens i t i v i t y ,  l ow  no i se ,  and  w ide  bandw id th .  Th i s  t ype  o f  
discr iminator consists of an RF power ampl i f ier,  a power spl i t ter,  
a delay l ine,  a phase shi f ter ,  and a phase detector ,  as shown in 
Fig. 1 . The purpose of the power amplif ier is to provide adequate 
s ignal  levels at  the phase detector.  I t  compensates for  a l l  of  the 
loss of  a l l  the passive components between the power ampl i f ier  
and the phase detector .  

The power spl i t ter produces two signal paths. By delaying one 
signal  path and not the other,  a phase shi f t  proport ional  to input 
f r equency  i s  p roduced  and  i s  de tec ted  by  compar i ng  t he  two  
paths at  a  phase detector .  Most  RF phase detectors  are mixers 
t ha t  have  an  ou tpu t  vo l t age  p ropo r t i ona l  t o  t he  cos ine  o f  t he  
phase  d i f f e rence  be tween  the i r  i npu ts .  To  make  i t  poss ib le  to  
operate the discr iminator  at  any carr ier  f requency wi th in a band 
of  operat ion, the phase shi f ter  provides a phase of fset  such that 
the cosine of  the phase di f ference is  near zero at  the f requency 
o f  i n te res t .  I t  does  no t  ma t te r  wh ich  pa th  the  phase  sh i f t e r  i s  
p laced  i n ,  bu t  i t  i s  t yp i ca l l y  p laced  i n  t he  nonde layed  pa th  to  
minimize the loss in the delayed path. The phase shif ter changes 
the phase detector  response to  a s ine funct ion of  the form 

V01, = Vn sin((io - WO)T) 

where Vout is the output vol tage of  the phase detector,  Vpeak is 
the peak value of Vout,  u> angular frequency, and ^ is the length 
o f  t h e  a  I n  p r a c t i c e ,  d i s c r i m i n a t o r  o p e r a t i o n  i s  l i m i t e d  t o  a  
sma l l  r ange  o f  f requenc ies  a round  to0  where  the  response  i s  
relatively l inear. 

Fo r  l ow- ra te  FM,  comput ing  the  sens i t i v i t y  o f  the  de lay  l i ne  
discriminator is quite simple. Group delay of any device is simply 
the derivat ive of relat ive phase with respect to radian frequency, 
where  re la t i ve  phase is  the  phase a t  the  ou tpu t  re la t i ve  to  the  
inpu t .  S ince  the  d isc r im ina to r  hardware  measures  the  re la t i ve  
phase  w i th  a  phase  de tec to r  opera t ing  in  i t s  l i near  range ,  the  
vo l tage a t  the  ou tpu t  i s  KOT t imes the  rad ian  f requency  a t  the  
input, where K0 is the phase detector constant (volts/radian) and 
T is  the length of  the delay (seconds).  The f requency-to-vol tage 
sensit ivi ty is therefore 27rK0T. The sensit ivi ty of the discriminator 
c a n  b e  a  b y  i n c r e a s i n g  e i t h e r  K 0  o r  T .  K 0  i s  t y p i c a l l y  a  
funct ion of  the RF power at  the inputs of  the phase detector and 
of the eff iciency or conversion loss of the phase detector. Increas 
ing de lay length wi l l  decrease RF power  a t  the phase detector .  
This forces a trade-off between K0 and T, which can be overcome 
with a lower conversion loss in the phase detector,  h igher power 
from power power amplifier, or a lower-loss delay line. Higher power 
inc reases  hea t  d iss ipa t ion  and  cos t .  Lower - loss  de lay  l i nes  in  
crease cost  and increase weight  because they use larger-d iam- 

RF 
Amplif ier 

Fig.  1 .  Delay l ine d iscr iminator .  

Low-Noise 
Audio Integration 

Amplif ier 

Ã©ter phase components. Therefore, a low-conversion-loss phase 
detector is extremely important.  

The transfer function from frequency modulated RF at the input 
to demodulated audio at  the output  is  a lmost  constant  up to FM 
rates of  0.1/r  Hz, assuming a sensi t iv i ty of  27rKoT as descr ibed 
above. The delay from input to output is constant for al l  FM rates 
and is  s imply r /2.  

Since the phase detector cannot detect the dif ference between 
a  nonde layed  FM s igna l  and  an  FM s igna l  de layed  by  360  de  
grees,  the  t ransfer  funct ion  drops to  zero  a t  an FM ra te  o f  1 / r .  
Th is  h igh - ra te  FM response  o f  the  t rans fe r  func t ion  i s  i dea l l y  
desc r ibed  by  

where fm is the FM modulation rate (Hz). The multiplier, sin(7rfmr)/ 
(7rfmT), is equal to one when fm is small  compared to 1/r,  and is 
equa l  to  zero  when fm =  1 / r .  

Sine wave phase modulation is related to frequency modulation 
by the equat ion 

0 P k  =  A f p k / f m ,  

where 0pk is the peak phase deviation, Afpk is the peak frequency 
dev ia t ion ,  and  fm i s  the  modu la t ion  f requency .  There fo re ,  the  
sens i t i v i t y  to  phase  modu la t ion  w i l l  dec rease  w i th  decreas ing  
modula t ion ra tes .  The t ransfer  funct ion f rom phase modula t ion 
at  the input to vol tage at  the output is :  

2K0sin(7rfmT). 

The low-noise character is t ic  of  the delay l ine d iscr iminator  is  
achieved by careful consideration of al l  noise mechanisms. Since 
the  phase o f  the  de layed pa th  re la t i ve  to  the  nonde layed pa th  
i s  p ropor t iona l  to  f requency  a t  the  inpu t ,  the rma l  phase  no ise  
f loors or  addi t ive phase noise anywhere af ter  the power spl i t ter  
wi l l  appear as FM noise at the input. Because there are no active 
dev ices in  e i ther  path af ter  the power sp l i t ter ,  addi t ive no ise is  
m in ima l  and  therma l  no ise  i s  the  l im i t ing  fac to r .  There fo re ,  in  
c reas ing the s igna l  leve l  w i th  the power  ampl i f ie r  w i l l  increase 
the signal- to-noise rat io (SNR) at the phase detector inputs. The 
conversion loss of the phase detector then lowers the signal level 
and decreases the SNR. Further degradat ion of  the SNR occurs 
wi th  the add i t ive  no ise o f  d iodes in  the phase detector  and the 
equivalent  input  noise of  the audio ampl i f ier  at  the output  of  the 
p h a s e  u s u  T h e  a d d i t i v e  n o i s e  f r o m  t h e  m i x e r  d i o d e s  i s  u s u  
al ly f l icker (1/f)  noise and the dominant source of noise for rates 
less than 1 kHz. 

Frequency-Locked Loops 
The  l ow  no i se ,  h i gh  sens i t i v i t y ,  and  w ide  bandw id th  o f  t he  

delay l ine discr iminator,  which make i t  useful  for measuring low- 
n o i s e  a n  a l s o  m a k e  i t  u s e f u l  f o r  l o w e r i n g  t h e  n o i s e  o f  a n  
o s c i l l a t o r .  M e a s u r i n g  t h e  n o i s e  o f  t h e  o s c i l l a t o r  w i t h  t h e  d i s  
c r im ina to r ,  amp l i f y ing  i t ,  and  feed ing  i t  back  to  the  FM por t  o f  
t he  osc i l l a to r ,  as  shown in  F ig .  2 ,  w i l l  cance l  the  no ise  a t  the  
output of  the osci l lator.  The amount of  cancel lat ion is dependent 
on  the  ga in  o f  t he  feedback  l oop  and  l im i ted  by  the  FM no ise  
f loor of the discr iminator.  This type of loop is cal led a frequency- 
locked loop  (FLL)  because i t  i s  the  f requency  o f  the  osc i l la to r  
that  is  detec ted and fed back to  the f requency tun ing por t .  
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Low-Noise 
Integration 
Amplifier 

A f irst-order frequency-locked loop cannot be achieved without 
adding an integrat ion ampl i f ier  between the discr iminator output 
and  the  osc i l l a to r  inpu t .  In tegra t ion  i s  necessary  because  the  
gain f rom vol tage input  at  the osci l la tor  to vol tage output  at  the 
discr iminator is  not  a funct ion of  the FM rate.  The osci l lator  con 
ver ts  vo l tage  to  f requency  w i th  a  cons tan t  o f  Kv  Hz /V  and  the  
d iscr iminator  conver ts  f requency to vol tage wi th a sensi t iv i ty  of  
2-nK0TV/Hz that is constant for FM rates less than 0.1 IT. 

An integration amplif ier with a gain of G/(fp + jfm) has a gain of 
G/fp when fm is zero,  and the gain decreases wi th a s ingle-pole 
roll-off for fm greater than fp. With such an amplifier, the total loop 
ga in  becomes 

Kv(277K0T)G/(fp + jfm). 

T h e  l o o p  b a n d w i t h  i s  d e f i n e d  b y  t h e  f r e q u e n c y  a t  w h i c h  t h e  
magn i tude  o f  the  loop  ga in  equa ls  un i t y .  In  th i s  case  the  loop  
bandwidth is  

Kv(2irK0r)G 

F i g .  2 .  F r e q u e n c y - l o c k e d  l o o p  
based on a delay line discriminator. 

for  fmÂ»fp.  
Any FM appl ied at  the VCO wi l l  be at tenuated by the FLL loop 

g a i n .  T h e r e f o r e ,  F M  m u s t  b e  a p p l i e d  b e f o r e  t h e  i n t e g r a t i o n  
amp l i f i e r .  A  vo l tage  summed a t  the  phase  de tec to r  ou tpu t  w i l l  
be integrated and appl ied to the VCO, tuning the frequency unt i l  
the phase detector  output  vol tage cancels i t .  Frequency modula 
t i o n  b y  m e a n s  o f  a  s u m m a t i o n  v o l t a g e  a t  t h e  p h a s e  d e t e c t o r  
ou tpu t  fo rces  the  phase  de tec to r  opera t ing  vo l tage  away  f rom 
zero.  d is  sensi t iv i ty  at  th is  point  is  s imply the inverse of  the d is  
c r im ina to r  ga in  o r  M(2-nY^T)  Hz /V .  There fo re ,  FM accuracy  i s  
de termined by  the  phase detec tor  ga in  cons tan t  and the  de lay  
length. 

Earl C. Her/eikson 
Development  Engineer  

Spokane Divis ion 

As the rate increases, the FLL will take over control of the 
deviation if it is connected. 

FM on the VCO output is primarily caused by the FM 
signal that is fed to the VCO directly at point A in Fig. 5. 
However, each loop must add in the FM signal to cancel 
the FM that is detected by that loop. Any difference be 
tween the VCO FM and what any particular loop deter 
mines the FM should be results in a small correction signal 
to the VCO from the loop. For example, the signals at points 
B and C sum together (actually the difference is found) and 
if there is a difference in amplitude and/or phase, a correc 
tion signal is produced. The correction signals tend to mod 
ify the resulting deviation to satisfy each loop's determina 
tion of what the deviation ought to be. If each loop is 
calibrated perfectly and in agreement in amplitude and 
phase with the FM calibration of the VCO's FM input, then 
the error signals will all be zero. If the calibrations are not 
exactly the same, then the FM deviation response will not 
be flat as the FM rate is swept through the different loops' 
control bandwidths. This is well illustrated by Fig. 6, which 
shows the areas of control by the various loops and the 
levels that must be calibrated. Phase differences affecting 
FM flatness will become noticeable near the loop crossover 
frequencies when the adjacent loops contend for control 
of the FM. 

It should also be mentioned that the FM summing point 
within each loop can contribute to the noise of that loop. 

As the FM deviation is increased, the noise in the loop 
tends to increase once the deviation exceeds the threshold 
defined by the residual noise of the FM circuits in that 
particular loop. 

F ig .  5 .  F requency  modu la t ion  i s  summed in to  each  loop  in  
add i t ion to  be ing connected to  the VCO's  FM input .  
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Digit ized FM Effects 
The FM signal is digitized in the fractional-N PLL circuit 

and summed digitally. All this takes time (approximately 
30 /j.s), which appears as an increasing phase shift of the 
FM signal with increasing frequency. This delay is shown 
as the delay block in the FM path of the PLL in Fig. 5. If 
the FM path to the VCO (and other FLLs) does not experi 
ence this delay, a large ripple in FM flatness can occur 
near the PLL bandwidth. It is especially bad with a higher 
PLL bandwidth because the correction signals from the 
PLL summing point (of F and G) and the FLL summing 
point (e.g., B and C, or D and E) will not be of the same 
phase, resulting in a lack of flatness near the crossover 
frequency. Since the PLL controls the final FM of the VCO's 
RF output within its bandwidth, this delay is present from 
the external FM input of the instrument any time digitized 
FM is used from dc to the PLL bandwidth. 

One solution is to delay the FM signal to the VCO (and 
the FLLs) so that all FM signals experience the same delay 
as the PLL circuit. This helps the flatness problem but still 
presents a time delay for external FM applied to the instru 
ment. The HP 8644A uses this approach by implementing 
an active all-pass network that has a flat 30-/J.S group delay 
and a 100-kHz bandwidth. The HP 8645A has a 10-MHz 
FM bandwidth and it is very difficult to provide the 30 /Â¿s 
of delay with that much bandwidth. Therefore, a passive 
all-pass network is used that provides the correct group 
delay throughout the PLL bandwidth and then becomes 
nonlinear well beyond that point. This does not affect the 
FM flatness beyond the PLL bandwidth, but does provide 
the necessary delay to flatten the crossover from the PLL 
to the VCO or FLL. For mode 3 operation in the HP 8645A 
(140-ns delay line discriminator), the bandwidth of the PLL 
is low enough that FM delay compensation is not used for 
reasonably flat FM. In this case, the external FM port experi 
ences a delay within the PLL bandwidth and a negligible 
amount of delay beyond that point. 

Mode 1 

Mode  2  

Mode  3  

V C O  O O B  P a t h  ~x 
P L L  ~Ã 70-ns FLL V C O  O O B  

*  7 0 - n s  S  
P L L  8  1 4 0 - n s  F L L  Â £  F L L  ^  V C O  O O B  ~x 

FM Rate 

F i g .  6 .  F M  r a t e s  a t  w h i c h  v a r i o u s  l o o p s  d o m i n a t e  t h e  F M  
response in various operat ing modes. VCO OOB (out of band) 
refers to VCO signals at frequencies beyond the phase-locked 
loop 's  bandwidth.  

Linear (Nondigit ized) FM 
Two types of linear FM are available to the user: linear 

dcFM and linear acFM. The linear dcFM mode of operation 
disconnects the PLL, resulting in either a raw VCO or a VCO 
cleaned up by an FLL. The resulting noise keeps climbing 
instead of flattening at what was the PLL bandwidth. How 
ever, the FM now has little time delay and phase shift, 
since the delay compensation is removed. 

With digitized FM and its FM path delay, connecting 
the signal generator in a phase-locked loop situation could 
result in loop instability. Linear dcFM is a solution since 
there is sufficient center frequency accuracy in the FLL 
modes to allow use of this type of FM in phase-locked loop 
applications requiring low additional phase shift. 

Linear acFM is an interesting mode. The PLL is used to 
control the dc frequency but does not have FM summed 
into its loop. This results in the PLL's rolling off the FM 
of the VCO within the PLL bandwidth, leading to the name 
acFM. With this mode of operation, the center frequency 
accuracy is very good but the FM rate must be higher than 
the PLL bandwidth. 

140-ns Discriminator Design 
The key to the low-noise capability of the 140-ns dis 

criminator module is its new phase detector design. This 
phase detector has 5 to 8 dB better SNR than a double 
balanced mixer. The VCO to be cleaned up can be either 
a free-running oscillator as in the case of the HP 8665A's 
YIG oscillator, or an oscillator that already has a dis 
criminator loop locked around it as in the case of the HP 
8644A and 8645A. The only criteria are that the output of 
the VCO be in the frequency range of 500 to 1040 MHz and 
that the VCO have a broadband FM port with a bandwidth 
greater than 2 MHz. 

The phase detector used in the 140-ns discriminator is 
made up of a 3-dB coupler and two low-noise AM detectors 
(Fig. 7). The coupler combines the RF signals (applied at 
the isolated ports) at the through and coupled ports. By 
amplitude-detecting the combined RF signals at these ports 
and subtracting, a voltage proportional to the relative phase 

Fig .  7 .  The phase detec tor  is  the  key to  the  low-no ise  capa 
bi l i ty  of  the 140-ns delay l ine discr iminator.  
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FM Inpu t  

fÃF 
Osc i l l a to r  fÃ F  

O u t p u t  

fÃF Amplif ier 

Phase Shifter 

L o w - N o i s e  
In tegra t ion  
A m p l i f i e r  

FM 

L o o p  F e e d b a c k  P a t h  

of the two RF ports can be obtained. Each amplitude detec 
tor provides a 50fi termination at the coupled and through 
ports of the coupler for amplitudes large enough to switch 
the Schottky diodes. This 50ÃÃ match is set by the dc bias 
point of the diodes, which is set by the 316Ã1 resistors to 
ground. The dc source impedance of the detector is simply 
2Z/d, where Z is the RF impedance and d is the duty cycle, 
or the fraction of the period that each diode is on. It can 
be shown that the SNR is maximized when each diode is 
on for approximately one third of a period. This gives a 
300Ã1 source impedance for each amplitude detector. Just 
as one would expect for optimum SNR, the RF is properly 
matched at 50ft and the dc is properly matched at 300Ã1. 
The total source impedance of the two amplitude detectors 
is eoon. 

The advantages of this phase detector are a low conver 
sion loss and a 600ÃÃ source impedance. If one phase detec 
tor requires 5 dB more RF power than another to achieve 
the same signal-to-noise ratio, then 5 dB greater power will 
be required from the power amplifier to achieve the same 
discriminator noise floor. Since every additional dB of 
power from the power amplifier is increasingly expensive, 
a low-loss phase detector is very important. 

For the same signal-to-noise ratio, the voltage from a 600Ã1 
source would be 3.4 times the voltage from a 50ft source 
impedance. The larger voltage output of the 600ÃÃ phase 
detector means that the noise voltage of the integrator has 

Fig. 8.  FM is appl ied at the phase 
sh i f te r  i n  the  140-ns  f requency  -  
locked loop.  

an insignificant effect on the noise floor of the discrimi 
nator. The lower conversion loss and higher source imped 
ance give a combined phase noise performance improve 
ment over a standard double balanced mixer of about 7 dB. 

Applying FM at the output of the phase detector has 
several disadvantages. Maximum phase detection and 
minimum amplitude detection occur when the detector 
output is near zero volts. FM applied after the phase detec 
tor will cause the detector to operate at nonzero voltages. 
Also, the FM sensitivity is a function of the phase slope, 
which is a function of the power levels at the phase detec 
tor. This means that as temperature changes, the phase 
slope will change, and FM sensitivity will change. In the 
140-ns delay line discriminator, these problems are elimi 
nated by applying the FM signal to the phase shifter instead 
of the phase detector, as shown in Fig. 8. The phase detector 
always operates with zero volts at the output and the FM 
sensitivity is independent of the phase slope of the phase 
detector. 
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Design Considerations in a Fast Hopping 
Voltage-Controlled Oscillator 
The fast  hopping requi rement  af fected the des ign of  the 
discriminator power amplif ier, phase shifter, and delay l ine, 
the wideband feedback loop, and the VCOpretune circuit .  

By Barton L .  McJunkin and David  M.  Hoover  

IN ITS FAST HOPPING MODE of operation, the HP 
8645A Agile Signal Generator can switch to a new fre 
quency in less than 15 microseconds with an accuracy 

of one part per million or better. This article describes the 
fast hopping VCO block diagram and the five major techni 
cal challenges that had to be met to build the fast hopping 
VCO. 

System Architecture 
The HP 8645A uses a 515-to-1030-MHz oscillator whose 

stability is controlled by a fractional-N phase-locked loop 
(PLL), by a frequency-locked loop (FLL) based on a delay 
line discriminator, or by both the PLL and the FLL. Fig. 1 
is a block diagram of the system. 

The frequency-to-voltage conversion characteristic of the 
discriminator is inverted by placing the discriminator in a 
feedback path around the VCO. The stabilized VCO now 
has the voltage-to-frequency characteristics of the inverted 
discriminator. For fast switching speed, the feedback loop 
must be wideband and high-gain without degrading the 
stability of the discriminator. 

The ideal model for the FLL loop gain is a single inte 
grator with a unity-gain crossover frequency of 1 MHz. 
Because of the relatively flat gain and excess phase shift 
of the discriminator, the gain margin of the loop required 
more attention than the phase margin. 

As explained in the box on page 30, the frequency-to- 
voltage conversion characteristic of the delay line discrim 
inator is a repetitive function of the form: 

Vout = Vpeaksin((u> - COO)T), 

where Vpeak is the peak voltage from the phase detector, o> 
is the input angular frequency (radians/second), and T is 
the time delay of the delay line (seconds). Although each 
input frequency results in only one output voltage, the 
inverse is not true. Each output voltage can indicate a mul 
titude of frequencies. The inverted response of the dis 
criminator-stabilized VCO is single-valued only over a 
small range of (cu - cojr < Â±90 degrees at the FLL phase 
detector. This means that the VCO must be pretuned to 
within l/4j Hz of the final frequency before the dis 
criminator will stabilize the VCO to the correct frequency. 
To ensure that no transient condition can result in the 
FLL's locking the VCO to the wrong frequency, the FLL is 
designed to have a pulling range less than l/4r Hz. The 
pulling range is limited to this value by a diode limiter on 

the FLL VCO control line. 
The standard signal generator operation of the instru 

ment uses the fractional-N loop to phase-lock the VCO to 
the reference signal and the discriminator to reduce the 
phase noise of the oscillator. 

Learn Sequence 
Before the system enters the fast hopping mode, it must 

learn the correct values for the pretune DAC (digital-to- 
analog converter), phase shifter, FLL DAC, and PLL DAC. 
The learn sequence is as follows. 

The fractional-N loop phase-locks the VCO to the desired 
frequency. The tune line offset is used to optimize the 
pretune value. The phase shifter is used to null the FLL 
phase detector within Â±6 degrees of quadrature. The FLL 
DAC is used to cancel the phase detector offset at the input 
of the low-noise amplifier. The PLL DAC is used to replace 
the PLL tune line with an equivalent dc voltage. This pro 
cedure is followed for each frequency that is hopped to. 
The DAC values are then saved in internal memory to be 
called back when the instrument hops to that frequency. 

In the fast hopping mode, the PLL is opened and the 
discriminator controls the frequency accuracy of the signal 
generator in addition to reducing the phase noise of the 
oscillator. Since the discriminator controls the frequency 
accuracy of the signal generator, it is necessary to optimize 
the stability of the discriminator for best performance. The 
three components of the discriminator that have the great 
est effect on frequency stability are the power amplifier, 
the phase shifter, and the delay line. Besides the dis 
criminator, two other components can cause considerable 
frequency error: the feedback loop and the VCO pretune 
circuit. 

Power Ampli f ier  
The power amplifier drives the input of the discriminator 

with a leveled RF signal. Automatic level control (ALC) 
maintains the power amplifier output at six volts peak into 
the backmatch resistor. This high power level is necessary 
for low-noise, high-sensitivity operation. 

Absolute accuracy of the power amplifier ALC loop is 
not as important as switching speed and stability. The ALC 
loop has a minimum bandwith of 500 kHz and must settle 
to within 0.012% of the final level within 15 microseconds. 
This is the kind of stability that is necessary to keep the 
AM-to-<I>M conversion of the phase detector to acceptable 
levels. Since the AM-to-4>M rejection of the phase detector 

34  HEWLETT-PACKARD JOURNAL OCTOBER 1989  

© Copr. 1949-1998 Hewlett-Packard Co.



is only 10 dB worst-case. 0.012% AM can cause 0.1 ppm 
of frequency error in the FLL. 

The extreme stability specification for the AM level re 
quires a venr accurate level detector. The detector is a peak- 
to-peak Schottky diode detector with an output level of 
-12V dc. Because of the high output level, temperature 
compensation of the Schottky diodes was not necessary. 

The detector output is compared to a stable reference 
voltage and the error signal is integrated and applied to 
the modulator at the input to the power amplifier. The 
modulator is a limiter amplifier with a variable bias. The 
modulator has 1 5 dB of linear range with the output varying 
from 5 to 20 dBm. 

The final ALC loop bandwidth varies from 500 kHz to 
2 MHz across the 500-MHz-to-1040-MHz frequency band. 
Since the bias loop of the limiter is used to control the 
modulator, and since the power amplifier is near limiting, 
the bias loops for both the limiter amplifier and the power 
amplifier are wideband loops. To reduce the overall detec 
tor error signal, the power amplifier bias circuit uses an 
integrator in the bias loop for high dc gain. 

Phase Shifter 
The main design goal for the phase shifter was to produce 

no more than 0.2 ppm of error in the stabilized VCO from 
t = 5 microseconds to t = 10 minutes. This requires phase 
stability within <0.0012 degree. Other design goals were 
low loss, good input/output match, low phase noise, good 
phase stability with temperature, monotonicity of phase 
shift with frequency, fast switching (<5 /xs for <0.0012Â° 
stability), and excellent long-term phase stability. 

Two specifications drove the choice of implementation: 
phase noise and switching speed. A varactor phase shifter 
could not satisfy both conditions. With a switching speed 
specification of 5 microseconds, sufficient filtering for 
phase noise was not possible. The topology that was chosen 
is a transmission line structure with double-pole double- 
throw pin switches. Five binary-weighted phase shift ele 
ments have phase shifts of 90Â°, 45Â°, 22.5Â°, 11.25Â°, and 5.6Â° 
at 500 MHz. Because of the transmission line design, the 

minimum phase resolution at 1000 MHz is 11.25:. 
The initial switch design used discrete pin diodes and 

simple driver circuits. A large phase drift occurred when 
the current was switched from one diode to another. The 
drift was caused by the heating of the pin diodes, which 
affected the RF resistance and forward bias voltage. The 
intial phase drift was approximately 0.5Â° from t = 5 Â¿is to 
t = 10 s. 

Dual monolithic pin diodes are now used in the DPDT 
switches. Since one or the other of the diodes is forward 
biased, the total power dissipation in the diode chip is 
constant. Also, the driver circuits were replaced with stable 
current sources. The constant bias improves the long-term 
stability. These changes reduced the phase drift from t = 5 
fis to several minutes to something on the order of 0.02Â°. 

The remaining phase drift was difficult to track down. 
It was finally traced to shifts in the dielectric constant of 
the printed circuit board material caused by localized heat 
ing. The heating was caused by both bias and RF power 
dissipation. The shifts in dielectric constant caused changes 
in the group delay of the transmission lines. Placing the 
design onto a Teflon board allowed the phase shifter to 
meet its short-term phase stability specification. 

Even with Teflon as a dielectric material, a few degrees 
change in ambient temperature caused a long-term phase 
stability error. The phase shifter was split into two parts 
to improve the stability. The two most-significant bits were 
placed in the discriminator leg with the delay line, and 
the three least-significant bits were placed in the other leg. 
This improved the long-term stability by a factor of 20 to 50. 

Delay Line 
Two specifications affected the choice of the delay line 

length of 70 nanoseconds: phase noise pedestal and FM 
deviation. A 1-MHz loop bandwidth is necessary to main 
tain a typical phase noise pedestal of - 145 dBc. At 1 MHz, 
the excess phase shift added to the open-loop gain of the 
discriminator by the delay line has to be small enough not 
to reduce the loop phase margin unacceptably. Also, a peak 
FM deviation of 1.76 MHz was required. To ensure linear 

Power Ampli f ier  

Fract ional-N Phase-Lock Circuits 

0.5 to 1.04 GHz 

â € ¢ 4 ^ - Â «  ^ Â «  ^ J J Â «  

R p f p r p n r p  Reference 

Fig.  1  .  B lock Diagram of  the vo l t  
age-con t ro l l ed  osc i l l a to r  used  in  
t h e  H P  8 6 4 5 A  A g i l e  S i g n a l  G e n  
e r a t o r ,  s h o w i n g  t h e  f r a c t i o n a l - N  
p h a s e - l o c k e d  l o o p  a n d  t h e  f r e  
q u e n c y - l o c k e d  l o o p  b a s e d  o n  a  
7 0 - n a n o s e c o n d  d e l a y  l i n e  d i s  
criminator. 
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operation, this needs to be less than half the pulling range 
of the FLL. A 70-ns delay line meets both requirements. It 
adds only 25Â° of excess phase shift at 1 MHz, and it results 
in a pulling range of l/(4 x 70 ns) Hz, which is more than 
twice the required FM deviation. The instantaneous gain 
of the FLL changes only 3 dB over the FM range. 

The coaxial delay line is ovenized to shield the coax 
from temperature fluctuations resulting from ambient tem 
perature changes and instrument turn-on. The electrical 
length of solid-Teflon-dielectric semirigid coaxial cable is 
very sensitive to temperatures below 25Â°C. At 70Â°C, the 
sensitivity reaches a value of zero. At first, the plan was 
to raise the temperature of the delay line to 70Â°C. However, 
heat loss calculations showed that continous power con 
sumption in the coax heater could be as high as 20 watts 
at low ambient temperatures. A temperature of 45Â°C was 
decided upon as a good compromise. At ambient temper 
atures below 45Â°C, the coax temperature is held at 45Â°C. 
As the ambient temperature goes above 45Â°C, the heater 
shuts off. Thus, at high ambient temperatures, the stability 
of the delay line is dependent on the insulation of the oven 
and the reduced sensitivity of the delay line to temperatures 
above 45Â°C. 

Wideband Feedback  Loop 
The wideband feedback loop includes the low-noise 

amplifier, the summing amplifier, and the loop integrator. 
The design of all three blocks involved low-noise, wide 
band techniques, but special attention was paid to temper 
ature stability and saturation recovery time. Because of the 
varied specifications, all of the amplifiers in the feedback 
loop use discrete operational amplifiers. 

The best amplifier design for temperature stability uses 
a monolithic differential pair with no emitter degeneration 
as the input stage. Even small values of emitter resistance 
can degrade the temperature coefficient of the input offset 
voltage by a factor of 10. Because of the low-noise require 
ments of the low-noise amplifier, the differential pair in 
this circuit uses two discrete transistors that are thermally 
coupled. 

During a switching transient, the high-gain secondary 
stages in the amplifiers are likely to saturate or enter cutoff. 
Reverse-biased Schottky diodes are placed across the col 
lector-to-base junctions of those transistors to reduce sat 
uration recovery time. This technique works well with fast 
switching transistors that have a low Vce saturation voltage. 
Many RF and microwave transistors with high Vce satura 
tion voltages come out of saturation with large thermal 
transients, so they are not recommended for fast switching 
amplifiers. 

Many switches are used in the wideband feedback cir 
cuitry to protect the amplifiers from saturating when the 
FLL is not in use. Also, since each amplifier stage has high 
dc gain, the stages are separated from each other to keep 
offset voltages from one stage from saturating another. 
These circuits can be switched on and off without introduc 
ing errors caused by saturation transients. 

VCO Pretune Circui t  
The VCO pretune circuit must tune the oscillator to 

within 1 MHz of the final frequency in 3.5 microseconds. 
After that time, no switching transients from the pretune 
circuit should be large enough to affect the center frequency 
accuracy of the stabilized VCO. The pretune circuit also 
needs sufficient filtering to avoid degrading the noise of 
the FLL. 

The pretune filter is a simple RC low-pass filter with a 
speed-up switch to short the resistor during the 3.5-/xs 
switching time. After the 3.5-/is switching time, the switch 
is open. The time constant of the RC filter is one milli 
second. The reason for the extremely large time constant 
compared to the instrument switching speed of 15 micro 
seconds is the shape of the loop gain of the FLL. The one- 
pole design of the loop means that the stabilized VCO is 
more senstive to the rate of change or slope of the VCO 
pretune transients than to the peak value of the transients. 
The loop has sufficient gain at low frequencies to cancel 
a large VCO pretune transient with a time constant of one 
millisecond. 

The design approach for the fast pretune circuit was to 
ensure that the only transients generated have time con 
stants much larger or much smaller than the 15-fj.s instru 
ment switching speed. Fast-time-constant transients settle 
out before t = 15 /j-s. Slow-time-constant transients change 
so slowly that the loop gain of the FLL cancels the errors 
without generating a large error frequency. Transients with 
time constants between 12 /us and 15 /xs cause considerable 
frequency error at t = 15 /xs. Dielectric absorption in a 
polypropylene pretune capacitor had considerable tran 
sient energy with a time constant of 12 to 15 Â¡JLS, so a 
specially designed Teflon-dielectric pretune capacitor was 
chosen instead. The dielectric absorption at 12 Â¿is is 
specified at 0.004%. This very tight dielectric absorption 
specification guarantees less than 0.2 ppm center frequency 
error as a result of VCO pretune transients. 
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High-Spectral-Purity Frequency Synthesis 
in a Microwave Signal  Generator  
A low-noise YIG-tuned fundamenta l  osc i l la tor  and a GaAs 
div ider contr ibute to the spectral  pur i ty of  the HP 8665 A 
4.2-GHz Synthesized Signal  Generator.  

by James B.  Summers and Douglas  R.  Snook 

THE HP 8665A IS THE HIGH-FREQUENCY MEMBER 
of the Performance Signal Generator family. Like 
the other PSG instruments, the HP 8644A and the 

HP 8645A, it employs a simplified single-loop frequency 
synthesis scheme. The HP 8665A differs, however, in that 
its fundamental oscillator operates in the octave from 3 to 
6 GHz. The fundamental oscillator is a YIG-tuned oscillator 
that provides low phase noise and low-distortion FM. A 
low-noise GaAs divider 1C was developed to allow division 
of the 3-to-6-GHz octave into the frequency range of the 
PSG fractional-N synthesis hardware and the optional fre 
quency discriminator noise reduction hardware. This al 
lows the entire performance signal generator family to share 
common synthesis hardware, reducing development time 
and production costs. 

Synthesizer  Block Diagram 
The block diagram of the HP 8665A synthesis section is 

shown in Fig. 1. The YIG-tuned oscillator (YTO) frequency 
is set by current flowing in two coils â€” the main coil and 
the FM coil. The coil currents determine the magnetic field 
on the YIG (yttrium-iron-garnet) sphere that serves as the 
resonator for the oscillator. The main coil is used to tune 
the oscillator over the full 3-to-6-GHz frequency range. The 
FM coil provides a fine-tune capability of Â±30 MHz which 
is used to lock the phase-locked loop (PLL) and the optional 
frequency-locked loop (FLL), as well as for frequency mod 
ulation as the name implies. The pretune circuitry sets the 
main coil current to place the YTO frequency near the 
desired operating frequency so the PLL can acquire lock. 

The YTO output drives the GaAs divider microcircuit 
(described later) which contains a splitting amplifier and 
two binary dividers. The divider microcircuit provides out 
put frequencies divided by 1, 2, and 4 for use in the output 
section of the HP 8665A and a divided-by-4 output for the 
synthesis section. 

Since the 3-to-6-GHz octave does not divide simply into 
the 515-to-1030-MHz octave used in the HP 8644A and 
8645A, additional divider hardware is included to allow 
reuse of the common PSG fractional-N and frequency dis 
criminator hardware. 

The PLL is formed as follows. The YTO signal divided 
into the 257. 5-to-51 5-MHz octave drives the fractional di 
vider circuitry in the fractional-N module. The signal is 
further divided down to 200 kHz and compared in a phase 
detector to a 200-kHz reference signal derived from the 
instrument's 10-MHz reference. The phase detector output 

is integrated and then scaled before leaving the fractional-N 
module. This scaling provides a constant loop bandwidth 
as the loop frequency (and therefore the loop divide 
number) is changed. 

For PLL-only operation (no FLL), the fractional-N output 
signal must be fed back to the oscillator to complete the 
PLL. Since the HP 8665A oscillator has different charac 
teristics from those of the HP 8644A and HP 8645 A, further 
loop gain shaping is required. This is provided by a variable 
lag-lead network. A low-pass filter is also provided to re 
duce the levels of spurious products that result from the 
fractional division process. These fractional spurs are typ 
ically less than -48 dBc at 3 GHz within the PLL band 
width and less than - 90 dBc at offsets greater than 10 kHz. 
The output signal from the low-pass filter controls the YTO 
frequency by controlling the current in the FM coil. 

For PLL + FLL operation, the fractional-N module phase 
detector output signal is fed to the frequency discriminator 
module instead of the YTO. The FLL is a wideband loop 
that senses the FM noise of the oscillator and feeds back 
a control signal to the YTO to reduce this noise. Any at 
tempt by the fractional-N module output to change the 
YTO frequency by changing the FM coil current would be 
seen by the frequency discriminator as a frequency error, 
and since there is more loop gain in the FLL than in the 
PLL, the FLL would prevail. To avoid this problem the PLL 
signal is fed to the discriminator module, where it changes 
the phase shift in one leg of the delay line discriminator 
to control the frequency of the FLL. The FLL then appears 
to be a composite VCO for the PLL. (See the article on page 
27 for more information on discriminator module opera 
tion.) 

The frequency-locked loop is formed by feeding the 515- 
to-1030-MHz divided YTO signal to the delay line dis 
criminator module. In this module, the RF signal is split 
into two paths. One path is fed through a long piece of 
coaxial transmission line to delay it 140 nanoseconds be 
fore it is applied to a phase detector. The other path is fed 
through variable phase shifters to the other input of the 
phase detector. A frequency discriminator is formed when 
the variable phase shifters are set so that, at the desired 
operating frequency, the two signals at the phase shifter 
are in phase quadrature. As the input frequency deviates 
from the operating frequency, the phase of the delayed 
signal changes much more rapidly than that of the non- 
delayed signal, causing an output from the phase detector 
lliat is proportional to the frequency offset. The output of 
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the phase detector is integrated to produce the output of 
the discriminator module. The frequency-locked loop is 
completed by connecting the discriminator module output 
to the FM coil of the YTO through a lag-lead network. This 
lag-lead network sets the bandwidth of the FLL and pro 
vides high gain at dc for YTO drift tracking. 

Frequency Modulat ion 
For PLL-only operation, the synthesis loop is frequency 

modulated by driving the YTO FM coil and by changing 
the fractional divide number in the fractional-N module. 
The modulation signal must be applied in both places be 
cause without the fractional-N path the PLL will see the 

FM as a dynamic phase error and will act to suppress the 
modulation if the modulation rates are within the PLL 
bandwidth. 

Changing the fractional divide number to generate FM 
has some advantages. First, it allows true de-coupled FM 
without unlocking the PLL. This provides much better car 
rier frequency accuracy and less frequency drift than the 
conventional method of providing de-coupled FM by un 
locking a PLL and relying on the drift characteristics of a 
free-running VCO. Second, the modulation index limita 
tion of the conventional ac-coupled FM system is elimi 
nated. In a conventional acFM system, if the modulation 

'Modu la t ion  index =  /3  =  Af / fm =  peak phase dev ia t ion .  

F M  
Coarse 

Sensitivity 

Fig. 8665A . Signal diagram of the frequency synthesis section of the HP 8665A Synthesized Signal 
Generator. 
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index of the modulated signal at the PLL phase detector 
exceeds the range of the phase detector the loop will lose 
lock. The maximum modulation index possible is the peak 
range of the phase detector multiplied by the divide number 
of the PLL. Changing the divide number in the PLL as the 
VCO is frequency modulated produces a constant instan 
taneous frequency at the output of the loop divider and 
the phase detector sees no modulation. There is therefore 
no limitation to the modulation index of the HP 8665A FM 
system. 

There are two disadvantages associated with changing 
the fractional divide number in some applications. The 
first is that for very low FM rates the modulation occurs 
in discrete steps. This is only a problem when an external 
FM input is used and the peak input levels are in the 
millivolt range. The quantization step size at the front panel 
will be 0.5 to 1 millivolt. The second problem results from 
the time it takes to digitize the FM signal, convert it into 
the new divide number, and finally, have that new divide 
number affect the frequency at the phase detector. Al 
together, the time delay is approximately 30 microseconds. 
This time delay causes a phase shift between the YTO and 
fractional-N FM paths, which results in unflatness of the 
FM frequency response at modulation rates near the PLL 
bandwidth. To provide a flat FM response, the FM signal 
coupled directly to the YTO must be delayed a similar 
amount or a very narrow PLL bandwidth must be used 
(since a fixed time delay represents less phase shift at lower 
frequencies). To provide this delay, a delay equalizer is 
used. The delay equalizer maintains its delay out to a mod 
ulation rate of 15 kHz, after which the delay falls to near 
zero. When a complex modulation waveform is passed 
through this nonconstant delay, some waveform distortion 
will result because the time delays experienced by the dif 
ferent harmonic components of the waveform are unequal. 
A special function can be used to bypass the delay equalizer 
and narrow the PLL bandwidth if this is a problem in a 
particular application. 

FM during FLL + PLL operation is similar to PLL-only 
FM except that the FM signal must also be fed to the dis 
criminator module. Without this path the FLL would act 
to reduce the frequency modulation at rates within its loop 
bandwidth. The delay equalizer in the YTO FM path is not 
required when the FLL is in operation because the FLL 
reduces the YTO phase noise, allowing a narrow PLL 
bandwidth to be used at all times. 

Single-Loop Synthesizer  Design 
For the HP 8665A, the PSG single-loop synthesis ap 

proach has some real advantages. Since there is no hetero 
dyning in the synthesizer, spurious products are exception 
ally good. The nonharmonic spurious performance of the 
HP 8665A is specified to be better than - 90 dBc for fre 
quency offsets greater than 10 kHz from the carrier in the 
3-to-6-GHz octave (output section coverage is only to 4.2 
GHz.) Another advantage is lower complexity. Since there 
is only one VCO and one PLL the part count is lower, 
resulting in lower cost and higher reliability. Another less 
obvious advantage is lower mechanical complexity. A mul 
tiple-loop synthesizer must have high levels of internal 
shielding to avoid spurious signals resulting from couplings 

between adjacent circuits. 
A disadvantage of the single-loop approach is higher 

phase noise close to the carrier. Since a relatively low ref 
erence frequency is used (200 kHz), the divide number is 
quite large (30,000 at 6 GHz). This large divide number 
multiplies the noise floor of the reference and phase detec 
tor, raising it as much as 90 dB. To achieve reasonable 
noise performance, the PLL bandwidth must be limited so 
that the multiplied reference noise does not degrade the 
noise of the YTO. A narrow loop bandwidth can adversely 
affect the switching speed of the synthesizer as well as 
immunity to power line related spurious and micropho- 
nics. A trade-off has to be made between these characteris 
tics. The HP 8665A PLL bandwidth is set at 1 kHz in the 
PLL-only mode of operation. This provides typical switch 
ing speeds of 30 ms (50 ms specification) and phase noise 
better than the YTO for offsets less than 1 kHz. The YTO 
noise is degraded slightly between 1 and 10 kHz, but 
beyond 10 kHz the noise is that of the YTO alone. 

While the PLL cannot reduce the phase noise at large 
frequency offsets from the carrier, the frequency dis 
criminator can. Since the discriminator used in the HP 
8665A operates at frequencies between 515 and 1030 MHz, 
the multiplication of its noise floor is much less (a factor 
of 8 at 6 GHz). The discriminator frequency-locked loop 
improves the YTO phase noise at offsets out to 125 kHz 
from the carrier at 6 GHz. It also provides improved immun 
ity to YTO microphonics because of its relatively wide loop 
bandwidth. The phase noise improvement provided by the 
discriminator FLL is typically 17 dB at a 20-kHz offset and 
27 dB at a 1-kHz offset from the carrier. Fig. 2 compares 
PLL-only and FLL-enhanced phase noise performance in 
the HP 8665A measured at an output carrier frequency of 
1 GHz. 

YIG-Tuned Osci l lator  
The selection of an oscillator for the HP 8665A was 

primarily based on two factors. First, the oscillator phase 
noise performance had to be very good since the oscillator 
noise cannot be reduced by the PLL at adjacent channel 
offsets. (The discriminator can reduce this noise, but it is 

P L L  O n l y  

F L L  E n h a n c e d  

1 0  1 0 0  1 k  1 0 k  1 0 0 k  I M  1 0 M  

F r e q u e n c y  ( H z )  

Fig.  2.  HP 8665A phase noise performance at  a 1-GHzcarr ier  
f requency.  
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optional.) Second, for rapid frequency switching it is im 
portant that the oscillator be accurately pretuned to allow 
loop acquisition. The YIG-tuned oscillator was chosen be 
cause it satisfies these requirements, having both low phase 
noise and linear tuning characteristics. 

A YIG-tuned oscillator uses a sphere composed of yt- 
trium-iron-garnet as the resonator for a negative-resistance 
oscillator. This sphere is placed between the poles of a 
magnet structure which provides a uniform magnetic field 
in the vicinity of the sphere. The strength of the magnetic 
field is determined by the current flowing in coils that 
surround the pole pieces of the magnet structure. A cou 
pling loop is placed around the sphere in a plane parallel 
to the magnetic field to form the RF resonator. The magnetic 
dipoles in the YIG sphere have precessional frequencies 
that are controlled by the bias field set up by the magnet 
structure. The RF magnetic field of the coupling loop is 
perpendicular to the bias field and will couple energy to 
the precessing dipoles at the precessional frequency, thus 
forming the resonator. The resonant frequency of the sphere 
is a linear function of the bias field strength, which in turn 
is a linear function of the current in the main and FM coils. 
The oscillator tuning characteristics provided by the YIG 
resonator are therefore very linear, allowing accurate pre- 
tuning as well as low-distortion FM. The FM distortion of 
the HP 8665A in the PLL-only mode of operation is typi 
cally less than 0.2% for deviations up to 20 MHz in the 
3-to-6-GHz band. This performance is not limited by the 
YTO linearity, but rather by the audio amplifiers in the 
FM signal path. 

The high-Q YIG resonator and a low-noise bipolar tran 
sistor form the low-phase-noise oscillator required for the 
HP 8665A application. To prevent degradation of the oscil 
lator phase noise, a low-noise main coil driver was de 
veloped. At a 20-kHz offset, the phase noise specification 
in the oscillator band is â€”105 dBc/Hz. 

GaAs Frequency Div ider  
To allow the common PSG fractional-N divider and fre 

quency discriminator modules to be used with the 3-to-6- 
GHz YTO, a proprietary gallium arsenide divider 1C was 
developed. 

The divider exhibits low residual phase noise, having a 
noise floor typically less than - 160 dBc/Hz. The residual 
noise of the divider must be better than the divided phase 
noise of the YTO to prevent the frequency discriminator 
noise reduction circuitry from acting upon the divider 
noise by modulating the YTO to cancel the divider noise. 
This would degrade the phase noise performance in the 
YTO octave. 

Traditionally, a 3-to-6-GHz synthesizer is locked to the 
reference oscillator by sampling the output signal down to 
a frequency range that can then be phase locked to a signal 
derived from the reference oscillator. With the advent of 
gallium arsenide (GaAs) 1C technology, it was found that 
this function could be accomplished by designing a fre 
quency divider that worked at the output frequency of the 
main oscillator. A divider chain could then be used instead 
of a sampler, reducing the complexity and improving the 
spurious performance of the synthesizer. 

Divider Block Diagram 
For the HP 8665A, a single hybrid microcircuit (see Fig. 

3) was designed to take the output of the 3-to-6-GHz YIG- 
tuned oscillator and provide the output frequency of 750 
to 1500 MHz, which is then further divided by silicon ECL 
frequency dividers. This microcircuit also provides the 
drive signals for the output section. A block diagram of the 
microwave divider microcircuit is included in the synthe 
sis block diagram, Fig. 1. 

The HP 8665A microwave divider microcircuit contains 
three GaAs ICs and associated thick-film substrates. The 
GaAs ICs are as follows: 
â€¢ Dual Limiting Amplifier: Amplifies, limits, and splits 

the 3-to-6-GHz input signal to provide a 3-to-6-GHz out 
put and a drive signal for the first divider. 

â€¢ 3-to-6-GHz Divider: Takes the 3-to-6-GHz signal from 
the amplifier and divides the frequency by two. This 
divided signal is used to drive the next divider and to 
provide a 1.5-to-3-GHz output. 

â€¢ 1.5-to-3-GHz Divider: Takes the 1.5-to-3-GHz signal from 
the first divider and divides the frequency by two, pro 
viding two 0.75-to-1.5-GHz outputs, one for the synthesis 
loop and one for the output section. 
The same design is used for both of the dividers in the 

microcircuit. 
The thick-film substrates provide the RF paths to and 

from the GaAs ICs, the dc bias paths from the bias board 
to the ICs, and proper terminations for the divider's internal 
division block. 

The microcircuit plugs into a fairly simple printed circuit 

Fig .  3 .  GaAs mic rowave d iv ider .  
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board that provides the frequency dependent pretune volt 
ages for the dividers, the adjustments to set the desired 
power levels for the output section, and the required bias 
regulation. 

GaAs 1C Design 
The design philosophy for the GaAs ICs called for inte 

grating as much circuitry as possible onto the ICs. This 
includes matching, bias decoupling, and output stages. The 
ability to add on-chip matching and output stages shows 
an advantage of GaAs 1C design, that active devices are 
easy and cheap to integrate. In a typical hybrid microcircuit 
design, one tries to minimize the number of active compo 
nents and do as much as possible with passive elements 
that can be made part of the thick-film or thin-film sub 
strate. With a GaAs 1C, it is actually less costly (that is, less 
space-consuming) to add other active devices, such as 
FETs, than to use passive components, such as transmis 
sion lines, spiral inductors, or capacitors. 
Dual Limiting Amplifier. The dual limiting amplifier is a 
three-stage GaAs 1C built using a proprietary HP Microwave 
Technology Division process. 

The first stage of the amplifier is an active lossy match 
design that provides a 50fi match to the YTO. The second 
stage provides the gain and the power-splitting capability. 
The third stage, the output stage, provides the final limiting 
and a reasonable match to the output load. The output FET 
is designed to run out of signal swing at the desired 
maximum output power. The gate bias of this FET can be 
set by an external voltage to provide an adjustment range 
for the desired output power. The second and third stages 
are replicated to provide two outputs from this 1C. 
1.5-to-6-GHz Frequency Divider. The second and third ICs 
in the microcircuit are the frequency dividers. The same 
type of divider is used in both applications. This device 
is also an HP Microwave Technology Division 1C. 

Important design considerations were as follows: 
â€¢ Frequency range. The 1.5-to-6-GHz input frequency 

range had to be covered over the instrument temperature 
extremes. 

â€¢ Low phase noise. The residual noise of the divider must 
be lower than the worst other noise contributor in the 
synthesis loop at the offset of interest. If this is not the 
case, the divider performance sets the phase noise level 
of the synthesis loop. It turns out that the offset where 
many dividers have contributing noise is in the 10-to- 
100-kHz range, which is significant for many test appli 
cations. 

â€¢ Output power. The output level of the dividers was part 
of the overall gain budget that set the 8665A output 
power specification. 
The standard design for frequency dividers uses a static 

or master-slave approach. A flip-flop circuit with feedback 
generates the divided-by-two signal. This topology has the 
advantage of not needing frequency bias adjustments for 
multioctave operation. However, bandwidths up to only 
about 3 GHz were achievable using this approach with the 
available GaAs 1C process. Another problem was that the 
phase noise was too high. 

The frequency dividers in the HP 8665A use the concept 
of an injection-locked oscillator. The output is locked to 

one half of the input frequency. The oscillator is pretuned 
to a value that is close to the desired output frequency to 
allow locking by the proper divide number. The ability to 
design the oscillator to work from 750 MHz to 3 GHz allows 
the same divider 1C to be used in both octaves of operation. 
Advantages of the injection-locked divider approach are 
the frequency range and the phase noise performance. Dis 
advantages are power dissipation and the requirement for 
a frequency dependent bias adjustment to provide the os 
cillator pretuning. 

All of the divider is integrated onto the 1C with the excep 
tion of an off-chip bias tee and termination. Also included 
on the 1C are an input matching stage and an output stage. 
The input stage is an active lossy match design to provide 
a reasonable 50-ohm load to the input source. A passive 
match could not provide a good enough return loss without 
severely attenuating the input signal. The divider output 
stage provides a buffer between the divider cell and the 
output load and increases the voltage swing to meet the 
desired output power requirements. The final part of the 
output stage includes an adjustment so that the output 
level can be set for a given device. 
Package Design. The three GaAs ICs making up the divider 
microcircuit are packaged using a steel baseplate, a molyb 
denum pedestal, and thick-film substrates. The package is 
made relatively hermetic by using epoxy preform seals for 
the RF connectors, dc feedthroughs, and lid. The baseplate 
and pedestal are designed to dissipate the heat generated 
in the ICs without requiring a separate carrier, which would 
be required if the baseplate were fabricated from aluminum. 
The thick-film substrates provide the paths for dc bias and 
RF signals, along with the bias tee and RF termination for 
the dividers. 
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Microwave Signal Generator Output 
System Design 
Noise performance and level accuracy were major design 
concerns.  Th ick- f i lm microc i rcu i ts ,  some "packageless, "  
are used extensively.  

by Steve R.  Fr ied,  Kei th L.  Fr ies,  and John M.  Sims 

THE OUTPUT SYSTEM OF THE HP 8665A Synthe 
sized Signal Generator takes the synthesized and 
divided signals from the GaAs divider described in 

the preceding article and produces an output signal in the 
range of 0.1 MHz to 4.2 GHz. It also provides automatic 
level control (ALC), amplitude modulation, and reverse 
power protection. 

The main output section, which provides output frequen 
cies from 0.1 MHz to 3 GHz, consists of a divided output 
section for frequencies from 0.1875 to 3 GHz and a hetero 
dyne output section for frequencies from 0.1 to 187.5 MHz. 
There is a separate microwave extender output section for 
frequencies from 3 to 4.2 GHz. Fig. 1 is a simplified block 
diagram of the HP 8665A output system. 

Divided Output  Sect ion 
The divided output section takes two of the octaves gen 

erated by the synthesis block and provides level control 
and AM capability for output frequencies from 187.5 MHz 
to 3.0 GHz. The upper three octaves of this range are cov 
ered by the high-frequency driver and the last octave is 
covered by the low-frequency driver, along with the hetero 
dyne band, 0.1 to 187.5 MHz. The two drivers supply the 
inputs for the two sections of the main output amplifier. 
High-Frequency Driver. The HF driver accepts two signals 
from the GaAs divider: 1.5 to 3.0 GHz (DIV2) and 0.75 to 
1.5 GHz (DIV4). These signals have high harmonic content 
and their output levels vary with frequency. The HF driver 
filters the harmonics and levels the signals to provide a 
constant level to the high-band modulator. There is also a 
silicon binary divider on the HF driver which generates 
the 0.375-to-0.750-GHz octave. The block diagram of the 
HF driver is shown in Fig. 2. Because of the frequencies 
involved, the majority of the RF signal handling is done 
with microcircuits. 

The desired frequency octave is selected by the input 
multiplexer on the premodulator microcircuit. If the 0.375- 
to-0.75-GHz band is selected, the DIV4 signal from the GaAs 
dividers is directed to the DIV8 silicon divider. The DIV8 
output then returns to the premodulator microcircuit for 
further processing. 

The next circuit on the microcircuit, the premodulator, 
acts like a variable attenuator controlled by the preleveling 
loop. If the drive to the premodulator increases by 2 dB 
then the premodulator attenuation will increase by 2 dB 
to keep the output level constant. Similarly, if a following 
stage rolls off by 1 dB the premodulator attenuation will 

decrease by 1 dB to ensure that the level at the input of 
the high-band modulator remains constant. While the pre 
modulator performs a function similar to that of the high- 
band modulator, the performance requirements are much 
lower, so the design is simpler. The premodulator does not 
have to do amplitude modulation, so the dynamic range 
required is smaller. Also, harmonics are not very critical 
since the filter microcircuit follows the premodulator. 

The premodulator circuit is followed by a two-stage GaAs 
amplifier. The lowest signal level in the HF driver signal 
path occurs at the input to this GaAs amplifier, so the noise 
floor is set at this point. Care must be taken to ensure that 
the instrument noise floor is not degraded by the HF driver. 
This is accomplished by carefully selecting the gain and 
flatness of the following stages, and by designing the 
amplifier for a low noise figure. Harmonics are not a major 
concern because the filter microcircuit attenuates them. 

The filter microcircuit reduces the signal harmonics to 
the point where the harmonics at the output of the instru 
ment are not dominated by the HF driver. The microcircuit 
contains two lumped-element low-pass filters and four 
transmission line low-pass filters. At high frequencies the 
transmission line filters no longer provide attenuation. This 
occurs at frequencies where the length of the filter elements 
is approximately one half wavelength. The lower the filter 
corner frequency, and therefore the larger the filter ele 
ments, the lower the frequency at which the filter no longer 
attenuates. To ensure that the filter microcircuit rejects 
very high-frequency harmonics, the 3-GHz filter is always 
left in the signal path. Being the highest-frequency filter 
on the microcircuit, it provides isolation to the highest 
frequencies. An additional output is included to provide 
a 1000. l-MHz-to-1187. 5-MHz signal to the down-converter 
section. 

Following the filter is the high-band modulator microcir 
cuit. This microcircuit includes the peak detector for the 
preleveling loop and the AM modulator for the 0.375-to- 
3.0-GHz band. Placing the preleveling loop peak detector 
inside this microcircuit ensures that the level into the mod 
ulator will remain constant. The modulator is a variable 
attenuator that provides vernier level control and AM and 
compensates for unflatness in any of the following stages. 
Since there are no filters after the modulator, it must have 
very good harmonic performance. It is an absorptive mod 
ulator that is constructed as two cascaded pi attenuators. 
The diodes in each leg of the modulator are chosen based 
on trade-offs between harmonic performance, modulator 
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Fig.  1.  Signal  d iagram of  the output  system of  the HP 8665 A Synthesized Signal  Generator .  
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'Packageless" Microcircuits 

The "packageless"  microc i rcu i t  concept  was deve loped in  an 
e f fo r t  to  save on  the  number  o f  separa te  mic roc i rcu i ts  needed 
and  the reby  dec rease  the  cos t  o f  packag ing  these  c i r cu i t s .  In  
the example il lustrated in Fig. 1 , six low-pass fi lters are contained 
on a  s ing le  la rge th ick- f i lm hybr id  on  a  ceramic  subst ra te .  The 
substrate is suspended in a cutout in the printed circuit  assembly 
(PCA) .  I t  i s  re ta ined  by  the  con tac t  ho lde r  and  sp r ing  f i nge rs  
f rom the  c lamp.  E lec t r i ca l  con tac t  be tween  the  subs t ra te  and  
the  PCA is  made by  b r idg ing  the  gap  w i th  a  conduc t i ve  rubber  
contact .  Detai ls  of  th is  can be seen in Fig.  2.  

Both dc and RF connect ions are made between the subst rate 
and  the  PCA.  The  dc  connec t ions  use  a  s tandard  pad  on  bo th  

Contact  Holder  

Substrate  Contact  

Transmiss ion  
Line 

Contact 

Printed 
Circuit 

Assembly 

Substrate 

Fig .  1 .  "Package less"  m ic roc i rcu i t  concept .  

Clamp 

Fig. and Contact detai l  between the microcircuit substrate and 
the pr inted c i rcui t  assembly (PCA).  

the subst rate and the PCA. The RF connect ions have to  accept  
5 0 - o h m  l i n e  t r a n s m i s s i o n  l i n e s .  S i n c e  t h e  t r a n s m i s s i o n  l i n e  
w id ths  a re  so  d i f f e ren t  be tween  the  PCA (0 .115  i nch  w ide  on  
epoxy  g lass ,  e ,  =  4 .7 )  and  the  subs t ra te  (0 .025  i nch  w ide  on  
ce ramic ,  e r  =  9 .6 ) ,  spec ia l  t rans i t i ons  a re  used  coming  to  the  
edge o f  each .  The RF per fo rmance o f  the  connec t ion  be tween 
the PCA and the subst ra te  is  impor tant  to  overa l l  c i rcu i t  per for  
mance .  The  t rans i t i ons  used  a re  des igned  to  have  a  m in imum 
of 15 dB return loss (VSWR 1 .44:1) to 3 GHz. Network analysis 
and t ime-domain ref lectometry techniques were used to evaluate 
the t ransi t ions dur ing development.  

The  gap  be tween the  PCA and the  subs t ra te  i s  b r idged w i th  
a  conduc t i ve  s i l i cone  rubber  con tac t .  Th is  con tac t  i s  he ld  in  a  
pocke t  i n  t he  con tac t  ho lde r .  The  pocke t  i s  s i zed  so  t ha t  t he  
contact  can expand in to  i t  as  i t  i s  compressed by the c lamping 
force of  the assembly.  When complete ly  c lamped the contact  is  
compressed 20 to  30 percent  f rom i ts  f ree s tate.  

This  system has been qui te  successfu l  both for  e lect r ica l  per  
formance and for packaging f lexibi l i ty. Nearly the entire perimeter 
o f  t h e  a l s o  i s  a v a i l a b l e  f o r  c o n t a c t  s i t e s .  T h i s  d e s i g n  a l s o  
makes i t  unnecessary to package indiv idual  c i rcui ts  in  separate 
microc i rcu i t  packages.  

Bennie E.  Helmso 
Development  Engineer  

Spokane Division 

linearity, and dynamic range. The design evolved from a 
modulator used in the HP 8663 A, with the frequency range 
extended both higher and lower for use in the HP 8665A. 
The modulator output drives the high-frequency section 
of the main output amplifier. 

Microcircuits are typically very costly. An analysis of 
previous microcircuit designs showed that a significant 
portion of the cost could be attributed to the microcircuit 
package itself. To reduce the cost of the instrument, the 
premodulator and filter microcircuits were designed as 
"packageless" microcircuits (see box above). 

The design of the HF driver also required careful atten 
tion to grounding, layout, bypassing, and cavity resonance 
suppression to achieve the required level of performance. 
Low-Frequency Driver. The low-frequency driver of the 
divided output section covers 187.5 to 375 MHz. The block 

diagram is shown in Fig. 2. A 375-to-750-MHz signal from 
the high-frequency driver drives a silicon binary divider 
to generate 187.5 to 375 MHz. A separate AM modulator, 
a reflective pin diode modulator, is used for this octave. 
Two half-octave filters are used to filter off any harmonics 
generated by the divider or the buffer amplifiers. The mul 
tiplexer on the output of the filters also controls the 0.1-to- 
187. 5-MHz signal from the heterodyne output section. The 
signal then goes to the low-frequency section of the main 
output amplifier. 

Heterodyne Output  Sect ion 
The HP 8665A uses frequency division to obtain output 

frequencies from 187.5 to 4200 MHz. Below 187.5 MHz, a 
heterodyne section is employed. With this scheme, FM 
deviation capability is greater than it would be if frequency 
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T o  D o w n - C o n v e r t e r  
"1000.1  -  1187.5  MHz 

H igh -F requency  D r i ve r  Premodulator 
Microcircuit 

Filter Microcircuit 
H i g h - B a n d  M o d u l a t o r  

From Down-Converter  
0.1-187.5 MHz 

To High-Band 
5Â»Output Amplif ier 

0.375 -  3.0 GHz 

Level Control from 
NMa in  Outpu t  ALC 

To Low-Band Output  
Amplifier 

0.1 -  375.0 MHz 

Level  Control  f rom Main Output  ALC 

Fig. main section. diagram of the divided output section, part of the main output section. 

division were used. While delivering better FM deviation, 
the heterodyne process brings with it its own problems in 
the form of intermodulation products and other mixing 
spurs, which must be 90 dB below the carrier amplitude. 
To obtain the O.l-to-187. 5-MHz signals, the heterodyne out 
put section mixes an RF signal at 1.00 GHz with a local 
oscillator (LO) signal ranging from 1.0001 to 1.1875 GHz. 
250-MHz Phase-Locked Loop (PLL). The 1-GHz RF signal 
is derived from the 10-MHz instrument reference, which 
is also used in the synthesis portion of the HP 8665A. 
Instead of phase locking the 250-MHz signal shown in Fig. 
3 to the 10-MHz reference by dividing 250 MHz down to 
10 MHz, a different method is used. First, the 10-MHz 
reference signal is multiplied by five to obtain the PLL 
reference signal. To get down to the 50-MHz signal required 
for phase detection, the 250-MHz signal is divided by five. 
The two 50-MHz signals are then phase-locked together, 
thus providing a 250-MHz signal with the same stability 
as the 10-MHz reference signal. The 250-MHz signal is then 
multiplied by four to get the 1-GHz RF signal needed at 
the mixer. 

When operating the HP 8665 A, the user can either supply 
an external 10-MHz reference signal or use the internal 
low-noise reference. The internal reference is an ovenized 
voltage-controlled crystal oscillator (VCXO) whose fre 
quency is controlled by a digital-to-analog converter (DAG). 
An optional high-stability time base can be used as the 
external reference when better stability is desired. Which 
ever 10-MHz reference is selected provides to the rear panel 
a 10-MHz signal phase-locked to the output signal of the 

HP 8665A. 
The 250-MHz signal needed in the PLL is generated by 

doubling the frequency of the output of another VCXO, 
which generates a low-noise 125-MHz signal. A varactor 
in series with the crystal allows tuning of the signal fre 
quency by several kilohertz. A resonant circuit extracts the 
crystal current. The 125-MHz signal is amplified and dou 
bled using the familiar full-wave rectifier. 

To provide the 250-MHz output signal as well as the 
signal that ultimately gets fed back to the phase detector, 
an asymmetrical resistive splitter is used. The output with 
the smaller level is first sent through an isolation amplifier 
and then to an ECL divide-by-5 circuit. The 50-MHz signal 
is filtered, buffered, and sent to the phase detector. 

A double balanced mixer is used as the PLL phase detec 
tor. The phase slope of the detector is 0.2V/rad. The IF 
output is diplex filtered to provide a 50-ohm termination 
to the sum frequency and to low-pass filter the difference 
frequency at dc. The low-pass filtering removes any un 
wanted signals that might modulate the VCXO via the tune 
line. The loop integrator, which follows and makes the PLL 
a second-order loop, has the capability of providing PLL 
bandwidths of either 100 Hz or 1 kHz. This choice allows 
optimization of noise either close to the carrier or farther 
out. The output of the integrator is used to tune the 125- 
MHz crystal oscillator. 

The larger output of the 250-MHz asymmetrical resistive 
splitter is applied to a double-tuned bandpass filter. This 
filter rejects subharmonically related signals at multiples 
of 125 MHz coming from the doubler as well as other spuri- 
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ous signals generated in the x 5 section. These signals in 
clude 10-MHz and 50-MHz offset and feedthrough signals. 
1-GHz Generation. Once the 250-MHz signal is phase 
locked to the 10-MHz reference, all that is needed is to 
multiply it by four to get the 1-GHz signal. Although this 
sounds easy, because of concern over spurious signals en 
tering the mixer it is not. The 250-MHz signal is first dou 
bled using a doubler similar to that used in the PLL for the 
125-MHz signal. Amplification and filtering are performed 
twice on the resulting 500-MHz signal. The filtering is ac 
complished with tunable, helical bandpass filters. At this 
point, the signal is split. One signal is routed to the rear 
panel where it can be used for various applications, and 
the other signal is sent to another doubler. 

The 1-GHz signal that exits the doubler has spurious 
signals that occur every 250 MHz, even though some are 
relatively low in amplitude because of the 500-MHz filters 
These signals must be filtered well before reaching the 
mixer. To accomplish this, a 1-GHz helical bandpass filter 
similar to the 500-MHz filters is used. Although this filter 
provides reasonable stop-band performance close-in, above 

3 GHz it has very little attenuation. For this reason, a 1-GHz 
low-pass filter follows the bandpass filter. Along with all 
the filtering, several shield cans are used to separate the 
250-MHz-to-l-GHz circuitry. The shield cans effectively 
stop on-board coupling from one circuit to another. 

A pin diode reflective modulator controls the vernier 
level, amplitude modulation, and any other unflatness in 
the ALC loop. Because the gain of the modulator, defined 
as the change in the RF voltage divided by the change in 
the modulator control voltage, is not a linear function of 
the modulator control voltage, a shaper was designed to 
linearize the gain and effectively reduce the variation in 
the ALC loop gain and bandwidth. An isolation amplifier 
between the modulator and the mixer decouples the LO 
feedthrough signal from the modulator. 
LO Drive Signal. The LO signal comes from the high-fre 
quency driver (see Fig. 1). Its frequency range is from 1.0001 
to 1.1875 GHz. Since the LO signal at the mixer must be 
between 14 and 21 dBm, the signal from the HF driver is 
amplified by two transistor amplifiers that use high-pass 
structures to boost the gain at 1187.5 MHz. A nine-pole 

10-MHz 
Reference 

In 

125-MHz 
VCXO 

Asymmetrical  
Resistive 
Splitter 

500 MHz Out  

1  GHz Out  

1000.1-1187.5 
MHz 

LO S igna l  

F i g .  3 .  B l o c k  d i a g r a m  o f  t h e  
heterodyne output sect ion, part  of  
the main output sect ion.  
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low-pass filter made with thick-film technology removes 
harmonics of the LO signal before it enters the mixer. 
IF Circuitry. The mixer used in the heterodyne output 
section is a double balanced mixer specifically selected for 
low intermodulation distortion. Two internally generated 
distortion products of concern are the 5fLO - Bfjyr and the 
4lLO ~ 5ÃRF products. Each mixer is tested to make sure 
that these two distortion products are low enough to meet 
the instrument specification. 

As shown in Fig. 3, the IF (output) port of the mixer is 

terminated in a diplexed filter. This filter performs several 
functions. First, it provides a 50fi termination to the sum 
frequency coming out of the mixer. Second, it attenuates 
some harmonics and intermodulation distortion products, 
especially 4fLO - Sf^. which almost comes into the IF 
frequency range. Lastly, the filter attenuates the LO and 
RF feedthrough signals. Because of leakage to other parts 
of the board, the diplex filter is designed with no leads 
protruding through to the bottom side of the board, and it 
is covered by a shield can. 

M a i n  P o w e r  A m p l i f i e r  a n d  
P e a k  D e t e c t o r  M i c r o c i r c u i t  

T e m p e r a t u r e  
C o m p e n s a t i o n  

+7V 

L o w - B a n d  
Input  

0.1 to 375 
MHz 

M o d u l a t i o n  L e v e l  D e t e c t o r  

B i p o l a r  A m p l i f i e r  

D i f fe rence  
A m p l i f i e r  M a i n  O u t p u t  

0 .1  to  3000 MHz 

0 0 0  T i m e  C o n s t a n t  
   S e l e c t  

H igh -Band  
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G a A s  F E T  A m p l i f i e r  
- 1 5 V  O  M o d  

S u m m i n g  
A m p l i f i e r  

P red i s to r t i on  
- 1 5 V  

Emi t te r  
Fo l l owers  

M o d u l a t o r  
Dr ivers  

H e t e r o d y n e  B a n d  I n t e g r a t o r  M o d u l a t o r  

T i m e  C o n s t a n t  
Select  

H i g h  B a n d  

A M  B a n d w i d t h  S e l e c t  

F i g .  4 .  M a i n  p o w e r  a m p l i f i e r  a n d  m a i n  A L C  l o o p .  
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Following the diplexed filter is the IF amplifier stage. 
This stage provides good harmonic performance. This is 
important because there is no IF filtering afterward. Besides 
being very linear, these amplifiers also have a low noise 
figure so that they do not degrade the noise floor, which 
is primarily set by the level out of the mixer. Since the 
level out of the mixer sets the noise floor, switchable at 
tenuators are included after the amplifiers in an attempt 
to keep the output level of the mixer within a 2-dB window 
as the amplitude is varied. As the amplitude approaches 
the bottom of the vernier, attenuators are switched in, caus 
ing the level out of the mixer to be higher than it would 
be without the attenuators. The multiplexer at the output 
of the attenuators switches between the 187.5-to-375-MHz 
signal, which comes from the last divider section in the 
instrument, and the heterodyned signal. Both divider and 
heterodyned signals are sent to the main output amplifier. 

Main Power Ampl i f ier  and Peak Detector  Microcircui t  
The main power amplifier microcircuit (see Fig. 4) is 

designed to provide signal switching and gain to two inde 
pendent RF sources within the main output section while 
maintaining high spectral purity. The microcircuit selects 
between the LF driver (0.1 to 375 MHz) and HF driver (375 
to 3000 MHz) signals, depending on the desired carrier 
frequency. The circuitry consists of a single bipolar 
amplifier for the LF band and a dual-stage GaAsFET 

amplifier for the HF band. To conserve power and provide 
increased signal isolation, only one of the amplifiers is 
switched on at a time. A pin diode performs the RF switch 
ing between the amplifier outputs. The LF amplifier pro 
vides 5 to 7 dB of gain to the LF driver output signal, which 
is prefiltered to at most -38 dBc harmonics. The HF 
amplifier adds 15 to 20 dB of gain to the HF driver output 
signal, which has better than -35 dBc harmonics. Each 
power amplifier stage provides greater than +17 dBm satu 
rated output power with at most - 30 dBc harmonics for 
instrument levels up to +10 dBm. 

A peak detector samples the output RF envelope voltage 
for power leveling purposes. Two low-barrier Schottky 
diodes are connected in series to provide low junction 
capacitance and high breakdown voltage, which are very 
important parameters in this application. A second 
matched diode pair is placed within the microcircuit to 
compensate for the temperature drift characteristics of the 
main detector diodes. A backmatch resistor is inserted be 
tween the detection node and the output connector to pro 
vide the 50Ã1 source impedance under leveled conditions. 
The result is a highly accurate, stable RF output level from 
0Â°Cto +55Â°C. 

Main ALC Loop 
The main RF output signal (0.1 to 3000 MHz) is leveled 

by comparing the detected RF envelope voltage to the de- 

Microwave Converter  Board 

Buffer 
A m p l i f i e r  

RF Input 
3 to 4.2 GHz 

+ 12 to  +  17  dBm 

RF Output 
3 to 4.2 GHz 

+  5 .1  to  +17 .5  dBm 

\ / 4  ( a  3 . 6  G H z  

Fig.  and loop.  d iagram of  the microwave extender  output  sect ion and ALC loop.  
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sired reference voltage. The reference signal contains both 
C\V level and AM information, and is corrected to include 
the effects of cable attenuation and the square-law response 
of the peak detector. Any difference between the detected 
and reference voltages is integrated to provide a control 
voltage to the ALC modulator. The results are a highly 
accurate RF output level over temperature and accurate, 
low-distortion AM. The main ALC loop is shown in Fig. 4. 

Switchable integrator time constants and an adjustable- 
gain DAC provide a stable ALC loop bandwidth as the 
carrier frequency and level are changed. In addition, the 
detector time constants are switched to allow proper track 
ing of the sampled RF envelope voltage. This produces 
very low-distortion AM and permits fast level recovery 
after the carrier frequency is changed. A self-calibration 
routine determines the optimum gain DAC settings for con 
stant ALC bandwidth so that manual adjustments are not 
required. The ALC integrator time constants are varied to 
compensate for large loop gain variations and to reduce 
the possibility of intermodulation distortion. The ALC loop 
bandwidth is approximately 100 kHz with AM switched 
on and 100 Hz with AM switched off. By reducing the 
bandwidth in CW mode, the possibility for third-order in 
termodulation distortion is reduced, since the ALC loop 
responds less to external signal sources. 

An AM predistortion circuit compensates for the linear- 
to-square-law transition of the main leveling detector. By 
shaping the reference AM waveform at levels below a set 
threshold, the reference signal closely approximates the 
actual response of the detector. The result is low-distortion 
AM, independent of carrier level and AM depth. 

Microwave Extender Output  Sect ion 
The purpose of the microwave extender module (Fig. 5) 

RPP T r i p  Sens i t i v i t y  

Output 
A t t e n u a t o r s  Reverse  

Power  P ro tec t i on  
L i m i t e r  M i c r o c i r c u i t  V  

5011 

RF Output 
Connector 

is to amplify, level, modulate, and filter the 3-to-4.2-GHz 
signal from the GaAs divider microcircuit. The microwave 
extender output signal is fed to the transfer switch, at 
tenuators, reverse power protection system, and finally to 
the RF output connector. It bypasses the main power 
amplifier. 

The GaAs divider signal is supplied at a level from + 12 
to +18 dBm and may contain harmonics as high as -6 
dBc. This signal must be amplified or attenuated suffi 
ciently to obtain the desired instrument output level, in 
cluding the effects of AM. Additionally, the harmonics 
must be attenuated to a maximum level of - 30 dBc. 

Because of the narrow frequency band requirements of 
this module, Teflon printed circuit board was chosen as 
the substrate medium. This allowed easier integration into 
the module frame without the need for an expensive micro- 
circuit package design. This choice provided some design 
challenges because of the effects of component parasitic 
elements at microwave frequencies. Packaged GaAsFETs, 
leaded ultralow-capacitance pin diodes, and sapphire vari 
able capacitors are among the special components that were 
selected to meet these challenges. 

The 3-to-4.2-GHz input signal is buffered by a GaAsFET 
amplifier and a 2-dB pad to provide a fixed + 21-dBm level 
to the ALC modulator. This stage also isolates the GaAs 
dividers from impedance variations of the modulator across 
its operating range. The modulator serves as the control 
element in the ALC loop by providing variable attenuation 
from 5 to 55 dB. A second GaAsFET stage amplifies the 
modulator output signal to as high as + 23 dBm, depending 
on the modulator attenuation. The low-pass matching 
structure of the two GaAsFET amplifiers attenuates har 
monics to about - 20 dBc. The output of the second 
amplifier drives a nine-section microstrip low-pass filter, 
which cleans up the harmonics by an additional 20 dB. 
The result is a controllable output level from - 30 dBm to 
+ 18 dBm with harmonics typically better than -40 dBc 
in the extender band. 

The detector portion of the microwave extender is similar 
to that used in the main output section. Direct peak detec 
tion using a dual series low-barrier Schottky diode is em 
ployed to maximize the signal-to-noise ratio and detector 
linearity and minimize drift over temperature. As a result 
of the high operating level at the detector, AM distortion 

8.5 â€¢ 

CD 
â€¢a 

8.0 

7.5 

4.0 

F r e q u e n c y  

Fig.  6 .  Reverse power  protect ion system.  
F ig .  7 .  Typ ica l  HP 8665  A  leve l  accuracy  a t  +8-dBm ou tpu t  
power at 25Â°C. 

OCTOBER 1989  HEWLETT-PACKARD JOURNAL 49  

© Copr. 1949-1998 Hewlett-Packard Co.



is typically better than 2% at 90% AM depth. A second 
matched diode pair compensates for the residual tempera 
ture drift of the detector. The 50ÃÃ module source imped 
ance is achieved by placing a backmatch resistor between 
the detection node and the microwave output connector. 
A quarter-wave shorted stub across the output protects the 
module circuitry from electrostatic discharge transients. 

The microwave extender ALC system sets the output 
power at a specified value within the resolution of the 
10-bit CW level DAC. The ALC system is also responsible 
for amplitude modulating the output signal in response to 
either internal or external audio sources. The ALC loop 
functions by comparing the detected microwave envelope 
voltage to a desired reference voltage. The resultant error 
signal is integrated to drive the modulator to the correct 
attenuation, thereby achieving leveled output power. Be 
cause the reference voltage contains both CW level and 
AM signal information, the output microwave envelope is 
leveled and amplitude modulated in accordance with the 
CW and AM DAC settings. With AM switched on, the 
closed-loop bandwidth exceeds 100 kHz, producing mini 
mal AM distortion for rates up to 1 kHz. With AM switched 
off, the integrator time constant is increased to produce a 
loop bandwidth of 100 Hz. 

Reverse Power Protect ion System 
A diagram of the reverse power protection system is 

shown in Fig. 6. The purpose of reverse power protection 
is to protect the output amplifiers, detectors, and at 
tenuators from overload in case of accidental reverse power 
transmission, such as when testing RF transceivers, and 
from electrostatic discharge energy. The reverse power pro 
tection relay is designed to interrupt the flow of reverse 
power into the instrument output section in less than 12 
microseconds from initial application. Short-term over 
loads are suppressed by the reverse power protection lim- 
iter. The maximum power capability is limited to 25 watts 
by the amount of energy that the limiter pin diodes can 
absorb in the brief 12-microsecond period before the relay 
opens. The reverse power protection system is designed to 
handle rated power up to 2060 MHz, where the majority 
of high-power transceivers operate. Above 2060 MHz, the 
instrument is designed to handle up to one watt of reverse 
power. As an extra safety measure, the output attenuators 
are switched to maximum insertion loss settings whenever 
reverse power is sensed. When the reverse power protec 
tion system activates, its status is indicated by a front-panel 
display message. 

Although the reverse power protection detector is de 
signed to respond only to sources up to 2060 MHz, the 
reverse power protection limiter and relay must pass sig 
nals in the entire O.l-to-4200-MHz range with low insertion 
loss and minimal degradation of the output standing wave 
ratio. This is accomplished by the use of a thick-film limiter 
microcircuit and a coaxial reed relay. The limiter microcir- 
cuit contains the reverse power protection detector, posi 
tive and negative diode clippers, and a series de-blocking 
capacitor. The reverse power protection relay consists of 
a reed module with SMA connectors attached to each end, 
surrounded by conductive epoxy. Because of the coaxial 
structure of this design, the relay approximates a pure 50fi 

transmission line with insertion loss less than 0.7 dB and 
return loss greater than 16 dB up to 4200 MHz. The output 
of the reed relay feeds the instrument RF output connector 
directly. 

Level  Accuracy Enhancement  
The HP 8665A uses correction algorithms to control the 

RF output power within Â±1 dB for levels of -119.9 dBm 
to + 13 dBm. Highly accurate production test systems mea 
sure the actual instrument output level to determine the 
cable, attenuator, and reverse power protection system 
losses. The level error data is transferred to instrument 
EEPROM where it is used to compensate the output level 
into a 50Ã1 load. Additional power measurements are made 
for the main output and microwave extender modules to 
correct for their individual output level errors. This allows 
modules to be swapped without recalibrating should the 
necessary test equipment not be available, although there 
will be some accuracy degradation because of mismatch 
uncertainty between modules. The module correction data 
resides in EEPROM inside the affected unit. 

To correct for the cable, attenuator, and reverse power 
protection losses, power measurements are made every 50 
MHz at high levels and every 100 MHz at low levels. Linear 
interpolation is used to correct for frequencies between the 
sample test points. Measurements are repeated for every 
attenuator setting to correct for all possible instrument set 
tings. The correction resolution is 0.01 dB, while the CW 
DAC resolution is 0.05 dB or better. The result is a highly 
accurate corrected output level, typically within Â±0.2 dB 
of the desired value across the entire frequency range at 
room temperature. Module swapping without recalibration 
will degrade this typical accuracy somewhat. 

Fig. 7 is a plot of typical level accuracy at + 8-dBm output 
power at a temperature of 25Â°C. 
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Design of  a  High-Performance Pulse 
Modulat ion System 
The pulse modulation option for the HP 8665 A Synthesized 
Signal  Generator  adds a pu lse modulator  and an in terna l  
pulse generator. The pulse modulator uses gall ium arsenide 
f ie ld-ef fect  t ransistor  swi tches on microwave monol i th ic 
integrated circuits.  

by Douglas R.  Snook and G.  Stephen Curt is  

PULSE MODULATION IS AN IMPORTANT modula 
tion format for radar testing and calibration, design 
and evaluation of avionics systems such as DME and 

SSR, IF filter characterization, and EW or ECM work. Pulse 
modulation is available as as an option in the HP 8665A 
Synthesized Signal Generator. 

Key contributions of the HP 8665A pulse modulation are: 
â€¢ Internal pulse generator with programmable delay from 

50 ns to 1 s, width from 10 ns to 1 s, and pulse repetition 
frequency (PRF) from 0.1 Hz to 400 kHz (external PRFs 
from dc to 10 MHz are allowed) 

â€¢ 5-ns rise and fall times, with less than 2-ns typical 
â€¢ Greater than 80-dB on/off ratio 
â€¢ No change in the level accuracy performance from the 

standard HP 8665 A. The maximum output power for the 
pulse modulation option is +9 dBm. 

Internal  Pulse Generator 
The HP 8665A pulse option includes an internal pulse 

generator, which provides the video signal that drives the 
pulse modulator. Including this function in the HP 8665A 
eliminates the need for an external instrument to set the 
pulse parameters of PRF, delay, and width. This integration 
is a first for a Hewlett-Packard synthesizer. 

The internal pulse generator is controlled by either the 
internal modulation source or an external signal. These 
signals initiate the generation of the video signal in one of 
two ways: direct pulse control, in which the video charac 
teristics are set by the control signal's width and PRF, and 
internal pulse generator, in which the control signal triggers 
the delay and width generators. The positive edge, the nega 
tive edge, or both edges of the control signal can be used 
as the trigger event for the internal pulse generator mode. 
In the case of the direct control mode with the internal 
modulation source as the control signal, the resulting video 
signal is a 50%-duty-cycle square wave at the frequency of 
the modulation source. Fig. 1 shows timing waveforms for 
the two control modes. 

The internal pulse generator provides programmable 
delay and width, triggered by either the internal modula 
tion oscillator or an external stimulus. Three digits of res 
olution are programmable, although the actual resolution 
is specified as 0.2% of full scale for a given range, which 
turns out to be less than three digits for some settings. The 
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pulse delay can be set from 50 ns to 1 s in eight decade 
ranges. The lowest range is 50 ns to 99.9 ns. The accuracy 
is Â±5% of the programmed setting Â±2 ns. The pulse width 
can be set from 10 ns to 1 s in eight decade ranges. The 
accuracy is Â±5% of the programmed setting Â±2 ns for 
widths greater than 50 ns and typically Â±5% Â±2 ns for 
widths between 10 ns and 50 ns. 

As already mentioned, internally generated PRFs range 
from 0.1 Hz to 400 kHz, and external PRFs from dc to 10 
MHz are accepted. The external input can be set to a high 
(TTL gate) impedance or to 50Ã1. 

Two outputs are generated: a 50-ns-wide sync pulse and 
a video pulse that is representative of the RF pulse in both 
width and delay. The rising edge of the sync pulse is the 
reference point for the RF pulse, that is, the programmed 
delay is the time between the rising edge of the sync pulse 
and the rising edge of the RF pulse. The video and sync 
outputs are designed to drive 50Ã1 loads. 

The pulse modulator consists of two HP-designed GaAs 
ICs in a custom microcircuit assembly. This modulator 
provides several key performance advantages: 
â€¢ Low insertion loss with good flatness across the instru 

ment's 100-kHz-to-4.2-GHz frequency range 
m Good return loss characteristics in both on and off states 
â€¢ Excellent rise and fall time performance, typically less 

than 2 ns 
â€¢ On/off ratio of better than 80 dB 
â€¢ Minimum pulse widths of 10 ns. 

Pulse System Design 
There are two common ways of including pulse modula 

tion in a signal generator block diagram: either within the 
automatic level control (ALC) loop or external to the ALC 
loop. These two options trade off the complexity of the 
ALC system for the required performance of the pulse mod 
ulator. 
Inside the Loop. Pulse modulation within the ALC loop 
can be implemented in two ways. The first option is for 
the ALC loop to use a sample-and-hold circuit to set the 
proper voltage in the loop when the RF is turned off, main 
taining leveled output power.1"4 The second option is to 

0.01-3 GHz 

Power Ampl i f iers  

unlock the ALC loop and set the output level by driving 
the vernier with stored calibration data.5 

Pulse modulation within the ALC loop has several advan 
tages. First, modulator unflatness can be compensated by 
the ALC loop. Second, the pulse can be translated to other 
frequencies, allowing a lower-bandwidth pulse modulator. 
Third, video feedthrough can be suppressed if there is a 
high-pass filter following the pulse modulator, as is the 
case in a YIG-tuned multiplier. Fourth, mismatch related 
transient problems are minimized. 

There are also several disadvantages of this approach. 
First, the ALC loop must be sampled or broken to set the 
output level, adding to the complexity of the ALC design. 
Second, when the ALC loop is locked, its operation sets 
the pulse performance in terms of minimum pulse width 
and duty cycle. This in turn sets the range of possible PRFs. 
Third , the pulse waveform may be degraded by the circuitry 
following the modulator, especially in the case of frequency 
translation. Fourth, the video feedthrough coming out of 
the pulse modulator may adversely affect the bias of the 
following circuitry. 
Outside the Loop. Pulse modulation external to the ALC 
loop places the modulator after the power amplifier but 
before the output attenuators. A major advantage of pulse 
modulation external to the ALC loop is that the ALC loop 
remains locked during pulse modulation, so the output 
level remains constant independent of pulse width or PRF. 
Note that is this is only true if the match presented to the 
power amplifier detector is the same during both the on 
state and the off state of the pulse modulator. Otherwise 
the difference in load will change the drive required to set 
the desired detector voltage, causing the output power to 
vary. 

Pulse modulation outside the ALC loop is easy to include 
as an option. No changes are required in the ALC circuitry, 
except that enough vernier range must be in place to ac 
count for pulse modulator unflatness. The insertion loss 
and unflatness of the pulse modulator can be calibrated 
out in the same way as for general level accuracy calibra 
tion. 

In the HP 8665A, the use of the GaAs 1C pulse modulator 
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microcircuit makes it possible to implement the less expen 
sive, more modular option by putting the pulse modulator 
external to the ALC loop. Fig. 2 is a block diagram of the 
HP 8665A output system with the pulse modulation option. 
For the HP 8665A implementation, no changes were re 
quired between the standard instrument and the pulse op 
tion, other than adding the pulse-specific hardware. 

Putting the pulse modulator outside the ALC loop does 
have some disadvantages. First, a high-performance pulse 
modulator is required in terms of bandwidth, insertion 
loss, match, on/off ratio, rise and fall times, and video feed- 
through. All of these parameters are passed on directly to 
the output. Second, the insertion loss must be relatively 
constant over temperature because level calibration is done 
at only one temperature. Third, the return loss of the power 
amplifier driving the pulse modulator must be well-con 
trolled. If the mismatch between the amplifier and the mod 
ulator is significant, the resulting multiple reflections dur 
ing the turn-on and turn-off transients can degrade the 
system rise or fall time. In the HP 8665A, this problem was 
minimized in the 3-to-4.2-GHz band by adding an isolator 
between the power amplifier and the pulse modulator. Per 
formance below 3 GHz was adequate without additional 
components. 

User Interface 
The user has access to the pulse modulation features 

through a mixture of front-panel keys and special functions. 
Pulse modulation is enabled or disabled by pressing the 
PULSE key on the front panel and then pressing ON or OFF. 
The choice of using the internal modulation oscillator or 
an external signal for the control signal is made by pressing 
either INT or EXT DC on the front panel. External ac coupling 
is not a option for pulse modulation. 

Following an instrument preset, the default pulse mod 

ulation mode is the direct control option, with EXT DC 
selected as the modulation source. To gain access to the 
other pulse modulation features, the following special 
functions are used: 
Â» Special 210: 50-Ohm Pulse. Press ON or OFF to set the 

input impedance of the external de-coupled input port. 
ON is 50 ohms. OFF is a high impedance (the input to a 
Schottky TTL Schmitt trigger). 

'* Special 211: Pulse Control . This function is used to select 
between the direct control mode and the internal pulse 
generator mode. To view the current control mode, press 
ON. To select between the two choices, press the up or 
down keys or rotate the knob. 
Special 212: Pulse Delay. This function sets the delay 
from the sync pulse to the RF pulse in internal pulse 
generator mode. 

* Special 213: Pulse Width. This function sets the width 
of the RF pulse in the internal pulse generator mode. 

I Special 214: Pulse Trigger Edge. This function selects 
the trigger event that initiates the internal pulse generator 
timing sequence. To view the current control mode, press 
ON. To select between the three choices of positive, nega 
tive, or both, press the up or down keys or rotate the knob. 

Pulse Generator Design 
The block diagram of the internal pulse generator is 

shown in Fig. 3. The heart of this circuitry is the timing 
1C used to develop the delay and width timing information. 
Two of these ICs are used. The first timing 1C generates 
the delay signal and triggers the second timing 1C, which 
generates the width signal. This results in the video signal 
which is sent to the rear panel and the pulse modulator. 

The timing 1C was developed for use in the HP 8111A, 
8112A, and 8116A Pulse/Function Generators.6'7 The 1C 
consists of a current-controlled oscillator (CCO) that can 
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be tuned from 10 MHz to 100 MHz and 2 MHz to 20 MHz. 
This corresponds to timing signals of 10 ns to 500 ns. Longer 
time signals are obtained by an internal flip-flop and decade 
counters. No external capacitor switching is required. The 
various decades of operation and the desired trigger mode 
are set by TTL-compatible lines driven by the instrument 
microprocessor. Fine control within the selected decade is 
provided by a DAG that supplies the tuning current for the 
CCO. This DAC is used to calibrate the video signal so that 
the RF signal has the proper delay and width characteristics 
relative to the sync output from the rear panel. This cali 
bration compensates for variations in the timing ICs and 
the RF path, including differences in delay because of vary 
ing cable lengths and in width because of differences in 
the RF pulse compression characteristics of the pulse mod 
ulator. The DAC circuitry also includes temperature com 
pensation, which corrects for temperature drift in the tim 
ing ICs. 

The sync signal is generated by the event that triggers 
the delay and width timing generation, or for the direct 
control mode, the rising edge of the control signal. For the 
internal pulse generator mode, a delay line is included in 
the sync pulse path to compensate for setup times and 
propagation delays through the timing circuitry. 

The input circuitry chooses whether the controlling sig 
nal comes from the front panel or from the internal modula 
tion oscillator. Signal conditioning circuits shape the wave 
properly, set the voltage levels for TTL or ECL, switch the 
trigger signal to the appropriate path, and provide the de 
sired input impedance for the external input â€” either 50 
ohms or high impedance (the input to a Schottky TTL 
Schmitt trigger). 

The internal pulse generator is controlled by the instru 
ment  bus  v ia  the  s tandard  ser ia l - to-para l le l  bus  
design used throughout the PSG family. The DAC calibra 
tion data is stored in an EEPROM on the pulse generator 
board and is loaded into the instrument main RAM during 
instrument calibration. 

Pulse Modulator  Design 
The pulse modulator microcircuit consists of two iden 

tical proprietary GaAs ICs in a package designed for high 
RF isolation in a small area. In the off state the input and 
output connections are terminated in 50Ã1 to prevent un 
wanted reflections. The isolation in the off state is >90 dB, 
achieved by using cascaded series and shunt FET switches. 
In the on state insertion loss is less than 4 dB to 4.2 GHz, 
primarily a result of resistive loss in the series switches 
and mismatch loss caused by the capacitance of the shunt 
switches. The low capacitance of the FET switches means 
that the rise and fall times of the pulse modulator are very 
fast, on the order of 1 ns. The modulator ICs have built-in 
buffer stages to speed up the edges of the clock input to 
the 1C, allowing it to be driven by relatively slow logic 
gates without degradation of switching time. 

The frequency range of the HP 8665A requires that the 
pulse modulator design work from frequencies below 100 
kHz to over 4 GHz. Gallium arsenide FETs are among the 
few devices that can act as a switch over this frequency 
range and simultaneously exhibit low loss, high isolation, 
and low distortion. FET switches also generate little video 

feedthrough (i.e., the switch control signal couples onto 
the output signal). Generally, microwave signal generators 
employ pin diodes because of their ability to act as variable 
resistors for RF signals. A pin diode modulator would not 
have been able to cover the heterodyne band of the HP 
8665 A because of its inherent distortion at low frequencies. 
If pin diodes had been used, a second modulator for the 
heterodyne band would have been needed. 

Using GaAs FETs in modulators is not a new idea, but 
in the past the cost of assembling a high-isolation mod 
ulator out of discrete FETs would have been prohibitive. 
The availability of GaAs monolithic microwave ICs made 
it possible to integrate enough FETs to achieve the desired 
performance and lower the cost to a reasonable amount. 
The HP Microwave Technology Division supplies the pulse 
1C used in the HP 8665 A. Integration of additional functions 
such as driver amplifiers into the 1C simplified the design 
of the microcircuit and pulse level shifting circuits. 

A feature of this design is its near 50Ã1 impedance in 
both on and off states. Because of this, the modulator is 
always matched to the transmission lines at its input and 
output, which minimizes signal reflections between the 
pulse modulator and the power amplifier and between the 
load connected to the signal generator and the pulse mod 
ulator. These reflections can cause distortion of the leading 
and trailing pulse edges, as well as level inaccuracy. 

Package and Microcircuit  Design 
The pulse modulator microcircuit, shown in Fig. 4, uses 

two identical GaAs ICs connected in series for switching 
the signal on and off. Two ICs are necessary to get 90 dB 
of isolation at 4.2 GHz because of undesired signal coupling 
between the device input and output. Three thin-film-on- 
sapphire substrates are used to make RF and bias connec 
tions to the ICs. The gold-plated aluminum package has 
two cavities, each of which holds an 1C and a substrate. In 
a narrow slot connecting the two cavities is a thin-film 
substrate with a microstrip transmission line that carries 
the RF signal from one 1C to the other. The slot forms a 
waveguide below cutoff, which attenuates any signal 

Fig.  4 .  Pulse modulator  microc i rcu i t .  
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radiating from the first cavity to the second, preventing 
unwanted coupling from the input of one 1C to the output 
of the other, which would degrade isolation. 

Each 1C is mounted in a recess in a molybdenum pedestal. 
The pedestals raise the 1C so that it is flush with the thin- 
film substrates used for signal transmission and bias con 
nections. The top of the pedestal is flush with the 1C top 
surface, allowing short ground bonds from the 1C edge to 
the pedestal. The gold-plated pedestals are machined using 
wire EDM. Molybdenum has a thermal coefficient of expan 
sion similar to GaAs and has good thermal conductivity, 
so heat from the 1C is conducted out to the package. 

The RF signal enters the package through a coaxial con 
nector. A ribbon bond is used to attach the connector center 
conductor to a microstrip transmission line on a 0.010- 
inch-thick sapphire substrate. The substrate is thin to re 
duce the area of signal current loops and improve isolation. 
On this substrate, a 50O microstrip transmission line is 
about 0.010 inch wide. To maintain a repeatable transmis 
sion line width (which determines the impedance), the 
more precise gold thin-film-on-sapphire technology was 
chosen over a thick-film process. An added benefit is that 
the signal transmission loss of thin-film conductors is less 
than that of thick-film. The thin-film process chosen also 
made available thin-film resistors, which are used on the 
substrate as damping resistors on the bias lines and for a 
resistive divider network, which can be used for bias adjust 
ment. The bias and clock lines are relatively high-imped 
ance traces with capacitive terminations at one end â€” a 
0.015-/J.F feedthrough capacitor in the package base for the 
Vh and V( power supply lines, 50 pF for the clock line. In 
addition, the Vh line has 20 pF of filtering capacitance on 
the 1C. At around 3 GHz, the bias lines resonate with the 
feedthrough capacitors, causing a sharp increase in the 
insertion loss of the pulse modulator. This problem was 
eliminated by inserting 5ÃÃ and 10ÃÃ damping resistors near 
the low-impedance point in the line (near the feedthrough 
capacitors). 

The substrate and pedestal are attached to a gold-plated 
Kovar carrier. The thermal coefficient of expansion of 
Kovar is similar to that of sapphire. If the carrier were not 
used and the substrate attached directly to the aluminum 
base, the substrate would probably pop off or break at tem 
perature extremes because of the difference in expansion. 
Each carrier is held down in the package with nuts on two 
studs protruding from the package base. The difference in 
thermal expansion is accommodated by allowing the car 
rier to slip on the base. Using a carrier also simplifies re 
work of the microcircuit, since the assembly can be lifted 
out after removing a few bond wires and two retaining 
nuts. Bias and the pulse clock are brought through the 
package base using feedthrough capacitors. These reduce 
RF leakage from the package and prevent isolation degrada 
tion that might otherwise result from signals leaking out 
one side of the modulator and back into the other side via 
the bias or clock lines. The bias lines, clock line, and signal 
trace all converge next to the 1C. Small bonding pads are 
provided to simplify wire-bonding to the 1C. 

Additional pads on all traces are provided for ground 
bonds, which are used for electrostatic discharge protection 
during the assembly process. Although the same 1C is used 

on both sides of the microcircuit. the two substrates are 
not mirror images, since one 1C is rotated 180 degrees rela 
tive to the other to place the switchable 50-ohm termination 
on the proper side. 

Probably the most challenging part of this design was 
understanding the factors that determine isolation across 
an 1C and a package. Even when the signal path is brought 
right to the side of an 1C and bond wires to the 1C are kept 
short, large loops can be created by circuitous ground paths. 
As depicted in Fig. 5, when the 1C is in the off state, signal 
current flows from the microstrip line on the substrate 
across the bond wire to the 1C input, down through a shunt 
FET switch and a 50fi terminating resistor, through ground 
bond wires to the pedestal, down the side of the pedestal. 
and onto the carrier, then returns to the source on the 
ground plane plated onto the bottom side of the sapphire 
substrate. On the other side of the 1C (right side of Fig. 5) 
a current loop is formed by the bond wire from the micro- 
strip line on the center substrate to the 1C, then through a 
shunt FET switch, through ground bonds to the pedestal, 
down the side of the pedestal to the carrier, down the side 
of the carrier to where it contacts the package base, and 
then up the package wall to where it contacts the ground 
plane of the center substrate. The mechanical arrangement 
was chosen to make the circuit manufacturable, with only 
the center substrate being difficult to remove from the pack 
age (it is attached with conductive epoxy). The drawback 
of this arrangement is that the carrier contributes a signif 
icant proportion of the loop size on the side of the 1C 
attached to the center substrate. Substrate thickness is im 
portant because it determines the minimum height of the 
loop. Originally a 0.025-inch ceramic substrate was used 
before switching to 0.010-inch to meet isolation specifica 
tions. The other critical factor determining loop area is 
how close together the substrates, pedestal, carrier, and 
package wall are. The assembly process minimizes gaps 
by pushing the pedestal to the edge of the carrier, then 
pushing the substrate against it. When the carrier is installed, 
it is pushed up against the package wall. 

An ideal arrangement to get high isolation would have 
the substrates butting right up to the 1C with a common, 
continuous ground plane. Because this would require cut 
ting a hole or slot into a substrate, adding a substrate, or 
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getting rid of the carriers, all of which increase cost or 
reduce manufacturability, this alternative was not chosen 
for this design. 

One assumption made in the design was that the bottoms 
of the carriers and the package base are flat and make con 
tact or are very close to each other everywhere. If this is 
not true, the size of the current coupling loop can increase, 
degrading isolation. This has been observed in some in 
stances. 

Pulse 1C Design 
Designing a pulse modulator requires trading off inser 

tion loss for isolation. For this design, as little insertion 
loss as possible was desired, but it was decided that less 
than 4 dB to 4.2 GHz was adequate. Isolation had to be 
good enough to meet the industry standard for microwave 
generators, an 80-dB on/off ratio. Since it was improbable 
that this could be done with one 1C, the goal was to do this 
with just two ICs, with a specification of 45-dB isolation 
and 1.5-dB insertion loss for each 1C. For this application, 
the modulator only needs to switch between on and off, 
functioning as a single-pole, single-throw (SPST) switch. 
Commercially available ICs have been designed to perform 
this function, but only in the last two years have they come 
close to the needed isolation. A FET used as an SPST switch 
can be connected as a shunt switch (shorting the signal to 
ground), or as a series switch (opening the signal path). 
The two types can be combined for even more isolation. 
FET Modeling. A simple model for a FET in the pinched 
off state is a capacitor from drain to source, Cds, a capacitor 
from gate to drain, Cdg, and one from gate to source, Cgs. 
The resistances at pinchoff are large enough to be consid 
ered infinite. The on state model is simply a resistor, RdS(0n)> 
connected from drain to source, with equal value capaci 
tors, Cdg and Cgs, connected from gate to drain and gate to 
source. Depending on the accuracy needed, the resistance 
of the ohmic contacts must also be considered. In many 
cases it is sufficiently accurate to combine the contact re 
sistance with Rds. In the on state, the drain-to-source capaci 
tance, Cds, can be ignored, because a much lower imped 
ance, Rds(on)' is in parallel with it. 

A shunt switch in the off state uses the FET in the on 
(low-resistance) state. Fig. 6 shows this configuration along 
with parasitic elements. The amount of signal attenuation 
achieved depends on the ratio of Rds(on) to the source im 
pedance seen at the switch input terminals. A larger FET 
will have lower on resistance and provide more signal at 
tenuation. At high frequencies, the inductance of the wire 
bonds connecting the FET to ground causes the total imped 
ance to ground to increase proportionally to frequency, 
degrading the switch isolation. Ground bonds need to be 
kept as short as possible. Several can be placed in parallel 
to reduce inductance. This design uses three very short 
bonds in parallel for about 0.1 nH of inductance. 

In the FET shunt switch in the on state (see Fig. 6), the 
off FET parasitic capacitances mentioned earlier cause a 
mismatch on the signal trace, which must be considered 
as a transmission line at high frequencies. This mismatch 
will cause some of the input power to be reflected back to 
the source instead of all going to the load. This loss can 
be about 2 dB at 4.2 GHz unless it is reduced by adding 

inductive matching elements in series with the switch. 
Another problem that can occur, and had to be fixed in 
this design, is that if a low resistance is connected in series 
with Cdg, then at higher frequencies, some of the signal 
that is supposed to be passing through the switch to its 
output will be capacitively coupled to the resistance, caus 
ing signal attenuation. The solution used here is to place 
a moderately large resistance in series with the gate to 
minimize signal loading. The value of resistance is not so 
large that it degrades the switching time of the FET. 

For a series switch in the off state (see Fig. 6), the FET 
is also off. When a FET channel is pinched off, the resis 
tance between between drain and source is so large that 
any signal leakage through the switch can be attributed to 
capacitive coupling through Cds or the series combination 
of Cdg and Cgs, even at low frequencies. FET size can be 
reduced to decrease feedaround, but this will increase the 
on resistance of the FET, resulting in higher insertion loss 
when the switch is on. The sizes of FETs in series switches 
are generally chosen based on the desired insertion loss 
and distortion characteristics. As was the case with the 
shunt switch, a low resistance connected to the gate can 
cause excess insertion loss. This design avoids that problem 
because the series FET gate is connected to the drain of a 
driver FET, which is pinched off when the series FET is 
on. The gate of the series FET then sees a very high imped 
ance, minimizing any loading of the signal via the source- 
to-gate or drain-to-gate capacitance. 
Matching. To increase isolation, the 1C design uses three 
shunt switches alternating with two series switches (see 
Fig. 7). This increases the isolation to over 50 dB at 4.2 
GHz while keeping insertion loss to around 1.5 dB at the 
same frequency. One of the shunt switches is used to con 
nect a 50Ã1 resistor from ground to the signal trace, thus 
terminating the input of the 1C with a good match to the 
transmission line. This is necessary because the series 
switch that follows is an open circuit when off, and would 
cause undesirable reflections of the incoming signal back 

^ d s ( o n )  

O n  

Hh 
cds 

TÂ« 

O f f  

S h u n t  S e r i e s  

Fig.  6.  Models for  f ie ld-ef fect  t ransistor  swi tches.  
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to the signal source. The switchable resistor is located on 
the left side of the 1C (also called the "out" side). The out 
side is connected to the transmission line that leads to the 
RF connector on the side of the package. One 1C is rotated 
180 degrees to connect the nonterminated sides (the "in" 
sides) together. Because the series switch that follows the 
50Ã1 load isolates the input from the capacitance of the 
shunt FETs that follow, the match is very good in the off 
state, typically better than 20 dB return loss, even at 4.2 
GHz. 

In the on state, matching is mainly dependent on the 
approximately 0.6-nH inductance of the bond wires con 
necting to the 1C. The inductance cancels some of the 
capacitance to ground of the shunt FETs. The resistance 
of the series FETs also affects the match, raising the input 
impedance. The match is not nearly as good in the on case, 
but return loss is usually better than 12 dB. 
Distortion. In a series switch, all the signal current must 
flow through the FET. Even with the gate-to-source voltage 
equal to zero, sufficient current through the channel will 
cause it to saturate and act as a current source instead of 
a resistance. This means that for small voltages, the current 
through the FET is linearly proportional to the input volt 
age, but at high voltages, the FET cannot supply more than 
the saturation current Idss, which is determined by its size. 
Depending on the distortion level required, the signal cur 
rent must be kept to some fraction of 1Â¿SS. 

Another important element in the design of a series 
switch is how the gate-to-source voltage is held to zero, 
which allows operation at minimum resistance and maxi 
mum Idss. In many series FET switches, a voltage source 
is used to change the gate voltage. When the switch is on, 
the gate voltage is held at zero, and Vgs is approximately 
zero when the signal voltage is small. For a low-loss switch, 
most of the signal voltage at the switch input appears at 
its output, across the load. A voltage impinging on the 
switch will cause the source and drain voltages to rise 
relative to the gate voltage. As this voltage differential in 
creases, the conductance of the channel decreases, and the 
channel will eventually pinch off if the signal level is large 
enough. This can cause severe signal distortion. One 
method to reduce this problem that works at higher fre 
quencies is to place a resistor in series with the FET gate. 
If the resistance is larger than the impedance of the gate-to- 
source or gate-to-drain capacitance, most of any signal volt 
age on the source or drain will couple onto the gate, causing 
the gate voltage to track this signal voltage, keeping Vgs at 
zero and distortion low. This technique fails at low frequen 
cies because the capacitive impedance from signal trace to 
gate becomes large compared to a practical resistor value. 
On an 1C, FETs are readily available, so a 100-fj.m device 
is used to drive the gate of the series FET. A 50-^tm FET 
is used as an active pull-up for the driver. The source of 
the driver is connected to the negative voltage supply (Vh) 
used for reverse-biasing the gates of the switch FETs. The 
drain is connected to the gate of the switch FET. The gate 
and source of the active pull-up are connected to the driver 
drain, and its drain is connected to the signal trace. When 
the driver FET is off, the pull-up FET shorts the gate of the 
switch to the signal trace. The beauty of this approach is 
that almost all the source voltage at the switch source or 

drain also appears at its gate because the gate is essentially 
open-circuited (the driver FET loads the gate of the switch 
FET very little). Distortion is very low at all frequencies. 
Placing an open circuit in series with the gate also makes 
the capacitive loading of the signal trace by Cdg or C^ 

SSh PI 

" Inver te r  w i th  
Bias Current 
Source 

5 V  1 0 V  
( V h )  ( V , )  

Fig. 7. Schematic diagram of the GaAs pulse modulator 1C. 
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negligible. 
The shunt FET switches can also cause distortion. To 

switch the signal off, the shunt switch FET gates are held 
at some voltage below the pinchoff voltage. Large negative 
signal swings can reduce the gate-to-drain voltage enough 
that conduction occurs either through the channel or by 
capacitance modulation. This type of distortion can be 
remedied by making the gate-to-source voltage more nega 
tive. 
Video Feedthrough. Video feedthrough in FET switches is 
fairly small because they are voltage-controlled devices 
with low capacitance. High-speed switching can pull cur 
rent through the gate capacitance in the form of narrow 
spikes. In this design, a larger effect masks this phenome 
non. During switching, the bias for the series FET drivers 
is pulled out of the RF trace. The current normally comes 
through the center shunt FETs, which are on when the 
series drivers pull current. The result is a negative-going, 
1-ns-wide spike at the leading and trailing edges of the 
pulse. The energy in these narrow spikes is small enough 
that they are not a problem in most applications. 
Switching. As mentioned elsewhere, the pulse modulator 
1C uses three shunt switches and two series switches. A 
complementary drive signal must be applied to the gates 
of the series and shunt switches. An integrated inverter is 
used to do this job, with its output connected to the shunt 
switches and its input connected to the series switches. 
Two more inverters are cascaded in front of the control 
line for the series switches. These inverters serve to sharpen 
the edge of the external clock signal, making the rise and 
fall times of the 1C insensitive to the clock rise and fall 
times. Both inverter outputs are brought out to a pad at the 
chip edge to make probing their voltage possible. The inver 
ters all operate with two negative bias voltages, Vh and VÂ¡. 
The outputs of the inverters swing approximately between 
these two levels. The threshold voltage is the level where 
the input FET in the inverter operates at one half its satura 
tion current, Idss, which is about a volt below Vh, the less 
negative of the two supplies. The FET current sources used 
for biasing the voltage follower in the inverter output stages 
have a resistor network tied to their gates and brought out 
to a bonding pad. Decreasing the voltage on this pad will 
shift the output voltage swing of the inverters downward. 
Although it has not been needed, this pad was added for 
process variation control (PVC in Fig. 7). The external clock 
input to the first inverter has BSD protection added in the 
form of a 300Ã1 series resistor and clamp diodes to Vh and Vi. 

The shunt and series inverter outputs do not drive the 
shunt and series FET gates directly. As mentioned else 
where, a driver with an active pull-up is used to control 
the gates. The sources of the driver FETs are tied to Vh, so 
that the switching threshold is the same as for the inverters. 
One advantage of using driver FETs for each switch is that 
isolation is improved. Signal leakage through a series FET 
to the gate of the next series FET is reduced by the isolation 
of two driver FETs. The driver FETs also provide an extra 
stage of amplification, further sharpening the edges of the 
external clock. The switching time of the pulse modulator 
is about 1 ns, even using a clock signal with a 14-ns rise 
time. 

Several factors can cause the rise and fall times of the 

modulator to be longer than 1 ns in practice. When the 
pulse modulator is off, the power amplifier still generates 
a signal. This signal reflects from the modulator and then 
from the power amplifier again. It takes twice the time 
delay between the power amplifier and the modulator for 
the first reflection from the modulator to return to it again. 
This round-trip delay time is about 5 ns in the HP 8665A. 
When the pulse modulator switches on, the signal previ 
ously reflected from the modulator adds to or subtracts 
from the amplifier signal and passes through the modulator. 
Five nanoseconds later, the signal reflected from the mod 
ulator after it turned on adds to the amplifier signal (this 
analysis assumes a slow ALC loop time constant relative 
to the pulse switching time). The new doubly reflected 
signal may add to the amplifier signal with a phase and 
magnitude different from the previous one, causing a 
change in level. This new level will be the steady-state 
level. The result of the reflected signals adding to the trans 
mitted signal may be a shelf lower than the steady-state 
voltage or a pedestal higher than the steady-state voltage. 
The shelf or pedestal will be about 5 ns in length, starting 
at the leading edge of the pulse. If the shelf is less than 
90% of the final amplitude, the 10%-to-90% rise time is 
degraded. To avoid this problem in the HP 8665A, the 
amplifier match and the pulse modulator match are made 
good enough that the doubly reflected signal is less than 
10% of the transmitted signal. Another method can also be 
used, that is, to design the modulator so that the reflection 
coefficient is the same in both on and off modes. However, 
this will not reduce problems caused by mismatches 
beyond the pulse modulator. 

A similar set of reflections can occur on the output side 
of the pulse modulator, and will affect the trailing edge of 
the pulse by causing a pulse that does not die out until 
after twice the delay between the pulse modulator and the 
load. Again, both the pulse modulator match and the load 
match should be made as good as possible. 

During the pulse rise time, the pulse modulator match 
is not controlled, and large reflections can result during 
this 1-ns period. These reflections can show up about 5 ns 
later as a "blip" or "dimple" on the pulse envelope, about 
1 ns wide. Whether the envelope is increased or decreased 
depends on how the reflection adds to the carrier, which 
is determined by frequency, reflection coefficient, and 
cable length. 

It is desirable for these waveform distortions to occur 
near the pulse edge, if they have to occur at all. This implies 
that pulse modulator systems such as this should be as 
compact as possible, with minimum cable lengths between 
components. In the HP 8665A, the cables are longer than 
optimum because of the block diagram, which uses three 
different power amplifiers and only one pulse modulator. 
However, this is not a major problem, because the power 
amplifier match is reasonably good. 
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Reducing Radiated Emissions in the 
Performance Signal  Generator  Family  
Two levels of radiated emissions are offered: one standard 
and one optional. The optional level, -133 dBm into a two- 
turn  loop one inch away f rom any sur face,  is  26 dB lower  
than the standard speci f icat ion.  

by Larry  R.  Wright  and Donald T.  Borowski  

RADIATED INTERFERENCE IS A COMMON PROB 
LEM in signal generators. The Performance Signal 
Generator product line described in this issue offers 

the user a choice of two levels of radiated emissions. The 
lower level, Option 010, is for extremely sensitive applica 
tions, such as testing pagers and transceivers, for which 
the standard level is not acceptable. The goals of the Option 
010 project were: 
â€¢ Maximum emissions level of 0.05 Â¿iV (-133 dBm) into 

a two-turn loop, one inch away from any surface (the 
standard level is 1 Â¿iV) 

â€¢ Frequency range 0 to 1 GHz 
â€¢ Leakage specified up to 0-dBm output power 
â€¢ Installable on all three PSG instruments 
â€¢ Field retrofitable at service centers. 

It is important for HP to provide our customers with 
quiet, quality instruments. Some customers perform a 
quick, simple test using a pager to determine the shielding 
effectiveness of any signal generator. This test involves 
tuning the signal generator to the pager frequency and ter 

minating the output connector with a suitable termination. 
The pager is then placed directly on every outside surface 
of the instrument to see if it will unsquelch. While this 
test may not be a realistic quantifier of overall instrument 
performance or quality, it is done on a regular basis. In the 
past, our signal generators did not consistently meet our 
expectations. 

The original goal for the HP 8645 A Agile Signal Generator 
was to have an RF leakage specification of 0.5 Â¿iV measured 
into a two-turn loop, one inch away from any surface. This 
is equal to - 1 1 3 dBm. The first pilot unit measured approx 
imately â€” 115 dBm. However, the first several production 
units measured -100 to -115 dBm. This is too high for 
testing pagers and transceivers, since some transceivers 
have sensitivities as low as â€” 131 dBm. 

Measurement  Technique 
It became apparent early in the project the technique 

used to measure emissions was not part of the solution, 
but part of the problem. It is disturbing to implement a 
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modification to the instrument to reduce RFI and have a 
measurement show a contradicting result. The two-turn 
loop and its separate coaxial cable are subject to such things 
as the location of the user's hand while holding the body 
of the loop, the perpendicularity of the loop to the surface 
measured, fields affecting the side of the loop, and reflec 
tions from the user's body and other surfaces close to the 
loop. 

To work around this problem somewhat, initially pagers 
were relied on for performance levels and a near-field probe 
(HP 11940A) was used for locating sources of leakage. The 
pagers ranged in frequency from 154 MHz to 932 MHz. It 
turns out that to maintain shielding the higher frequencies 
require narrower slots or openings in the instrument. As 
the leakage was reduced, the pagers were replaced by trans 
ceivers. The pager sensitivities ranged from -125 dBm to 
-128 dBm. The transceivers went down to -131 dBm. 

We realized that a new measurement technique would 
be required not only for ourselves, but service centers and 
customers as well. As a result, we now are using a tuned 
dipole antenna system to make measurements outside of 
the instrument. The theory and experiments leading to this 
choice are discussed later in this article. 

Cabinet Modif icat ions 
The results of early tests demonstrated several problems 

with the HP System II enclosure. Some of the trouble spots 
were the interfaces between the side cover and the top, 
bottom, and front frames, and the fit of the top and bottom 
covers into the front frame. 

The original System II cabinet provided from 2 to 15 dB 
of shielding. There was not enough room to place a bulk- 
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head with connectors between the instrument and the front 
panel, but by increasing the length of the instrument, room 
for the bulkhead was created. This also allows the cover 
to be attached directly to the bulkhead rather than to the 
front frame. This is shown in Fig. 1. 

Our approach to the design of a reduced-leakage cabinet 
was to create a Faraday cage using a seamless outside cover, 
a front bulkhead, and the rear casting. All input and output 
outer conductors are grounded to the interfaces and filtered 
connectors are used where necessary. 

The reduced-leakage configuration has three aspects: 
cover, bulkhead, and instrument extension. 

The cover is a one-piece aluminum wraparound secured 
at the seam by two rows of staggered spotwelds. The lap 
width, spacing, and staggering of the spotwelds were 
selected to maintain high shielding up to 4 GHz. The spac 
ing is kept within approximately 1/30 of the wavelength 
being generated. The one-piece cover eliminates four seams 
in the System II design. 

The interface between the cover and the rear casting 
requires a clearance between the folded edge and the cast 
ing. This significantly reduces friction during installation 
and removal. Twisted strip RFI gasketing is installed at the 
inside rear of the cover to make contact with the casting. 

An expanded aluminum mesh is required in the ventila 
tion perforation pattern to meet the leakage objectives. The 
size of the mesh openings is approximately 2.5 mm by 2.5 
mm. The mesh is held in place with a 1.6-mm-thick frame 
that is secured with rivets to the cover. The rivet spacing 
is not critical. The cover is spotfaced to remove the paint 
for positive grounding of the rivets. The mesh selected is 
readily available and worked the first time it was installed. 

Experiments with cover attachment hole spacing led to 
the present spacing, which meets the leakage objectives. 
Hole spacing at 50.0 mm was not sufficient. The current 
spacing is 25 mm. 

Cover 

Fig. 1 .  For Opt ion 010 (very low RFI emissions),  a f ront bulk 
head was added to  the  PSG ins t ruments  by  increas ing the i r  
length. 

F ig .  2 .  New Opt ion 010 in ter face between the cover  and the 
front casting. 
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The cover does not engage the front casting groove as is 
normal in System II cabinets. This is for two reasons. First, 
the cover has to be large enough to clear the rear casting 
during installation. This led to an increase in size, so that 
the cover is now larger than the groove opening. Second, 
the original interface between the cover and the front cast 
ing proved unreliable. The new cover interface is shown 
in Fig. 2. The bulkhead makes contact with the top and 
bottom of the wraparound cover and with the inside surface 
of each extender plate. The top and bottom of the bulkhead 
have internal tapped stiffeners that act in the same way as 
the external stiffeners. These stiffeners increase the pres 
sure area when clamping two thick sheet-metal pieces to 
gether. The sides of the bulkhead are attached to the extend 
er plates with screws every 25 mm to match the spacing 
found necessary on the top and bottom of the cover. 

The five flexible coaxial cables to the front panel use 
SMC bulkhead feedthrough connectors. Only one cable was 
particularly noisy, measuring approximately -120 dBm, 
but all are grounded. This design allows the existing cables 
to be used from the front panel to the bulkhead. 

The ribbon cable to the front panel radiated at a level of 
â€” 125 dBm. To reduce this, a filtered feedthrough "D" sub- 
miniature connector is used. A 400-to-600-pF pi filter was 
selected so as not to interfere with the signal rate required 
for the front panel assembly. 

The semirigid output cable also requires grounding at 
the bulkhead. The two problems here were the size of the 
hole in the bulkhead to permit passage of the SMA connec 
tor and the uncertainty of the location of the bulkhead for 
a rigid grounding point. A plate with a small clearance 
hole is assembled onto the cable with flexible copper braid 
soldered to the plate and cable. This braid allows the plate 
to move up against the bulkhead where it is securely 
grounded with three screws. The plate and cable interface 
is shown in Fig. 3. 

The same twisted strip RFI gasketing is used in the cor 
ners on the top and bottom of the bulkhead to ensure proper 
and continuous grounding along those surfaces. Because 

Output Cable 

Bulkhead 

Ground Plate 

Fig.  3.  Coaxia l  cables to the f ront  panel  are grounded to the 
bulkhead for  Opt ion 010.  

the cover does not make contact to the bulkhead in each 
corner, gasketing is required. Fig. 4 shows an example of 
cover clearances in the corners. 

The length of the cabinet was increased primarily to 
allow room for the bulkhead and feedthrough connectors. 
The extender plate, which does this, also provides the 
mounting surfaces to attach the sides of the wraparound 
cover. The grounding of the extender plate to the System 
II frame is not required to be an RFI-tight fit. The RFI seal 
is between the cover, the extender, and the bulkhead. This 
is shown in Fig. 5. 

It turned out that the rear of the instrument radiated at 
about - 125 dBm. The main contributors were the line cord 
module, the HP-IB and RS-232-D connectors, and the fan 
grill. The easiest to fix was the fan grill opening, which is 
part of the rear casting. Since the instruments are almost 
always mounted in a rack and testing is performed in front 
of the instrument, we reduced the radiated emissions 
specification for the rear. The benefit of fixing the fan grill 
and the HP-IB and RS-232-D connectors was not worth the 
investment. 

One-Microvolt  Project 
Once we had a handle on the very low-leakage Option 

010 instruments, our focus changed to the standard produc 
tion instruments. The specification for production instru 
ments was - 113 dBm, but the first production units mea 
sured between â€”100 and â€”115 dBm. This prompted a 
serious review of the performance requirements. It was 
found that most applications could tolerate more leakage, 
so the radiated RFI specification for the HP 8644A and 
8665 A signal generators was changed to 1 /xV ( - 107 dBm). 
The HP 8645A specification was reduced to -97 dBm. 

The 1-/U.V project concentrated more on producibility 
and performance margin. We knew from the Option 010 
project that the System II covers would have to be replaced. 
A two-piece clamshell cover eliminates the cover side 
seams. The two pieces are connected together by five 
screws on each side under the side handle straps. The front 
sides of the covers are secured to two small plates attached 
and grounded to the front casting. These small plates are 
required because of the painted irregular surface of the cast 
front frame. These are shown in Fig. 6. The bottom cover 
attaches directly to the bulkhead, like the Option 010 ver- 

External Stiffeners Cover 

Possible Gap 

Fig .  4 .  Gaske t ing  i s  p laced  in  each  comer  where  the  cover  
would otherwise not  contact  the bulkhead.  
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Bulkhead Cover 

Extender Plate 

F ig .  5 .  De ta i l  o f  the  in te r face  be tween  the  cover ,  ex tender  
p la te,  and bulkhead in  the Opt ion 010 inst ruments.  

sion, but without the stiffeners and close screw spacing. 
The top cover engages the front frame as usual with a strip 
of round mesh RFI gasket inserted into the casting. The 
rear feet drive the cover into the gasket before the side and 
bottom screws are tightened. A cross-sectional view show 
ing the bulkhead, covers, and front frame is shown in Fig. 7. 

The bulkhead turned out to be a simpler version of the 
Option 010 bulkhead. The flexible coaxial cables go 
through 12-mm-clearance holes and the semirigid output 
cable is grounded directly to the bulkhead using the same 
copper braid. A filtered connector is not required; instead, 
the ribbon cable is secured between a small flat plate and 
the bulkhead. The close proximity to the bulkhead drains 
off some of the conducted noise from the instrument in 
terior. It might have been possible to eliminate the bulkhead 
if the front panel had been sufficiently grounded on all 
four sides. However, this would have required a large revi 
sion to relocate the inputs and outputs and revise the two 

rubber keypads. The main problem was that both the plastic 
front panel and the keymats were already hard-tooled. 

During this redesign effort, it was found that the internal 
instrument radiation level was increasing. The specified 
â€” 100-dBm level was drifting towards â€”90 dBm on a few 
instruments that had been around for a while. The reason 
turned out to be the corrosion of the interface of the metal 
RF gasket and the aluminum internal module casting and 
aluminum covers. While the gaskets were tin-plated beryl 
lium and should have been galvanically inactive, they were 
not. The gaskets are tin-plated and then slit to width, leav 
ing the bare copper edges exposed. The result is galvanic 
corrosion. Plating the gaskets after slitting turned out to be 
expensive, so the casting and covers are both tin-plated. 
Special attention was given to the possibility of tin whisker 
growth to assure ourselves that problems would not appear 
in the future. 

Tuned Dipole Antenna System 

As explained earlier in this article, the testing of mobile 
radios and pagers places stringent limits on radiated emis 
sions from signal generators. It was found that the two-turn 
loop antenna formerly used to measure emissions close to 
the generator gave inconsistent results. These measure 
ments are now made with a tuned dipole antenna system. 

Background 
The radio regulatory agencies in various countries, for 

example the Federal Communications Commission in the 
United States, have set limits on the electric field emissions 
from electronic equipment. HP has generated a field 
strength specification that ensures compliance in practi 
cally any country by combining the most stringent require 
ments of all these countries into one field strength curve. 

Many mobile two-way radios and pagers operate in the 
frequency range of 100 MHz to 1000 MHz. In Fig. 8, the 
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4 Required Fig. 6. New cabinet design for the 

standard PSG instruments.  
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Fig.  7.  Side v iew of  the standard PSG bulkhead, covers,  and 
front frame. 

portion of the HP radiated emissions field strength curve 
for 100 MHz to 1000 MHz is shown. The measurement 
distance is 10 meters away from the electronic product. 
Fig. 8 also shows typical sensitivities (0.25 /uV into 73 fl) 
of mobile radios in this frequency range, assuming a dipole 
antenna, or equivalently, a monopole or whip antenna. 

Fig. 8 shows that even at 10 meters away, emissions from 
equipment passing the regulatory requirements for RF leak 
age can be detected by these radios quite easily. Radio tests 
are often carried out at distances much closer to the signal 
generator, usually less than one meter away. This further 

HP Radiated Emissions 
10 Meters  Away f rom Uni t  under  Test  

Field Strength for 
0 .25  / jV  f rom Dipole  Antenna 
Into 73!i Load 

100 200 300 400 500 600 

Frequency (MHz) 

800 1000 

F ig .  8 .  HP  rad ia ted  em iss ions  spec i f i ca t i on  f o r  regu la to ry  
requ i rements  compared  w i th  t yp ica l  sens i t i v i t y  o f  a  mob i le  
radio. 

compounds the problem. 
The signals leaking (radiating) from a signal generator 

are of two types. The first type, familiar to many home 
computer users, is the broadband spectrum generated by 
the clock and switching pulses of the digital circuitry. 
These are generated by the computerlike controller built 
into modern signal generators. Similar spectra are caused 
by switching power supplies and scanned displays. This 
broadband noise can cause continuous interference to radio 
tests at all frequencies of interest. The second type of leak 
age is that of the internally generated signal used in the 
radio test, which oftentimes is the worst offender because 
of its high amplitude inside the signal generator. This signal 
should leave the signal generator by the RF output connec 
tor only, but it can also escape by a radiated leakage path. 
If the radio under test is not well-shielded, or if the radio's 
covers are off for test purposes, the leakage signal can enter 
the radio along with the desired signal from the RF output 
connector. The two signals can add either constructively 
or destructively, resulting in a total signal of unknown ampli 
tude. This reduces the accuracy of the test. 

Signal generators, like other electronic products, are 
tested to the HP radiated emissions specifications. Since 
this level of emissions can be much higher than tolerable 
for radio tests, leakage measurements are made closer to 
the unit to gain additional sensitivity. The antennas used 
for regulatory emissions tests are usually quite large and 
heavy, making them unsuitable for close, handheld measure- 
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Fig.  9 .  (a)  Equat ions for  the f ie ld  components  o f  an e lect r ic  
f ie ld point  source ( in f in i tesmal  d ipole antenna).  F ie ld compo 
nents  an a  magnet ic  f ie ld  po in t  source ( in f in i tesmal  loop an 
tenna) ,  shown in  parentheses ,  a re  found by  subs t i tu t ing  lm 
for I0 in these equations, (b) Defini t ions of I0 and lm. 
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ments. Traditionally, we have measured radiated leakage 
from our signal generators using an RF "sniffer" antenna â€” a 
two-turn loop, 25 mm in diameter, constructed with a 25- 
mm spacer to set the measurement distance from the signal 
generator cabinet. As the sensitivity of the radios under 
test has improved and their frequency of operation gone 
up, the loop antenna has become inadequate. For the same 
reasons, the conventional equipment cabinet has become 
inadequate, as explained earlier. A new approach was 
needed to measure the leakage from signal generators. 

Invest igat ion and Experiments 
An investigation into various antennas for RF "sniffing" 

was made. These antennas are designed to be broadband, 
which is to their advantage. However, they suffer from low 
sensitivity. They are designed to find leakage that could 
cause the unit under test to fail the regulatory emissions 
standard. As mentioned above, this level of leakage is or 
ders of magnitude higher than our requirements. Both elec 
tric field and magnetic field antennas are available, and 
measurements may have to be done twice at each frequency 
because of the close distance. 

We decided to retain our traditional 2 5-mm measurement 
distance for RF leakage. This decision presents the prob 
lems of a near-field source. At a distance beyond several 
wavelengths from a radiating source in free space, that is, 
in the far field, the magnitudes of the E field and the H 
field have a constant ratio. That ratio is 377 ohms, the 
impedance of free space. Close in, in the near field, their 
ratio is not constant, but depends on the distance and the 
nature of the radiating source. 

The equations of the field components for an electric 
field point source are shown in Fig. 9a. An infinitesimal 
transmitting dipole antenna is an electric field point source. 
If the terms in parentheses are substituted into the equa 
tions, and Im substituted for I0, the field components of a 
magnetic field point source are described by the equations. 
An infinitesimal transmitting loop antenna is a magnetic 
field point source. The Im term is a magnetic current ele 
ment analogous to the electric current element. It is 
oriented with respect to the infinitesimal current loop as 
shown in Fig. 9b. 

The terms that remain significant in the far field are those 
that vary as 1/r. The terms that vary as 1/r2 and 1/r3 die out 
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Fig.  1 0.  Wave impedance as a funct ion of  d istance and type 
of  source,  showing near- f ie ld and far- f ie ld regions.  

rapidly. Thus the radial terms Er and Hr are not present in 
the far field. 

In Fig. 10, the wave impedance, that is, the ratio E/H, is 
shown as a function of distance and type of source, neglect 
ing the radial field components. For point sources, the 
transition between near field and far field can be put at a 
distance equal to X/2TT, where X. is the wavelength. For a 
distance of 25 mm, measurements below 1.9 GHz are in 
the near field. 

In the far field, the receiving sensitivity of an antenna is 
not a function of the nature of the source, since the ratio 
of E to H is a constant. In the near field, however, this is 
not the case. A loop and a dipole with equal sensitivities 
in the far field will respond differently in the near field. 
The loop will be more sensitive to magnetic sources, while 
the dipole will be more sensitive to electric sources. This 
presents some practical problems. Leakage measurements 
must be done twee, once with a dipole antenna and again 
with a loop. 

Ideally, we would like to have just one antenna to make 
a measurement at any given frequency. Therefore, we did 
several experiments to see if a resonant dipole would serve. 

Signal 
Generator 

Fig. 1 1 . Seiup for antenna tests. 
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The tests were performed in a semianechoic chamber. The 
chamber has RF absorbers on all four walls and the ceiling. 
The floor is a reflecting surface. The purpose is to simulate, 
in an enclosed area, free space above a ground plane such 
as might be found outdoors. 

A 500-MHz radio with a monopole antenna was placed 
on a wooden table about one meter above the floor (see 
Fig. 11). A 500-MHz dipole to transmit the signal was placed 
on an antenna elevator at a horizontal spacing of about 1.5 
meters. This dipole was fed by a signal generator. The 
vertical position of the dipole was adjusted with the 
elevator to maximize the signal received by the radio. The 
signal strength was then reduced until the signal received 
by the radio was at the threshold of audibility. A 500-MHz 
dipole to receive the signal was then substituted at the 
position of the radio. The strength of the signal received 
by the dipole was measured with a spectrum analyzer. 

Next, the signal generator was connected to a 500-MHz 
circuit-fed resonant slot antenna. A slot antenna is the mag 
netic field radiator equivalent of a dipole antenna, which 
is an electric field radiator. The slot antenna simulates a 
cabinet seam leaking RF energy. The position of the radio 
and its antenna relative to the the slot was adjusted for 
maximum signal, maintaining the 25-mm distance with a 
spacer from the plane of the slot antenna. When the 
maximum was found, the signal generator output was re 
duced until the signal received by the radio was at the 
threshold of audibility. A 500-MHz dipole was then scanned 
over the surface of the slot antenna, also maintaining a 
distance of 25 mm with disk-shaped spacers placed on the 
two elements of the antenna. A spectrum analyzer was 

used to monitor the amplitude of the received signal. The 
amplitudes of the signals received on the spectrum analyzer 
for the first and second parts of the test were compared 
and were found to be within about 1 dB. 

This test shows that a resonant dipole antenna can be 
calibrated in the far field to match the sensitivity of the 
radio. This calibration holds in the near field. Thus leakage 
measurements made with a dipole will ensure that radios 
can be tested successfully without loss of accuracy from 
RF leakage. 

One additional experiment was performed with a reso 
nant dipole in the near field. The 500-MHz slot antenna 
was fed with a 0-dBm signal at 500 MHz. The 500-MHz 
dipole with the spacers was scanned across the slot an 
tenna. The signal peaked with the dipole perpendicular to 
the slot, centered along the length of the slot. The measured 
signal level was - 3 dBm, only 3 dB lower than the signal 
fed to the slot antenna. Coupling efficiency this high was 
not expected. We believe the mechanism is capacitive cou 
pling. A potential difference exists across the slot of the 
slot antenna, and is maximum at the center along the length 
of the slot. With the dipole positioned as previously de 
scribed, the capacitive coupling of this potential difference 
is maximized. A radio with antenna placed across this slot 
would also experience the same sort of capacitive coupling. 
This is consistent with the radio test described above. 
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tana State Univers i ty .  He graduated in  1986 and 
joined HP full-time in January 1 987. Born in Lewis- 
town, Montana, he is married and makes his home 
in  Spokane,  Washington.  H is  outs ide in terests  in  
clude f ishing, playing racquetball and Softball,  and 
teach ing a  church youth  group.  

Ke i th  L .  F r ies  

< 

Work ing on the HP 8665A 
Synthesized Signal  
Genera to r  s ince  i t s  incep  
t ion,  Kei th  Fr ies '  contr ibu 
t i ons  have  been  in  the  de  
ve lopment  o f  the  h igh- f re  
quency dr iver and the out 
put  ga in  budget .  Before  
that ,  he contr ibuted to the 
des ign o f  the  HP 8663A 

D o u g l a s  R .  S n o o k  
Author 's  b iography appears e lsewhere in  th is  

section 

G .  S tephen  Cu r t i s  
When he is not fixing up an 
o ld  farmhouse he recent ly  
purchased,  Steve Curt is  is  
a  manu fac tu r i ng  deve lop  
men t  eng ineer  a t  t he  Van  
couver Division, support ing 
the HP RuggedWr i te r  480 
printer. Steve is a native of 
Bradenton, Flor ida, and at 
tended Flor ida At lant ic Uni  

versity, where he earned a BSEE degree in 1981 
He appl ied h is  exper t ise in  low-noise des ign and 
f requency synthes is  to  des ign ing the low-phase-  
noise frequency reference in the HP 8665A Synthe 
s ized Signal  Generator  and cont r ibuted to  the 
pulse modulator integrated circuit and microcircuit.  
He has a lso worked on the opt ional  d iscr iminator  
design used in the Performance Signal Generator 
project. Since joining HP in 1 981 , Steve has written 
a  symposium paper  on the re la t ionsh ip  between,  
and measurement  o f ,  resonator  and osc i l la tor  
phase noise and is named as inventor in a patent 
for FM calibration in a phase-locked loop. Another 
patent is pending for his concept of a circuit to re 
duce phase no ise in  f requency synthes izers .  He 
l ives in Vancouver,  Washington, and enjoys back 
pack ing,  runn ing,  and b icyc l ing.  
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5 9    R a d i a t e d  E m i s s i o n s  ' .  

Larry R.  Wright 
After  spending 14 years in  
the aerospace industry and 
at tending col lege par t -  
t ime, Larry Wright  earned 
h is  BSME degree f rom the 
University of Colorado and 
jo ined  HP 's  Love land  In  
strument Division in 1974. 
He is the author of a techni 
cal paper on the properties 

of cesium iodide and coauthored an article in the 
February 1989 issue of the HP Journal describing 
the HP 8904A Multichannel Synthesizer. He was a 
product  des igner  on the HP 8665A Synthes ized 
Signal Generator. Born in Barberton, Ohio, Larry is 
marr ied, has f ive chi ldren, and l ives in Post Fal ls,  
Idaho. He spends his spare t ime building, driving, 
and enjoying a 1 931 Ford coupe, which he calls a 
"chopped street rod" and which he drives to work 
every day,  weather  permi t t ing.  

Donald T .  Borowski  
Don Borowski  b icyc les 
over twelve miles every day 
(weather permit t ing) to his 
job as a quality and rel iabil  
ity engineer at the Spokane 
Div is ion of  HP, where he 
works on low- level  radio 
f r equency  l eakage  mea  
s u r e m e n t s  a n d  o t h e r  p r o  
jects.  Previously,  as a lab 

eng ineer ,  he cont r ibuted to  the des ign o f  the HP 
8662A,  8663A,  and 8645A Synthes ized Signal  
Generators. He began his career at HP's Stanford 
Park Div is ion in 1975 and st i l l  v is i ts f r iends every 
year in Palo Alto, where he enjoys performing Gre 
gor ian chant  a t  a  loca l  church dur ing the Easter  
season. A member of the IEEE and the National So 
ciety of Professional Engineers, Don wrote an arti 
cle in the February 1 981 edition of the HP Journal, 
descr ib ing h is  work  on the f requency doub ler  fo r  
the HP8662A. He was born in Pulaski, Wisconsin, 
and rece ived h is  BSEE degree In  1973 f rom the 
Univers i ty  of  Wisconsin.  In 1975,  he earned his 
MSEE degree a t  the same school  a f ter  spending 
two months in Antarct ica test ing his research pro 
ject, a 1 50-MHz radar, which is stil l used by the uni 
vers i ty  to  measure the th ickness of  g lac iers.  An 
amateur  rad io  operator  and co l lec tor  o f  v in tage 
e lect ron ics,  Don a lso is  h is  own auto mechanic .  

6 9 1  '  Mesa Photodetectors 

Susan R.  Sloan 
Susan Sloan is an R&D en 
g ineer  at  the Microwave 
Technology Div is ion,  
where  she has worked 
since joining" HP in 1985. 
She is currently working on 
process development ,  tes t  
ing,  and manufactur ing of  
photodetectors.  She 

 / Z  c o a u t h o r e d  a n  e a r l i e r  
article for the HP Journal on the topic of diode in 
tegrated c i rcu i ts  and coauthored an ar t ic le  for  

App l ied  Phys ics  Let te rs  descr ib ing  p lanar  doped 
barrier devices which act as field-effect transistors. 
A nat ive of  Madison,  Wisconsin,  Susan res ides in  
Petaluma, California. Her outside interests include 
skiing, hiking, reading, and writ ing fiction which she 
hopes to publish someday. She has a BS degree 
in physics and English from the University of Wis 
consin (1 981 ), and an MS degree in physics from 
the Univers i ty of  Colorado at  Boulder (1984).  

7 6    D r i v e r  D e b u g  T e c h n i q u e  :  

Eve M.  Tanner  
R f H  I  P e n n s y l v a n i a w a s o r i g i n a l l y  

home for  Eve Tanner ,  and 
she stayed there long 

m enough to earn her  BA de 
g r e e  ( 1 9 7 0 )  a n d  M E d  d e  
gree (1973) f rom Pennsyl-  
vaniaState University. She 
jo ined HP in  1986 and is  
now  a  deve lopmen t  en  
gineer at  the Personal 

Computer  Group.  In th is  issue of  the HP Journal ,  
she has written about her work on HP-UX software 
tools. Previously, she worked on documenting the 
deve loper  vers ion  o f  the  HP NewWave env i ron  
ment.  Eve's pr imary interests outs ide of  work are 
her two children, but she stil l f inds time for her hob 
bies of  N-scale t ra ins and hik ing in Cal i fornia.  

8 1  Z Z  S o l d e r  J o i n t  I n s p e c t i o n  Z Z Z Z Z Z Z Z Z  

Catherine A.  Keely 
As a development engineer 
at  HP Laborator ies s ince 
1985, Cathy Keely has 
applied her expertise in the 
field of optics, sensors, and 
l ight ing to the computer vi  
s ion project .  She earned 
her  BS degree in  app l ied 
mechanics at the University 
of  Cal i fornia at  San Diego 

in  1981  and  her  MS degree  in  mechan ica l  en  
gineering at the University of California at Berkeley 
in 1985. Before joining HP, she worked at McDon 
nel l  Douglas,  where she spec ia l ized in  v ideodisc 
research. She has contr ibuted two papers on op 
t ical techniques for inspection at professional con 
ferences and currently has two patent applications 
being considered, one on optical techniques and 
one on the concept described in her article in this 
issue of  the HP Journal .  A resident  of  Cupert ino,  
she is an outdoorswoman with interests in mountain 
act iv i t ies,  ski ing,  and soccer.  

86  Z I  HP-UX Shared  L ibra r ies  

Anastasia M. Martel l i  
Since jo ining HP in 1983, 
Stacy Mar te l l i ' s  respon 
s ib i l i t ies have included the 
PORT/HP-UX emulat ion 
package, mainly in f i le sys 
tem emulat ion.  Process 
management  and v i r tua l -  
memory  management  fo r  
the  HP-UX opera t ing  sys  
tem have been the most  

recent  focus of  her work.  In an ear l ier  posi t ion at  
Standard Oi l  Company of  Cal i forn ia ,  she worked 
in computer services support. A native of Seattle, 
Washington, she received her BS degree in com 
puter science from Washington State University in 
1 983. She currently lives in Santa Clara, California. 
She enjoys sa i l ing,  camping,  needlework,  and 
s inging wi th the HP choir .  

90 ZZ User -Centered Appl icat ion Def in i t ion  Z  

Lucy M. Berl in 
^ ^ ^ ^ ^  L u c y  B e r l i n  h a s  b e e n  i n  

vo l ved  in  improv ing  p ro  
grammer product iv i ty s ince 
she jo ined the HP 
Laboratories as an R&D en 
gineer in  1984.  She is  par t  
of  the team that  def ined 

I and carried out the user- 
cen te red  app l i ca t ion  de f i  
nit ion process described in 

this issue of the HP Journal, and later participated 
in the development of the hypertext prototype. Her 
ear l ier  responsibi l i t ies included the user inter face 
for MicroScope, an experimental program analysis 
toolset ,  and the execut ion moni tor  tool  of  the HP 
Common L isp  Deve lopment  Env i ronment .  Lucy  
has a BA degree in physics and computer science 
from Queen's College, New York (1 981 ) and an MA 
degree in computer science from Stanford Univer 
sity (1 983). She is a member of IEEE and ACM/SIG- 
CHI. She was born in Prague, Czechoslovakia, and 
l ives in Sunnyvale, Cal i fornia. For recreat ion, she 
enjoys working on her house and choral singing . 

9 8  Z Z  R e f l e c t i v e  L i g h t  G u i d e s  Z Z Z Z Z !  

Carolyn F.  Jones 
Caro lyn  Jones  is  a  techn i  
cal  advisor  in  the R&D 
p r o d u c t  d e v e l o p m e n t  d e  
par tmenta l  HP 's  Optoe lec  
t ron ics  Div is ion.  In  th is  po 
sition, she is responsible for 
new produc t  deve lopment  
for  e lect rophotographic  
appl icat ions,  inc luding the 
evaluat ion of  opportuni t ies 

and recommendat ions for  d i rect ion,  wi th  spec i f ic  
emphas is  on  packag ing  mate r ia l s ,  i n te rconnec  
t ions, and optical interfaces. She earned an AB de 
gree in physics from the University of California at 
Berkeley in 1 964 and an MS degree in solid-state 
physics from Tufts University in 1 966. Before start 
ing her career at HP in 1 975, she had ten years of 
exper ience in  hybr id  op toe lec t ron ics ,  most  re  
cent ly  at  Monsanto 's  Elect ronic  Specia l  Products 
Division. She originated a patent on the optical de 
s ign concept  descr ibed in  th is  ed i t ion  o f  the HP 
Journal .  She is  act ive in  severa l  profess ional  or  
ganizations, including the International Society for 
Hybr id  Microe lect ron ics ,  where she served two 
terms on the nat ional  execut ive counci l .  She is  a 
member of the IEEE and the Society of Women En 
gineers. Carolyn is married, has a two-year old son, 
and lives in Menlo Park, California. Her spare time 
is  devoted to  var ious creat ive endeavors ranging 
from handicrafts to fine arts. Her oil paintings and 
drawings have been exhibited at the HP corporate 
headquarters.  
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Processing and Passivat ion Techniques 
for  Fabricat ion of  High-Speed 
InP/ lnGaAs/ lnP Mesa Photodetectors 
Proper  sur face preparat ion and a conforma!  mesa 
passivat ion cover ing are cr i t ica l  to  the product ion of  low- 
dark-current  photodiodes.  The best  resul ts  have been 
obtained with a wet chemical etch fol lowed by double-layer 
poly imide passivat ion.  

by Susan R.  Sloan 

FIBER OPTIC COMMUNICATION SYSTEMS are 
rapidly growing. Optical fibers provide a low-loss, 
low-dispersion medium for transmitting data at high 

speeds (>1 Gbit/s). The lowest optical losses occur for 1.3 
and 1.55 Â¿Â¿m wavelengths, and these have become the wave 
lengths of choice for fiber optic systems. High-speed InP/ 
InGaAs/InP photodetectors optimized for these wavelengths 
have helped HP make a contribution in the lightwave in 
strument field. These pin detectors are a key element in 
HP's new lightwave receivers. 

The pin photodetectors are designed for front-side illum 
ination with light at wavelengths between 1.2 and 1.6 Â¿Â¿m. 
Their low-capacitance mesa structure provides good re 
sponse to modulation frequencies beyond 22 GHz. The 
25-/u,m-diameter devices show responsivities greater than 
0.9A/W at 1.3 Â¿im and 1.55 /Â¿m, capacitance values of 0.07 
pF (5xlO~9 F/cm2), and low optical reflection (less than 
2% at both wavelengths). Diode lifetimes are calculated 
using high-temperature operating life (HTOL) data and ex 
trapolating for ambient instrument temperatures. Lifetimes 
of 3.5 x 105 hours at 55Â°C are typical. 

Low detector dark current is important for low noise in 
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F i g .  1 .  T y p i c a l  \ f V  c h a r a c t e r i s t i c s  o f  a  2 5 - f i s n - d i a m e t e r  
photodiode.  

lightwave receiver applications. Photodetector dark cur 
rents at - 5V of 0.15 nA (1.1 x 10~5 A/cm2) after mesa etch, 
and 1 nA (5xlO~5 A/cm2] after fabrication is complete, 
have been achieved. Dark current is a measure of the leak 
age current, or reverse current of the diode at a given bias 
without illumination (see Fig. 1). The surface preparation 
and passivation of the photodetector mesa walls determine 
the dark current of the device. This study will examine 
different methods of surface preparation and surface passiv 
ation aimed at achieving low-dark-current devices. 

Operation and Fabrication 
The epitaxial material for these photodetectors is grown 

by organometallic vapor phase epitaxy (OMVPE). The epitax 
ial structure is shown in Fig. 2. The pin structure is made 
of a p-type InP zinc-doped window layer and an InGaAs 
intrinsic region active layer on an n+ substrate. An InP 
buffer region is grown to facilitate the growing of the InGaAs 
active layer. This In0 53Ga0 47As layer is lattice matched to 
the InP and must have low background doping (~lxio15/ 
cm3). The InP cap layer is transparent to the wavelengths 
of interest, 1.3 and 1.55 /jon. InP will not absorb for X > 
0.92 /xm, that is, for 

>  
he 1 .24eV-/am 

Fig.  2.  Photodetector  epi tax ia l  s t ructure (not  to scale) .  
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where Eg = 1.35 eV is the bandgap energy for InP, h is 
Planck's constant, and c is the speed of light. InGaAs will 
absorb wavelengths up to Â«1.7 /xm and is therefore an 
excellent material for the active region. 

The pin detector works by converting incoming light 
energy into an electrical current. A photon of wavelenth 
1.2 to 1.6 fiÃ¯n incident upon the top InP cap region moves 
through without absorption. The photon is absorbed in the 
InGaAs active region, creating an electron/hole pair. When 
the device is operated in reverse bias, an electric field is 
present and the carriers are swept out, creating a current 
(see Fig. 3). These detectors are designed for high-speed 
operaton. The frequency response is maximized by 
minimizing the detector area and thus its capacitance, and 
optimizing the i layer thickness for transit time considera 
tions (Fig. 4). 

The high-speed detector is fabricated on a conductive 
n-type InP substrate. Fig. 5 shows top and cross-sectional 
views of the photodetector. The wafer is backlapped, and 
a backside ohmic contact of AuGe is deposited. The 
frontside AuZn ohmic contact is patterned with a liftoff 
process, and a SixNy antireflection coating is deposited by 
plasma enhanced chemical vapor deposition (PECVD). The 
mesa of the pin structure is formed next by a wet chemical 
etch in a HBr-based etchant. The device is now functional; 
however, passivation is applied to seal the mesa walls, to 
give a stable, low dark current for reliable operation, and 
to form an insulating layer upon which to plate a bonding 
pad. The passivation layer is then etched from the active 
area, revealing the antireflection coating. The devices are 
separated by sawing with a diamond-embedded resin blade. 

The critical steps for ensuring low-dark-current devices 
are the mesa etch and the subsequent mesa passivation. 
While the mesa design provides a low-capacitance struc 
ture for high-frequency performance, it has the disadvan 
tage of leaving the InGaAs active region exposed. An ex 
posed pn junction in InGaAs is known to be a potential 
source of high dark current.1 This exposed surface gives 
rise to a leakage path for surface leakage current which 
contributes to the dark current of the device. The dark 

~~\ InGaAs (Undoped),  Absorbing Layer 

|  |  O h m i c  M e t a l  

~1 Anti reflective Coating Lightwave 
1.2 to 1.6 M 

InP(Zn) 
Window Layer  

e  h  

InP(S) -  Substrate 

Fig .  3 .  The photodetec tor  conver ts  incoming l igh t  in to  e lec  
tron-hole pairs,  resul t ing in an electr ical  current.  

current of the photodetector is given by the following equa 
tion:2 

I d  -  ^DIFFUSION 1, Â¿SURFACE* 

where IJG-R is the dark current resulting from generation 
and recombination, ^DIFFUSION is the dark current resulting 
from diffusion, and ^SURFACE is tne dark current resulting 
from surface leakage. 

Types of  Passivat ion 
Three basic types of surface passivation for InP -type de 

vices have been examined and tested. The first is oxides. 
These oxides can be native oxides formed when the InP or 
InGaAs surface is exposed to air, or they can be purposely 
formed on a surface using anodization or an oxygen atmo 
sphere. The second type of passivation uses a column-five 
(V) element from the periodic table, such as phosphorus 

10000- - 
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F i g .  4 .  I n G a A s  l a y e r  t h i c k n e s s  
can be determined f rom th is  p lot ,  
wh ich  is  f rom J .E.  Bowers ,  e t  a l ,  
"Mi l l imet re-Waveguide-Mounted 
I n G a A s  P h o t o d e t e c t o r s , "  E l e c  
tronic Lettres, Vol. 22, 1986, p. 633. 
The dashed l ines show the target  
r anges  f o r  i  l a ye r  t h i c kness  and  
detector area. 
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An t i r e f l ec t i on  
Coa t ing  

T o p  O h m i c  

B o t t o m  C o n t a c t  

F i g .  5 .  P h o t o d e t e c t o r  d i o d e  t o p  v i e w  a n d  c r o s s  s e c t i o n a l  
view. 

or arsenic. This has been done using arsenic partial pres 
sure in a molecular beam epitaxy system,3 or by cracking 
and depositing phosphorus.4 The methods examined here 
include using elemental arsenic or regrowing epitaxial 
layers over existing layers in the OMVPE system. The third 
and most common type of mesa passivation is dielectrics. 
It is critical to have a clean, newly etched mesa surface 
before passivation. 

Oxides 
The condition of the mesa wall surface after etch deter 

mines the device dark current. The use of a bromine-based 
etch leaves surface oxides on the mesa walls.5 Chemical 
analysis of the InP and InGaAs surfaces by electron spec- 
troscopy shows that the oxides listed in Fig. 6 are found 
after the use of (lN)K2Cr2O7:CH3COOH:HBr mesa etch. Fig. 
6 also shows a scanning electron micrograph of the device 
after mesa etch. The most critcial oxide is the In2O3 formed 
on the InGaAs layer. This oxide is known to be conductive, 
and thus would contribute to the surface leakage current 
of the detectors. Increasing the thickness of this oxide layer 

Surface Studies â€¢ 
ESCA 

InP 

ln(OH)3 
PO,  
InP 

InGaAs  

AS203 
ln(OH)3 
â€¢In203 
Ga 
GaAs  

" C o n d u c t i v e  

P h o t o d e t e c t o r  M e s a  S u r f a c e  
1 :1 :1  ( IN)K2Cr207:CH3COOH:HBr  

Fig.  6.  Scanning electron micrograph of  a typical  photodiode 
after mesa etch. The list of native oxides formed on the InGaAs 
and InP a f te r  e tch ing  in  1 :1 :1  (1N)K2CrzO7:CH3COOH:HBr  
was  de termined by  ESCA (e lec t ron  spec t roscopy  fo r  chemi  
cal analysis). 

by using an ozone stripper as a source of oxygen causes a 
further increase in dark current. Stripping this oxide in a 
wet etch can clean the mesa surface and leave a low-dark- 
current device that can then be passivated with a dielectric. 
An H2SO4-based etch is another way to remove the In2O3 
from the mesa surface, leaving an arsenic-rich surface.6 
This cleanup etch is a good way to prepare the device for 
regrowth or dielectic application. These ozone-treated de 
vices perform well under high-temperature operating life 
conditions. Devices are placed at an elevated temperature, 
175Â°C, and under operating bias, â€”5V. This accelerates 
failures and allows the calibration and extrapolation of an 
instrument ambient lifetime for the devices. Lifetimes of 
1 x 106 hours or 114 years at 5 5Â°C have been found for these 
ozone treated chips. This again points to passivation as a 
key to low dark currents and highly reliable devices. 

Group-V Element  Passivat ion 
OMVPE regrowth is a method of covering the exposed 

InGaAs pn junction, thus suppressing or avoiding the 
'dsuRFACE term in the dark current expression. Two re- 
growths will be examined. Fig. 7 shows a mesa before and 

i nP :Zn  
InGaAs  

l nP :S  Subs t ra te  

I n P ( n - )  

I n P  B u f f e r  

PIN Mesa M e s a  +  R e g r o w t h  

F i g .  7 .  O M V P E  r e g r o w t h  o f  I n P  
(n -  )  over  an etched mesa.  (Lef t )  
Before regrowth.  (Right )  Af ter  re-  
growth. 
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after regrowth. Here, a 500A layer of InP is grown over the 
standard pin etched mesa. The InP is nominally undoped, 
but is actually slightly n-type (1 x 1015/cm3). This n region 
will place the pn junction in the InP instead of the InGaAs, 
creating a more stable surface to reduce the surface leakage. 
The coverage is, however, incomplete. The device fabrica 
tion continues, adding backside metallization and frontside 
ohmic contacts on top of the mesa structure. The devices 
formed exhibited high dark currents, on the order of several 
hundred nanoamperes. 

Fig. 8 shows an InP:Zn layer grown over an etched In 
GaAs mesa forming the p layer of the pin structure. The 
conformal p layer forces the pn junction to be buried in 
the bulk of the mesa leaving only InP exposed. This l-/xm 
p layer is, again, not continuous and thus leaves some areas 
of exposed InGaAs. A second etch is performed to etch 
away the newly grown p region between devices to separate 
them electrically. Again, backside and frontside ohmic con 
tacts are deposited to allow electrical probing and testing 
of the devices. These devices were leaky, having dark cur 
rents of several hundred nanoamperes at - 5V. 

Two reasons for the high dark current are the incomplete 
coverage of the mesa surface and uncontrolled surface con 
ditions before reentry into the OMVPE growth tube. The 
surface needs careful attention such as immediate etching 
and oxide removal before entering the chamber for re- 
growth. This processing was not possible because process 
ing and regrowth were done at separate facilities. It is in 
teresting that the incomplete coverage occurs in the same 
regions on both wafers and appears connected to the crystal 
orientation. The sides parallel to the major flat of the wafer, 
the [Oil] crystal direction, are completely covered. The 
sides perpendicular to the flat, [Oil], are not (see Fig. 9). 
It can be speculated that the different crystal planes prefer 
entially form different native oxides, and that some oxides 
are less conducive to regrowth of InP material. Leaving 
exposed planes of In2O3 would result in high-dark-current 
devices.7 

Another way of placing the V element of the III-V com 
pound semiconductor on the exposed InGaAs mesa walls 
is by arsenic evaporation. Samples are prepared through 
mesa etch and placed in a special evaporation chamber for 

Incomplete 
Coverage 

Major Flat 
" of Wafer 

Fig .  9 .  Incomple te  coverage o f  regrown InP a long the  [011]  
direction. 

a thin (<100A) coating of arsenic. Careful handling of the 
source material and wafers is necessary because of the tox- 
icity of arsenic. The wafers are subsequently coated with 
polyimide, an insulating material, and follow standard pro 
cessing. The devices did exhibit low dark currents, a few 
nanoamperes, at -5V. One adverse effect of this process 
is a dark current variation over time. Variations of about 
two nanoamperes on a dark current of the same magnitude 
occur over time in an irregular fashion. This dark current 
variation contributes to noise in the lightwave receivers, 
and therefore these devices are not usable for instrument 
applications. 

Dielectric Passivation 
Dielectric coatings provide the third major method of 

passivating mesa devices. They are widely used and in 
volve simple process techniques. Dielectrics that have been 
evaluated include: silicon monoxide, silicon dioxides, sili 
con nitrides, spin-on glasses, sodium hydroxide, and polyi- 
mides. Fig. 10 shows three such coatings. The left micro 
graph shows a mesa device after a typical SiO or SiO2 
dielectric deposition. SiO is deposited by thermal evapora 
tion of a solid source. SiO2 is deposited by chemical vapor 

BJBBBB 
B M H B B I ^ ^ ^ ^ ^ ^ "  

Mesa Mesa  +  Regrowth  

Fig. 8. OMVPE regrowth of lnP:Zn 
ove r  an  I nGaAs  mesa .  ( Le f t )  Be  
f o r e  r e g r o w t h .  ( R i g h t )  A f t e r  r e -  
growth. 
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Fig.  and Dielectr ic passivat ions.  (Lett )  SiO/SiO2:P. (Center and Right)  Spin-on Si02. 

. 

Â« 

Fig .  11 .  NaOH pass iva t ion .  

deposition (CVD). As shown in this photograph, the coating 
does not completely cover the mesa walls. These dielectric 
coatings have not yielded low-dark-current devices. One 
dielectric passivation attempts to incorporate the insulat 
ing dielectric with the V element passivation discussed 
earlier. This is a plasma CVD SiOz deposition with the 
inclusion of phosphorus in the form of phosphine gas. The 
coating did not result in complete sidewall coverage, and 
the devices had high dark currents. 

Silicon nitride does provide a very good conformal coat 
ing of the mesa walls. It is deposited by PECVD. Gaseous 
mixtures of silane (SiH4), ammonia (NH3], and nitrogen 
(N2) fill a chamber and a plasma is ignited. The index of 

refraction of the mixture can be adjusted by controlling the 
relative amounts of silicon and nitrogen in the mixture. 
The nitride can have the dual purpose of passivating and 
serving as the device antireflection coating. Various 
stoichiometries of SixNy were used as passivation. Al 
though low-dark-current devices were produced, they were 
not consistently obtained. 

Another type of silicon-based passivation is spin-on glass 
es. These coatings have the benefit of being easily doped 
with a variety of elements. They are also easy to process. 
The coating is dispensed and spun on like a conventional 
photoresist. It is then cured in a furnace to form a hard 
glass coating. Silicon-based liquids doped with the V ele 
ments arsenic and phosphorus were obtained as well as 
coatings with iron. Iron is added to InP as a dopant to 
create semi-insulating InP. The idea is to form an insulating 
layer at the mesa walls that will not be conducive to surface 
currents. Fig. 10 shows the results of two of these spin-on 
glasses. The center photograph is SiO2:Fe. After curing, the 
coating is porous. The right photograph shows SiO2:P. 
Here, the coating pulled away from the sidewalls and 
cracked. These coatings leave gaps through which water 
vapor and other substances can come into contact with the 
InGaAs active layer. This will lead to reliability problems 
over time. For this reason, and because of high dark cur 
rents, these spin-on coatings are unacceptable. 

Lowering surface recombination rates of carriers at the 
mesa surface is a way of lowering device dark current. 
NaOH and KOH are said to have the effect of lowering 
surface recombination velocities in InGaAs.8 A wafer pro 
cessed through mesa etch is placed in a beaker of concen 
trated NaOH. The result is a very crystalline covering of 
NaOH over the wafer surface(see Fig. 11). This does not 

Ammonia  P lasma 
and SLNU 

Polyimide 

Fig.  12.  (Lef t )  Ammonia pret reat -  
ment followed by SixNy deposition. 
The bumpy InP sur face Is  caused 
by  res idua l  In .  (R igh t )  Po ly im ide  
pass/vat/on. 
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provide a continuous covering of the mesa and is difficult 
to probe through to test device characteristics. This idea 
did not provide a practical or usable fabrication process. 

Proper surface preparation coupled with a conformal 
mesa covering is the best way to achieve and maintain 
low-dark-current devices. One approach to achieving this 
involves using the ammonia gas present in the silicon ni 
tride system as a pretreatment to the normal silicon nitride 
deposition. This in-situ process is performed without 
breaking vacuum, thereby maintaining a clean and con 
trolled environment.9 The ammonia plasma is meant to 
stabilize the mesa surface. The SixNy is then deposited over 
that surface, sealing in the clean low-surface-current active 
layer. Fig. 12 shows a scanning electron micrograph view 
of part of the mesa area (magnified >10,000 times). The 
InP surfaces are bumpy while the InGaAs surface remains 
smooth. The ammonia plasma has knocked off the lighter 
phosphorous atoms (atomic weight 30.97) leaving behind 
a surface of In (atomic weight 114.82) bumps. This has 
been confirmed by electron dispersive x-ray spectroscopy 
(EDS) of the surface composition performed with the scan 
ning electron microscope. The SixNy film is then deposited 
covering the mesa and its bumpy surface. These devices 
did not have dark currents that met specification. The 
center of the ring where the fiber makes contact is also 
bumpy, leaving in doubt the optical reflection specification 
of less than 2%. 

The present detector process uses a wet chemical etch 
followed by a double-layer passivation of polyimide cured 
at a low temperature (see Fig. 12). 10 The polyamic acid 
cures by driving out solvents and water vapor to provide 
a cured polyimide of about 2 fj,m per layer. It is important 
that the polyimide form a good seal around the mesa, be 
curable at low temperatures, and planarize, providing a 
surface upon which to plate the device bond pad. 

Double-layer coatings provide increased planarity. Other 
parameters affecting polyimide planarity include viscosity 
and the amount of dissolved solids. Fig. 13 shows how 
planarity of a coating is examined. The device mesa is 
typically 3 to 4 /am high. This coating must cover and seal 
the mesa, planarize enough to accommodate the device 
bond pad, and be capable of being dry etched to create a 
via-hole connection of plated metal to the p-side ohmic 
contact. The polyimide must also be cleared completely 
from inside the ring contact to expose the antireflection 
coating. 

Low-temperature processing must ensure a cured coating 
for rugged, reliable devices. The tall mesa requires a thick 
coating (4 Â¿im) and requires cutting a deep hole through 

P o l y i m i d e  

Mesa â€¢mas, 

%  P l a n a r i t y  =  1    x  1 0 0 %  

Die lec t r i c  

SiO 
SiO2:PCVD 
SÂ¡*Ny 
SiO2:Fe 
Si02:P 
NaOH 
Ammonia CVD 
Polymide 

Results 

Poor Coverage, High ld 
Poor Coverage, High ld 
Good Coverage, High ld 
Porous, High ld 
Cracking, High ld 
Crystalline, High ld 
Bumpy InP surface, High ld 
Good Coverage, Low ld 

Fig.  14.  Die lect r ic  Pass ivat ion Summary 

the polyimide. This is done using an oxygen plasma and 
reactive ion etching (WE). The RIE cuts a deep hole with 
vertical walls (see Fig. 12). To plate the bond pad, metal 
must plate up through this hole as well as on top of the 
polyimide. This requires a base coating of metal covering 
all sides of the deep via hole. A special low-power, low- 
temperature sputter process is used to do this. 

The low-curing, planar polyimide coating provides good 
mesa coverage and yields low-dark-current devices. 25-/nm- 
diameter devices with dark currents of 1 nA (5 x 10~5 
A/cm2) at - 5V have been fabricated. Typical dark currents 
are 1 to 5 nA at â€”5V. Devices are found to have 55Â°C 
instrument ambient lifetimes of 3 . 5 x 1 05 hours or 40 years . 

Fig. 14 summarizes the dielectrics used for passivation. 
It includes the present polymide process. 

A photograph of the completed photodetector chip can 
be seen in Fig. 15. This chip contains five 25-/xm-diameter 
devices. These devices operate beyond 22 GHz.11 Detectors 
of several different sizes for a variety of applications have 
been designed and fabricated. 

HP Lightwave Products 
Currently three different photodetector chips are used 

in HP products. One family of such products includes the 
HP 8 702 A Lightwave Component Analyzer and the HP 
83400 series of lightwave sources and receivers (Fig. 
16j 12,13 Tne 3_cHz ancj s_GHz lightwave receivers contain 
photodetectors designed especially for these applications. 

The PD25 chip from Fig. 15 is used in the HP 71400A 
Lightwave Signal Analyzer (see Fig. 17). This system has 

Fig.  13.  Po ly imide p lanar i ty .  F ig .  15 .  PD25 photodetec tor  ch ip .  
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F i g .  1 6 .  H P  8 7 0 2  A  L i g h t w a v e  
Component  Analyzer  system. 

F ig .  17 .  HP 71400A L igh twave S igna l  Ana lyzer .  

a receiver bandwidth of 100 kHz to 22 GHz and a sensitivity 
of -60 dBm (optical). This system can be used for laser, 
modulator, and transmitter characterization, and is cali 
brated so that it can be used as a reference receiver for 
lightwave detector and receiver testing. 
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Providing Programmers with a Driver 
Debug Technique 
Symbol ic  debugg ing is  d i f f i cu l t  fo r  p rogrammers  who are  
deve lop ing dr ivers  to  run under  the HP-UX operat ing 
system but do not have HP-UX source l icenses. A technique 
is  descr ibed to  use avai lab le compi ler  in format ion to  
p rov ide  access  to  cer ta in  HP-UX debug records .  

by Eve M.  Tanner  

SOFTWARE DEVELOPMENT PROCEEDS most effi 
ciently when programmers can request information 
on memory locations by typing in an ASCII name 

(symbol) rather than the address (hexadecimal/octal/deci- 
mal) of code being debugged. Symbolic debugging has revo 
lutionized code development, placing the burden of nu 
meric translation on the computer, allowing programmers 
to concentrate on the higher-level design issues of their 
code. 

Running a symbolic debugger with code requires that 
the program source code first be compiled with a debug 
option. The compiler builds numerous useful information 
records into the compiled code, which, upon request by 
the programmer, are later used by a symbolic debugger to 
display lines of source code and values of data structures. 
Two important facts regarding compiler action are that 
debug information can be generated only for source code, 
not for the executable object code, and that HP-UX compil 
ers currently generate debug information only on unop- 
timized source code â€” the compiler's optimizer cannot be 
invoked in the same compile time. 

Programmers who are developing drivers to run under 
HP's HP-UX operating system need to include their code 
with the HP-UX code, and the two programs need to be 
debugged together. What happens when programmers do 
not own the HP-UX source code? The driver developer 
loses the ability to display HP-UX source code and data 
structures. Not owning source code is not an unusual occur 
rence, especially when dealing with operating system code, 
which tends to be very large and costly. Additionally, object 
code for operating systems tends to be optimized for system 
performance reasons. When only optimized HP-UX object 
code is available, the programmer's most potent weapon 
in the "debugging war zone," symbolic debugging of source 
code and data, is severely impaired, because the operating 
system code and data cannot be displayed. 

Programmers in this situation needed to be supported in 
their efforts to develop drivers under HP-UX. Given that 
operating system code will not become generally available, 
and given that programmers will continue to demand sym 
bolic debugging tools, a search was instituted to find a 
sensible solution to the problem. "Sensible" implies using 
information already available and making changes to files 
in a way that is transparent to the programmer and requires 

no changes to the debugging process. 
The technique developed as a solution is based on the 

fact that kernel data structures are a primary point of in 
teraction between drivers and the operating system. While 
the technique does not allow source code to be displayed, 
symbolic display of HP-UX data structures is restored to 
the driver developers. 

The technical problem was to find a technique to strip 
data records from an unoptimized HP-UX kernel and insert 
them into users' programs that contain user source code 
and optimized HP-UX object code, all the while maintain 
ing a valid file that appears untouched to the programmer. 

This article describes the internal HP technology under 
lying this method. It is not intended as a description of 
any HP product. 

Optimal  Dr iver  Development  
Driver writers have special programming tool needs. 

They are inserting their own code into one of the lower 
layers of operating system code. In the case of HP-UX, 
driver modules reside between operating system kernel 
code and the hardware. Fig. 1 shows the position of device 
drivers in HP-UX. 

Programmers who are debugging driver code need to test 
their driver routines with the kernel code, looking for any 

Fig.  1.  Posi t ion of  dr ivers in HP-UX. 
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effects their code might have on the operating system code, 
and vice versa. They need to examine the contents of data 
structures in any code for which they have the source. To 
do this, they need to have access to the HP-UX operating 
system source modules. 

For symbolic debugging, the programmer submits the 
driver code and HP-UX code to the compiler, invoking the 
compiler with the debug option, which instructs it to add 
debug information into the final compiled object module. 
A symbolic debugger that knows how to access these spe 
cial records is then run on the compiled code. When the 
programmer requests information on the HP-UX symbol 
proc, for example, the symbolic debugger will make the link 
between the symbolic name and the memory location 
where the contents of proc are stored, and will display the 
value of proc. 

Part ial  Source Leads to Part ial  Debugging 
Driver writers who do not have the source code for HP- 

UX are handicapped by an incomplete process, as illus 
trated by the debugging scenario in Fig. 2. A few quick 
command lines at the terminal allow a compilation of all 
of the source modules into a single, debuggable file, but 
since this programmer does not have access to the source 
files for the operating system, the compiler can generate 
debug records only for the driver module, not for the operat 
ing system modules. When the programmer hands off the 
compiled file's name to the symbolic debugger and starts 
to dig into the driver code, the debug section at the end of 
the compiled module contains pointers to the addresses of 
the driver code and data structures only. Suppose that the 
program runs only a short time before hanging the system. 
Stepping methodically through the driver code up to the 
hangup point and displaying all of its symbols does not 

(Source 
Code)  

Compile  
(Debug) 

Symbolic 
Debugger  

Object  Module  

Executable  
Driver 
Code 

Executable  
HP-UX 
Code 

Debug 
Information 

for 
Driver 
Code  

Fig .  2 .  In fo rmat ion  f low in  the  symbol ic  debugg ing  process  
when HP-UX source code is  not  ava i lab le .  The programmer  
mus t  use  educa ted  guesses  o r  "mag ic "  to  f ind  many  bugs .  

find the bug. Perhaps a change in a certain little section of 
code will do the trick. This means shutting down the debug 
ger, rewriting some lines of driver code, recompiling the 
source, and restarting the debug process again. 

This is not a reasonable way to debug a program. It is 
not only a frustrating process, but also an expensive one 
in terms of resources, programmer time, and machine use. 
The programmer in Fig. 2 is wearing a wizard hat because 
some magic may help here. Important HP-UX data struc 
tures cannot be observed during driver debugging. The pro 
grammer cannot watch the interaction between the driver 
code and the operating system, so educated guesses must 
be substituted for on-line observations. The result is that 
many iterations of compilation and fixing errors must occur 
to get a driver program that works properly. "Working prop 
erly" means not only doing its appointed tasks, but refrain 
ing from creating havoc with the operating system. 

Str ip Out and Merge In 
The solution to this unappealing debugging scenario is 

to provide a method that strips HP-UX operating system 
data structure records out of the HP-UX source code com 
piled with the debug option and merges them into a pro 
grammer's source file that was compiled under HP-UX. 
The resulting object module must look as if the programmer 
had actually compiled the HP-UX source code with the 
driver code. It must be compiler correct, and be usable in 
any plausible programming situation. 

Implementing these concepts led to the development of 
two program files and one data file, as shown in Fig. 3. 
Strip Program. This program strips global data debug rec 
ords from HP-UX source compiled with the debug option 
(-g). This program is typically used on a one-time basis to 
create the strip file. The strip program is sometimes used 
by developers who have access to HP-UX source code but 
wish to do symbolic debugging in the most efficient man 
ner; another entire HP-UX kernel need not be loaded in, 
only the stripped-out debug records. 
Strip File. This file is created by the strip program. It con 
tains the global debug records needed for symbolic debug 
ging. Programmers submit this file to the merge program 
along with their own compiled driver code. 
Merge Program. Programmers use this code to merge any 
existing code and data debug records contained in their 
own driver source code with the HP-UX data debug records 
in the strip file. A merged file is created, which can then 
be submitted to a symbolic debugger that knows the struc 
ture of code compiled under HP-UX. 

Strip 
Program 

Merge  
Program 

Fig .  3 .  Us ing  ava i lab le  compi le r  in fo rmat ion ,  two programs 
and  a  da ta  f i l e  were  deve loped  to  p rov ide  use fu l  symbo l i c  
debugging capabi l i ty to dr iver wri ters who do not have HP-UX 
source l icenses. 
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HP-UX Object Module Structure 

The HP-UX ob jec t  module  can conta in  up to  f i ve  d is t inc t  sec  
tions (Fig. 1). Four sections â€” the header, tables and dictionaries, 
code, and data sections â€” are always present. The debug section 
is generated only upon request, through the sett ing of an optional 
f l a g  ( - g )  w h i c h  a s k s  t h e  c o m p i l e r  t o  b u i l d  t h e  d e b u g  s e c t i o n  
along wi th any accompanying dict ionary records and other point  
ers. 

Four sections of the HP-UX object f i le are of part icular interest 
in  th is  pro ject .  The header  sect ion,  the tab les and d ic t ionar ies,  
and  the  debug  sec t i on  con ta in  reco rds  tha t  requ i re  upda t i ng ,  
wh i le  the data  sect ion conta ins  the address in format ion,  wh ich 
must  be  dup l ica ted  in  the  newly  merged debug sec t ion .  

The header sect ion conta ins typ ica l  header in format ion,  such 
as pointers to dict ionar ies contain ing informat ion on the var ious 
sec t i ons  and  the i r  subsec t i ons  ( i n to  wh i ch  each  sec t i on  i s  d i  
v ided) .  I t  a lso conta ins the length of  the ent i re  compi led ob ject  
module. 

The tab les  and d ic t ionar ies  conta in  a  myr iad o f  po in ters  and 
lengths that  must  be updated when merging the debug sect ions 
o f  t h e  i s  f i l e  a n d  t h e  d e v e l o p e r ' s  d r i v e r .  I n c l u d e d  h e r e  i s  
the symbol  d ic t ionary,  which conta ins in format ion on each code 
or data symbol that is def ined or referenced in the compi led f i le.  
Among other informat ion,  each symbol record contains a pointer 
t o  t h e  s e c t i o n  ( c o d e  o r  d a t a )  w h e r e  t h e  s y m b o l  i s  d e f i n e d  o r  
re ferenced.  A lso inc luded here are the s tar t  po in ts  and lengths 
o f  the  debug  sec t ion  and  i t s  subsec t ions  and  po in te rs  to  the i r  
ASCII  names. 

T h e  d e b u g  s e c t i o n  i s  b u i l t  b y  t h e  c o m p i l e r  w h e n  a  d e b u g  
request f lag is set at compile t ime. This sect ion is pr imari ly used 
by  a  symbo l i c  debugge r  t o  r econs t ruc t  i n f o rma t i on  abou t  t he  
program. I t  contains al l  pointers needed to d isplay var ious code 
and data in format ion.  Symbol ic  debuggers reconst ruct  program 
informat ion by forming three important  l inks:  

Cannot  Assume Order  

Fig.  1 .  HP-UX object  module structure.  

â€¢ The l ink between the debug sect ion 's symbol ic  data names 
and thei r  addresses in  the data sect ion.  

â€¢ The l ink  between the debug sect ion 's  procedure and labe l  
names and the code sect ion.  

â€¢ The l ink  between the debug sect ion 's  source l ine numbers 
and addresses in  the code sect ion.  

The  t echn ique  desc r i bed  i n  t he  accompany ing  a r t i c l e  i s  on l y  
concerned wi th reconstruct ing the f i rs t  of  these three l inks.  

As of this wri t ing, only two major sect ions of an object module 
compi led under HP-UX are locat ion dependent .  The header sec 
t ion is a lways f i rst  and the debug sect ion is a lways last  (when i t  
is present). The locations of all other portions of the object module 
a r e  s e t  a t  c o m p i l e  t i m e ,  a n d  c a n  b e  t r a c e d  b y  s t u d y i n g  t h e  
header sect ion. 

Improved Driver  Debugging 
Using the strip file and the merge program described 

above, driver writers can debug their driver code using 
symbolic names for HP-UX global data structures. The de 
bugging scenario now proceeds as follows. 

The programmer compiles the driver source under HP- 
UX and is ready to begin debugging. Typing the Â«emerge 
program> <stripfile> <driver name> command line at the termi 
nal produces a merged file. The symbolic debugger is in 
voked, with the merged file name in the command line 
along with any desired option flags. Symbolic debugging 
can now begin. 

The strip and merge process does not restore all of the 
debugging possibilities that are lost when access to the 
HP-UX source code is not available. The only debug infor 
mation restored is for what is known as global data. Thus, 
information can be retrieved for static variables and con 
stants â€” data that never changes memory location. Debug 
information for local data is not involved in the strip and 
merge process, since local (dynamic) data can change mem 
ory locations. Also, source line information, which is also 
a typical compiler output, is not retrieved in the strip and 
merge process. Providing source line debugging, a common 
method in which the programmer can view lines of code 
as they appear in an ASCII code listing, was not included 
in the scope of this effort. 

Challenges 
As the name of the strip and merge process indicates, 

the HP-UX operating system debug records cannot be sim 
ply appended to the compiled driver code module. The 
challenge here was to be a good detective and find all of 
the lengths and pointers that needed updating. The act of 
appending or updating data in one section sometimes af 
fects file areas considered safe from change. 

The box above describes the structure of a file compiled 
under HP-UX, including the links between the debug infor 
mation and the rest of the file. 

Different  HP-UX Versions 
Disaster will strike the programmer who tries to merge 

debug records of one HP-UX version with an HP-UX file 
of another version. Code changes between the two versions 
may result in different data records in the debug sections 
of the two HP-UX files. Matching data tables in the debug 
sections are essential to the success of this technique. 

For this reason, version checking became one of the first 
processing tasks of the merge program. It was decided that 
the product number would not be changing within an HP-UX 
version. The merge program ensures matching HP-UX ver 
sions by identifying the HP-UX what strings in each of the 
two files, comparing the product number and version infor 
mation in each string. 
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Identifying Useful HP-UX 
Debug Records 

The s t r ip  and merge process descr ibed in  the accompany ing 
ar t ic le  dea ls  on ly  wi th  res tor ing g loba l  data  in format ion to  sym 
b o l i c  v i e w  I t  i s  n o t  i n v o l v e d  i n  p r o v i d i n g  t h e  a b i l i t y  t o  v i e w  
l ines of  source code or  local  data st ructures.  

Any information that can be used to reconstruct a source l ist ing 
comple te  w i th  labe led procedures  and ent ry  po in ts  may not  be  
lega l l y  shared  w i th  nonpurchasers  o f  HP-UX source  l i censes .  
S imply  put ,  any debug records that  po in t  in to  the code sect ion  
may not  be shared.  

Carefu l  examinat ion o f  the ob jec t  module 's  debug sect ion re  
vea ls  th ree usefu l  types o f  in fo rmat ion  fo r  use in  the  s t r ip  and 
merge process.  Fig.  1 shows the contents of  the debug sect ion,  
wh ich  i s  loca ted  a t  the  end  o f  the  compi led  f i l e .  The  sec t ion 's  
records are phys ica l ly  par t i t ioned in to  f ive subsect ions by type 
of information. 

The th ree  as ter isks  ind ica te  debug subsect ions  tha t  conta in  
legal and useful information for retr ieving global data names and 
values. The header subsection contains pointers to the remaining 
subsec t ions .  The  g loba l  da ta  subsec t ion  con ta ins  in fo rmat ion  
about  g loba l  da ta ,  and  thus  i s  l im i ted  to  var iab les ,  t ypes ,  and  
cons tan ts .  The ASCI I  names sec t ion  conta ins  the  ASCI I  s t r ing  
names of  the g lobal  data i tems.  

The loca l  da ta  records  conta in  in format ion  about  loca l  da ta ,  
such  as  en t r y  po in t  names  and  p rocedure  names .  The  sou rce  
l ine records contain informat ion re lat ing source ( l is t ing)  l ines to 
code  addresses  (code  sec t ion ) .  Th is  i s  the  l i nk ing  tha t  a l lows  
reconstruct ion of  the object  code to a typical  source l is t ing,  and 
is not  part  of  the ef for t  descr ibed in th is ar t ic le.  

Header Information* 

Global  Data  Records'  

Local  Data Records 

Source Line Records 

A S C I I  N a m e s '  

Fig.  1  .  Debug sect ion o f  an HP-UX object  module.  

Different  Types of  User Fi les 
We were aware of the possibility that programmers might 

try to merge three different types of driver code modules 
with the strip file. Their driver modules might contain 
varied amounts of debug information records, such as: 
â€¢ No debug information at all 
â€¢ Debug records for only the driver code under develop 

ment 
â€¢ Debug records (a complete or partial set) for the HP-UX 

code. 
In the first instance, the programmer did not invoke the 

debug option when compiling the driver code. This might 
seem unlikely, but it is a possibility that the merge program 
must and does handle. In this case, the merge program can 
begin in a simple way. appending the HP-UX data debug 
records to the end of the programmer's compiled file. A 
complicated cut-and-paste job must follow, however. As 
the box on the left shows, each distinct section (tvpe of 
information) in the compiled file must have its accompany 
ing pointers and lengths. When a compiler builds a section 
of information into a file, it also generates many pointers 
to the information. Each major section of the file has its 
own dictionary records, which include things like its 
length, pointers to its start, its ASCII string names, and so 
on. Since the merge program is now acting like a compiler, 
whenever it adds a new section of information to the file, 
it must also build all of the necessary new dictionary rec 
ords, placing them correctly in the file. For example, dic 
tionary records for the debug section and its subsections 
must be built and added into the tables and dictionaries 
section. ASCII strings for the new debug section and sub 
section names must be added into a strings table. Pointers 
and lengths of new and updated records must be added 
into the header section. If the cut-and-paste operation dis 
turbs pointers to existing pointers and lengths, they need 
to be fixed. 

The second possibility above, debug records for only the 
driver code, is probably the typical use of this process. The 
programmer compiled the driver source code along with 
the HP-UX object code, requesting that the compiler build 
debug records for all source modules. 

The third possibility, an unknown amount of HP-UX 
debug records, is not a predicted use of this product, but 
it is a possible scenario that the merge program does handle. 
In this case, the programmer had source code for the driver 
and some (or possibly all) source code for the HP-UX 
operating system. The compiler was invoked with the 
debug request, and the resulting compiled module has a 
complete set of driver debug information and a set (the 
extent of its completeness is unknown) of HP-UX debug 
information records. 

In the second and third cases above, the merge program 
merges the global information contained in the strip file 
into the debug section of the user's compiled file. The 
debug section of the file is changed, not newly created as 
for the first case. New dictionary records do not have to 
be built, but the existing ones do have to be updated with 
their new start positions and lengths. As can be expected, 
any other section records whose pointers are disturbed by 
the expansion of the debug section must also be updated. 

Gett ing Those Tr icky Pointers 
In all of the above cases, the most interesting pointers 

to update are the pointers to the absolute addresses in the 
data section for each global data item in the HP-UX debug 
section. Fig. 4 shows these critical pointers. 

Envisioning the compiled object file as a book, one can 
think of the symbol dictionary as the index of the book. It 
contains the pointers into the code and data sections for 
each code and data symbol in the compiled code. When a 
debug section exists, it too contains pointers to the code 
and data sections, so there is a second index. Recall that 
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Fig.  4 .  Restor ing pointers in to the data sect ion.  

while the strip and merge process builds a new debug 
section for global data, the symbol dictionary entries for 
that global data already exist. Recall also that the newly 
added debug entries contain pointers to the data section 
of a different HP-UX file, the strip file. These pointers are 
now invalid. It is imperative that the newly added debug 
entries point to the same addresses in the data section as 
do the existing symbol dictionary entries. In other words, 
the two indexes (i.e., symbol dictionary and debug section) 
must have matching pointers to their shared index items. 

The merge program's critical task is to set up a giant 

processing loop to recreate the link between the current 
file's data section and the global HP-UX data debug records. 
The global data records are examined and, for each record 
that contains a constant or variable, the following process 
ing occurs: 

Retrieve the pointer to the ASCII name of the record. 
â€¢ Use this ASCII name to index into the symbol dictionary. 
â€¢ Retrieve the symbol's address into the data section and 

update the global data debug record to point to the new 
data section location. This updated pointer is shown in 
Fig. 4 (black arrow). 
The stdio function nlist.c is used to help make this link 

between the strip file's global data debug records, the sym 
bol dictionary, and the data section. The merge program 
passes the ASCII global data name to nlist.c, which returns 
a structure containing, among other things, the pointer to 
the data section. 

Conclusions 
The goal was to find and implement a technique that 

allows driver developers who do not have HP-UX source 
code to display global HP-UX data constants and variables 
symbolically while debugging their own driver code. 

The HP internal technique described here is one that has 
possibilities for other programming tasks. It points out the 
great amount of free information an HP-UX compiler gen 
erates, and provides a working example of how this infor 
mation can be used. 
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Solder Joint  Inspect ion Using Laser 
Doppler  Vibrometry 
Good solder joints can be distinguished from bad joints by 
their vibration spectra. Vibration frequencies for bad joints 
are consistent  for  a g iven lead type.  

by Catherine A.  Keely 

LIKE MOST ELECTRONICS COMPANIES, Hewlett- 
Packard has been striving to fit more functionality 
into smaller packages. To achieve this, many of HP's 

products now use surface mount technology (SMT) and 
other technologies in their printed circuit assembly produc 
tion. SMT involves the use of packages significantly smaller 
than standard through-hole packages. The package leads 
are soldered directly to pads on the surface of the board 
instead of passing through the board. SMT components 
have lead widths of 0.025 inch (0.625 mm) or less, with 
lead pitch double the lead width. As one can imagine, 
when a printed circuit board is packed with SMT compo 
nents, inspection of the solder joints by visual means be 
comes a difficult task. This is especially true with certain 
lead shapes, such as J leads, where most of the solder joint 
is under the component. Sophisticated electrical testers 
can catch many solder joint errors, such as shorts or solder 
bridges. They can sometimes find unsoldered lead prob 
lems, but frequently these faults go unnoticed because the 
tester forces mechanical contact between the lead and the 
pad, making the missing joint undetectable. 

To address this problem, the computer vision project of 
HP Laboratories has investigated alternative methods of 
inspecting SMT solder joints. The subject of this paper is 
one method that has proven successful at detecting one 
major joint error type: the unsoldered joint. The method, 
which does not actually involve computer vision although 
it is an optical method, is based on the vibration characteris 
tics of an unsoldered lead. The idea is that an unsoldered 
lead, when stimulated, will vibrate at its resonant frequen 
cies, which depend on its material and geometry. A sol 
dered lead, under the same stimulation, will have different 
vibrational characteristics because it has different geomet 
rical constraints. A laser Doppler vibrometer or velocimeter 
(LDV, see box, page 82) is used to measure the velocity of 
a vibrating lead, and as this paper describes, the peaks in 
the frequency spectrum of the vibration indicate whether 
the joint is soldered or not. 

The SMT Appl icat ion 
The most common surface mount components fall into 

three general categories (see Fig. 1 ) : J leads, which are found 
on PLCCs (plastic leaded chip carriers), gull wings, found 
on SOICs (small-outline integrated circuits) and PQFPs 
(plastic quad flat packs), and brick-shaped passive compo 
nents. The gull wings can be further broken down into 
different shape standards: narrow SOICs, wide SOICs, and 

fine-pitch PQFPs (0.025 in./0.625 mm pitch or less). The 
passives can also be broken down into the many available 
shapes and sizes, since the geometry determines the natural 
frequency, but this paper does not distinguish between the 
different passives. 

There are many common joint error types, including 
shorts or bridges, solder balls or splashes, cold joints, insuf 
ficient solder, excess solder, dewetting or wicking, nonwet- 
ting, and lifted leads. In the first five error types, some sort 
of joint is formed, so examining the vibration should only 
indicate that there is a joint. For the last three, which form 
a significant portion of the errors, there is no mechanical 
joint, and thus they are considered open or unsoldered 
joints for the purposes of vibration analysis. Cracked joints 
fall somewhere in between, depending on how freely the 
lead can vibrate. 

Before building the LDV system to measure the vibration, 
finite element models of the various leads were made and 
analyzed for their vibration characteristics. This was done 
to determine analytically the expected resonant frequen 
cies of soldered and unsoldered leads, to verify that the 
expected resonant frequencies for good and bad joints are 
distinct, and to make sure that the frequencies are in the 
range detectable by the proposed LDV setup, that is, below 
200 kHz. The results of the finite element analysis gave 
the following resonances under 100 kHz for unmounted 
leads: about 29 kHz for wide SOICs, 51 kHz for narrow 
SOICs, 14 kHz (first mode) and 40 kHz (second mode) for 
J leads (PLCCs), and 20 kHz for fine-pitch PQFPs.1 No mod 
eling was done for the leadless passive components. First- 
mode resonant frequencies of properly soldered leads are 
at least five times those of unsoldered leads, and are always 
above 85 kHz, with the specific frequencies depending on 
the lead type and thickness. The frequencies increase 
slowly as the lead thicknesses increase, with slopes of 50 
to 400 Hz//xm. These results indicate that in theory the 
vibration characteristics should distinguish soldered leads 
from unsoldered leads. 

To measure the vibration, the leads first have to be stimu 
lated to vibrate. This can be done in several ways, such as 
using an impulse force, shaking the board, or sweeping a 
stimulus frequency, but the method we implemented is an 
air jet (at a pressure of about 35 kPa or 5 psig) aimed near 
the joint, as shown in Fig. 2.2 The air jet is a source of 
acoustic white noise, which sets up resonance vibrations 
in the leads. It is simple and flexible, and it works. 

The LDV measuring beam is aimed at the lead shoulder 
(cont inued on page 83)  
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Laser Doppler Vibrometry 

L a s e r  D o p p l e r  v i b r o m e t r y  i s  a  w i d e l y  u s e d  n o n c o n t a c t  
technique for  measur ing veloc i ty  or  v ibrat ion.  I t  is  an extension 
of laser Doppler anemometry,  which was developed in the 1960s 
and 1970s for f luid f low measurements.1"3 It  is based on the fact 
t ha t  l i gh t  r e f l e c ted  f r om  a  mov ing  ob j ec t  w i l l  have  a  Dopp le r  
f requency  sh i f t  p ropor t iona l  to  the  ob jec t ' s  ve loc i t y .  The  laser  
Doppler vibrometer (LDV) system provides a means of measuring 
the f requency sh i f t  caused by the v ibra t ing ob ject .  Commerc ia l  
LDVs are avai lable,  but  because of  the bandwidth and f lex ib i l i ty  
requ i rements  o f  th is  feas ib i l i ty  invest igat ion,  a  lab system was 
built. 

F ig.  1 is  a schemat ic  d iagram of  the opt ics in the lab system. 
Lase r  l i gh t  w i th  f requency  f0  i s  i nc iden t  on  a  ta rge t ,  wh ich  i s  
moving in a sinusoidal fashion. The lead displacement x is given 
by: 

x = Csin(27Tfvt) 

and the lead veloci ty v is :  

v  =  x  =  2 i r fvCcos(27 i fv t ) ,  

where fv is the target vibrational frequency in hertz, Cisa constant 
representing the displacement ampli tude, and t is t ime. The laser 
l ight  E,  which has the form: 

E = Acos(27rf0t) ,  

whe re  A  i s  t he  amp l i t ude  and  f 0  i s  t he  f r equency  o f  t he  l ase r  
l i gh t ,  by  be  f requency  sh i f ted  a f te r  re f lec t ing  o f f  the  ta rge t  by  
an amount  

Af = 2vcos((W/X0. 

where <f> is the angle between the target velocity vector and the 
incident l ight direction, and \0 is the wavelength of the laser l ight. 

4-mW HeNe Laser  

Mirror 

f0  +  Af  
(Heterodyne) 

J-Lead, Vibration fv 

Fig.  1 .  Opt ics for  Laser Doppler  v ibrometry.  The di rect  laser 
l i gh t  i s  rep resen ted  by  so l id  b lack  l i nes  and  the  lase r  l i gh t  
re f l ec ted  f rom the  sub jec t  i s  rep resen ted  by  dashed  b lack  
lines. 

(Fo r  the  HeNe lase r  used ,  \0  =  632 .8  nm. )  Thus  the  re f l ec ted  
l ight Ev can be wri t ten as: 

Eu = Acos(27r( fo  +Af) t ) .  

To separate the f requency shi f t  f rom the inc ident  f requency,  the 
ref lected beam is  recombined wi th  a reference beam. The refer  
ence  beam is  a  beam f rom the  same laser  tha t  i s  sh i f ted  by  a  
known amount .  In  th is  case ,  the  sh i f t  i s  genera ted  by  a  Bragg 
cell,  or acoustooptic modulator. A Bragg cell is basically a section 
of  g lass wi th a acoust ic  wave t ravel ing through i t ,  generated by 
a piezoelectr ic crystal.  When l ight passes through the glass, part 
of it is diffracted at the acoustic wavefronts, which have a different 
refractive index. The l ight diffracted is essential ly Doppler shifted 
by the f requency of  the t rave l ing acoust ic  wave.  In  th is  appl ica 
t i on ,  t he  B ragg  ce l l  causes  a  sh i f t  o f  f b  =  80  MHz  in  the  l i gh t  
f requency,  so the reference beam Eb is  of  the form:  

fb)t), 

where B is  the ampl i tude of  the l ight .  When the reference beam 
is  a l igned  w i th  the  measur ing  beam,  the  two  beams in te r fe re .  
The combined in tens i ty  is  detec ted by  a  p in  d iode:  

l ( t )  =  (Eb  +  Ev )2  

/V 
2 =  - Â £ -  +  - - +  A B c o s ( 2 7 r ( f b - A f ) t )  

+  h igher - f requency  te rms.  

The f i rs t  two te rms are  dc  te rms and are  los t  in  the  detec tor  
ampl i f ier .  The th i rd  term is  the beat  f requency between the two 
beams. Further terms have a frequency of order f0 or higher and 
canno t  be  de tec ted .  The  sh i f t  f r equency  A f  can  be  ex t r ac ted  
f rom the  s igna l  by  send ing  i t  t o  a  f requency  demodu la to r  (FM 
rece iver ) ,  and tun ing  the  demodula tor  to  the  car r ie r  f requency  
fb.  The demodulator  output  wi l l  be proport ional  to the f requency 
shift signal which is proportional to the target velocity. This signal 
i s  then sent  to  a  spec t rum ana lyzer  so  the  v ib ra t ion  f requency  
con ten t  can  be  examined.  Ins tead  o f  f requency  demodu la t ion ,  
t h e  s i g n a l  c o u l d  b e  p h a s e  d e m o d u l a t e d ,  a n d  t h e n  t h e  o u t p u t  
would dc propor t ional  to  the target  d isp lacement  wi thout  the dc 
(or offset) terms. Either way, the frequency content is the same. 

The v ib ra t ion  f requenc ies  tha t  can  be  de tec ted  a re  most ly  a  
func t ion  o f  the  demodu la to r .  The  ve loc i t y  o f  the  ta rge t  causes  
the f requency sh i f t ,  o r  dev ia t ion ,  and the change in  ve loc i ty  a t  
the vibrat ion frequency causes a rate of change in the frequency 
shi f t .  In this appl icat ion, the vibrat ion is natural ,  so the vibrat ion 
f r e q u e n c y  a n d  t h e  r a t e  o f  c h a n g e  a r e  f u n c t i o n s  o f  t h e  l e a d  
geometry. This cannot be changed, but the velocity is determined 
by  the  v ib ra t i on  f requency  and  the  d i sp lacemen t ,  and  the  d i s  
placement can be changed by l imit ing the forcing funct ion, which 
in this case is an air jet, as explained in the accompanying article. 

T h e  d e m o d u l a t o r  u s e d  c a n  a n a l y z e  a n  8 0 - M H z  s i g n a l  w i t h  
frequency modulation rates fv of 20 Hz to 200 kHz and deviat ions 
Af  ( f requency shi f ts)  up to 400 kHz wi th 100-Hz resolut ion.  This 
means  the  ta rge t  v i b ra t i on  f requenc ies  can  be  up  to  200  kHz  
and the veloci ty can be such that the deviat ion is up to 400 kHz. 
In  pract ice,  the demodulator  dev ia t ion range is  set  for  up to  40 
kHz of frequency shift  Af and the resolut ion is 10 Hz. This sett ing 
corresponds to a target velocity x range of 3.2 ju.m/s to 12 mm/s. 
Th i s  co r responds  to  a  d i sp lacemen t  C  range  o f ,  f o r  examp le ,  
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0.02 nm to 80 nm i f  fv  is  25 kHz. 
A l imit  on the system performance is the power of the detected 

s i g n a l ,  o r  t h e  a m p l i t u d e s  A  a n d  B  o f  t h e  l i g h t  w a v e s .  T h i s  i s  
p r imar i l y  de te rmined by  the  amount  o f  l i gh t  re f lec ted  f rom the  
target ,  but  is  a lso af fected by the sensi t iv i ty  of  the detector ,  the 
ampl i f i e r ,  and  the  s igna l  leve l  requ i red  by  the  demodu la to r  To  
g e t  a  g o o d  s i g n a l ,  t h e  m e a s u r i n g  b e a m  m u s t  b e  a i m e d  a t  a  
surface that  wi l l  ref lect  l ight  back into the system. 

References  1  to  3  p rov ide  more  de ta i l s  on  laser  Dopp le r  v i -  
brometry.  

1  .  N  . A .  H a l l i w e t t  a n d  R .  J o n e s .  V i b r a t i o n  M e a s u r e m e n t  U s i n g  L a s e r  T e c h n o l o g y .  C o u r s e  
N o t e s ,  S P I E / E S D  C o n f e r e n c e .  D e a r t x x n ,  M i c h i g a n .  J u n e  1 9 8 8  
2  P .  C i e l o .  O p t i c a l  T e c h n i q u e s  f o r  I n d u s t r i a l  I n s p e c t i o n ,  A c a d e m i c  P r e s s .  1 9 8 8  
3  B . M  W a t r a s i e w i c z  a n d  M . J . R u d d .  L a s e r  D c p p t e r  M e a s u r e m e n t s .  B u t t e r w o r t h s  L t d  . ,  
1 9 7 6  

because this area provides the best light reflection and is 
easily accessible on all lead types (except the passives 
which have no shoulder). The shoulder deflection during 
vibration is more than sufficient to generate a detectable 
Doppler shift. For the passives, the beam is aimed at any 
point that reflects well near the end of the component. 

As the lab system is presently set up, one lead is mea 
sured at a time, and then the printed circuit board is moved 
by an x-y table to access another lead. The time required 
to make each measurement is very short, depending primar 
ily on the filter bandwidth and the averaging necessary to 
reduce the noise. Methods of automating the system to 
access leads quickly are being explored to increase the 
overall speed of the system. 

Measurement  Resul ts  
The results of the vibration measurements are in the form 

of vibration frequency spectrum plots. As explained earlier, 
the frequency peaks in the vibration spectra should (accord 
ing to theory) be indicative of the state of the solder joint. 
The theory predicts specific frequencies related to the lead 
geometry and boundary conditions (i.e., soldered or unsol 
dered). In practice, other frequencies may be present be 
cause of the complete component geometry, but these are 
in addition to the lead vibration frequencies. The frequen 
cies of the soldered lead are in general too high to be de 
tected. The practical limit is about 100 kHz because of the 
small deflection and the amount of noise, even though in 
principle the system limit is 200 kHz. 

Fig. 3 shows typical vibration spectra for unsoldered 
leads (e.g. no solder, solder wicked, etc.) and soldered leads 
for the five component types. Each plot contains a trace 
for the unsoldered lead and a trace for a nearby soldered 
lead on the same component, so the differences between 
the traces can be easily compared. For most components, 
the spectra for good, soldered joints are fairly flat unless 

L D V  
O p t i c s  ' >  

Laser  
Beam 

PIN Detec to r  
O u t p u t  

A i r  Je t  

J - L e a d e d  P L C C  
O n  B o a r d  

Fig. 1 .  The three general lead types considered in this study, 
( top)  J lead,  (middle)  Gul l  wing,  (bot tom) Passive.  

Fig. 2. Processing electronics for the laboratory laser Doppler 
v ibrometry system. 
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F i g .  3 .  V i b r a t i o n  s p e c t r a  f o r  u n  
so ldered and so ldered jo in ts ,  (a )  
Wide SOIC.  (b)  Narrow SOIC.  (c)  
PLCC. (d) PQFP. (e) Passive lead- 
less. 

there are many unsoldered leads so that the entire compo 
nent can vibrate. In these plots the good joints' spectra are 
indeed reasonably flat and the unsoldered leads' spectra 
have resonance peaks that stand out, making them easily 
detectable. 

Within a component type, the measured resonance fre 
quencies are very consistent as shown in Fig. 4 by the two 
overlaid spectra from the same lead type (J-lead, PLCC) but 
different components. As can be seen from the plots for 
the leaded components, the peaks correspond well to the 
natural frequencies predicted by the finite element analysis 
given above. 

The most important result is the distinction between 
soldered and unsoldered joints' vibration amplitudes at 
specific frequencies, depending on the lead type. The large 
difference in the vibration amplitudes at the resonance 
frequencies for good and bad joints allows this to be used 
as an inspection criterion. 

To quantify the difference in vibration, the signal-to- 
noise ratio can be used. The resonant-frequency response 
of an unsoldered lead is the signal and the response at that 
same frequency of a soldered lead is the noise. At a typical 
peak in the spectrum of a bad joint, this signal-to-noise 
ratio, or separation (readable from the plots), is about 20 
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F ig .  4 .  Two bad- jo in t  spec t ra  f rom d i f fe ren t  components  o f  
t h e  s a m e  t y p e  ( P L C C )  a r e  v e r y  s i m i l a r ,  s h o w i n g  t h a t  r e  
sponses are consis tent  for  a g iven lead type.  

to 40 dB with the resolution bandwidth of the spectrum 
analyzer set at 1 kHz. 

Conclusions 
The vibration spectrum of surface mount leads is indica 

tive of the state of the joint, that is, soldered or unsoldered. 
The use of the laser Doppler vibrometer to measure lead 
vibration after the solder process, followed by spectral 
analysis of the vibration, is a promising technique for de 
tecting unsoldered leads in surface mount solder joint in 
spection. With the feasibility of the technique proven, work 
is now being continued to develop and assess the practical 
ity of the system. 
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Correction 

I n  the  Augus t  1989  i ssue ,  the  cap t ion  o f  F ig .  5  on  page  89  i s  
incorrect .  The correct  capt ion is  as fo l lows: 

F ig .  5 .  S imp le  i nhe r i t ance ,  ob jecub  i nhe r i t s  me thod j  f r om 
objecLa. 
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A Model for HP-UX Shared Libraries Using 
Shared Memory on HP Precis ion 
Architecture Computers 
To meet the needs of the PORT/HP-UX product, a special 
model for shared l ibrar ies was developed and implemented 
on HP 9000 Ser ies 800 Computers.  

by Anastasia M. Martel l i  

CURRENTLY, WHEN AN HP-UX USER PROGRAM 
includes calls to a library, a copy of the library code 
is added to the executable file at link time. This 

means that each executable file that uses a routine has a 
copy of that routine on disk and in memory when it is 
running. This type of library technology is called archived 
libraries (Fig. la). 

Shared libraries allow multiple processes to share a 
single copy of library code. This is accomplished by loading 
shared library code into the system separately from any 
one program. When a program calls a routine in the shared 
library, it branches into and out of the shared library at 
run time (Fig. Ib). Thus an executable file that uses shared 
libraries does not hold library routines and initialized data. 
This results in smaller files and lower disk space require 
ments. Memory use may be reduced because only one copy 
of the library routines exists in memory. 

After investigation, the HP-UX product team proposed 
that shared libraries not be supported for Release 2.0. How 
ever, the PORT/HP-UX project was receiving strong user 
feedback to reduce the size of executable program files that 
use their emulation library. Therefore, a solution had to 
be provided. This paper describes a model that was de 
signed and implemented to help meet this customer need. 
No kernel support was necessary, but minor changes were 
made to the linker. 

Goals of  the Implementat ion 
Besides supplying the functionality required by the 

PORT/HP-UX product, there were two major design goals. 
The first was to avoid modification of the HP-UX core 
product, that is, the kernel, compilers, and linker, to sup 
port this model of shared libraries. The second was to avoid 
hard-coding the shared library text and data addresses. 
Hard-coding the addresses requires the user process to at 
tach shared library code and data at predetermined address 
es within their virtual address space, which is a well- 
known problem with some other UNIX implementations 
of shared libraries. 

'PORT/HP-UX (now renamed PORT/RX)  i s  a  so f tware  produc t  tha t  a ids  the  migra t ion  o f  
app l i ca t i ons  f rom the  HP 1000  Compu te r  w i th  the  RTE opera t i ng  sys tem to  the  HP-UX 
operat ing system on HP 9000 Ser ies 800 Computers .  The largest  par t  o f  PORT/HP-UX is  
an emulat ion l ibrary that  inc ludes most of  the system entry points avai lable in RTE. 
"UNIX is  a  reg is tered t rademark o f  AT&T in  the U.S.A.  and other  count r ies .  

Mapping the Shared Library 
The design of the shared library began with the decision 

of where in the process's address space the shared library 
would reside. A shared library consists of two parts: the 
text (or code) and the data. Although there is only one copy 
of the text for all processes that attach to the shared library, 
each process must have its own private copy of the data. 
Therefore, the text and data must be handled separately. 

Consider the HP-UX use of a process's address space on 
the HP 9000 Series 800 (Fig. 2). The address space of a 
process is divided into four areas. The first area is used for 
the text of the process. When there are multiple instances 
of the same program running, this text is shared across all 
instances, but the user process may not write to this area. 
The second quadrant is used for process private data, heap, 
and stack. The user process can write to this data area and 

User 

x = foo(a,b,c); 

foo(a,b,c) 

Archived Library 

Link Time 

(a) 

User Shared Library 

(b) 

Fig.  1  .  (a)  Current  l ibrary  use on HP-UX, (b)  Shared l ibrary 
use. 
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it can be dynamically expanded to a system-imposed limit. 
The kernel stack resides in the third area. This is the stack 
information of the process while it is executing in the kernel 
and the process is not allowed to write on it. The fourth 
area is used for things that may need to be accessible to 
all processes on the system. Besides some miscellaneous 
kernel information, this area includes shared memory seg 
ments created by user processes. The user can write to this 
area by creating and attaching a shared memory segment. 

At first glance, it may seem that the first area, which 
contains sharable text, would be a good place to put the 
shared library text. This is not the case, for two reasons. 
First, the user cannot place text in this area of the user 
process space except through the exec system call, which 
completely overlays what is already there; thus, the shared 
library text would be there, but the user code would have 
disappeared. Second, for architectural reasons the area that 
contains the shared library must be the same for all process 
es; thus, the user would have to keep track of two areas 
with the same short address â€” the one containing user text 
and the one containing the shared library text. Besides 
being very complex, this would also degrade performance. 

The only other area of the process's address space that 
a user shares with other processes is the fourth area. The 
user can set up a shared memory segment and any other 
process can attach to it as long as the proper key is provided. 
A shared library can be set up in a shared memory segment 
with a well-known key. 

Unlike text, each process has its own private copy of 
shared library data. Since a single set of shared library 
instructions must be able to access the data areas attached 
to multiple processes, some implementations have had to 
reserve specific portions of a process's virtual address space 
for shared library data areas, and the data of the shared 
library must be mapped to the same virtual address in each 

Quadrant 
0 

Quadrant 
1 

Quadrant 
>  2  

Quadrant 
3 

process that uses it. Additionally, that virtual address must 
be decided upon when the shared library is built. 

Our implementation takes advantage of a feature of HP 
Precision Architecture to get around the inflexibility and 
complexity of the method just described. HP Precision Ar 
chitecture instructions reference data relative to a register 
called the data pointer or dp. Using this feature, shared 
library data can reside at different addresses for each pro 
cess. During most of the life of a process the data pointer 
is the address of the first word of the user's data area. If 
the data pointer is changed to the address of the shared 
library data area when entering a shared library routine, 
the shared library can access its data. The data pointer 
must be changed back to the valid value for the user data 
when exiting the shared library. Any data that is not dp-rel 
ative (such as initialized pointers) must be fixed when the 
data is relocated in this way. This allows the data for the 
shared library to be placed anywhere the user has write 
access. This could be at the end of the process private data, 
or in a private shared memory segment. Since the total 
amount of shared memory in the system is limited, it is 
wasteful to use a shared memory segment for process pri 
vate data, so PORT/HP-UX chose to put the data at the end 
of the process private data. 

Since the data pointer is changed between the user code 
and the shared library code, the user process cannot access 
the data of the shared library and the shared library cannot 
access the data of the user process except through passing 
parameters and return values. 

Fig. 3 shows how the process's address space is used in 
this implementation of shared libraries. 

Loading and Attaching the Shared Library 
Theoretically, the shared library text only needs to be 

Shared Library Data 

Quadrant 
0 

Quadrant 
1 

Quadrant 
2 

Fig .  2 .  HP 9000 Ser ies  800 Computer  address  space use .  

Quadrant 
3 

Fig .  3 .  Address  space use in  th is  imp lementa t ion  o f  shared 
libraries. 
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loaded into the system once. Actually, it may either be 
loaded into the system before running any processes that 
need it, or it may be loaded when the first process attaches 
to it and unloaded when the last process detaches from it. 
While the second approach is more efficient in the use of 
shared memory, the first approach is less complex and 
more efficient from a performance standpoint. The PORT/ 
HP-UX project uses the first approach with their shared 
library, since an initialization process has to be executed 
before executing any other processes anyway. 

To load the shared library, a shared memory segment is 
created and attached to the process that is loading the li 
brary. The system call to attach the shared memory segment 
returns the address of the segment. Since the HP 9000 
Series 800 does not let the user specify the attach address 
of a shared memory segment, the shared library must be 
relinked at this point, specifying the shared memory attach 
address as the beginning of user text. Once the link is 
complete, the shared text is read into the shared memory 
segment and is scanned for the address of a single shared 
library entry point, which will be used later to branch into 
the shared library. Then, when a process starts up that 
attaches the shared library, it must attach to the shared 
memory segment. The shared library entry point may be 
stored in another shared memory segment, or each process 
may search for it when it attaches to the shared memory 
segment. 

Since a copy of shared library data is kept for each process 
that is attached to it, the data is mapped at each process 
start-up. A section of memory is allocated from the pro 
cess's heap and the shared library data is read into that 
area. The address of this allocated area is kept to be loaded 
into the data pointer when the shared library is entered, 
as discussed above, and fixups are performed on initialized 
global data. 

Call ing the Shared Library 
Once the shared library is attached, a process can call 

the routines that reside in it. Because the data pointer must 
be changed between the shared library and user code, and 
a special branch instruction must be made to branch be 
tween the separate areas described above, two types of 
stubs have been added to user and shared library code. A 
stub can be thought of as an interceptor of a subroutine call. 

Fig. 4 shows the flow of a shared library call. There is 
an assembly language branch stub for every routine in the 
shared library that may be called by code that resides out 
side the shared library. These stubs have the same names 
as the routines in the library and are linked with the user- 
supplied code. When a call to the shared library is made, 
the corresponding branch stub in the user's text area is 
entered. Satisfying the external reference to the shared li 
brary routine, this stub serves many purposes. It first saves 
the return pointer and the user data pointer on the stack. 
It then changes the data pointer to the area that was allo 
cated for the shared library data ar.ea. Finally, it performs 
a branch to the shared library entry point stub. Control 
never returns to the branch stub; rather, control returns 
directly to the return point stored on the stack through the 
shared library entry stub. 

The shared library is always entered via a single entry 
point â€” the shared library entry stub. Individual routines 
are then entered via a jump table which is indexed by a 
number passed to the library by the branch stub. Entering 
the library through this single stub requires that only one 
address in the shared library be known to the user process. 
If it were to enter at each routine, each process would have 
the additional overhead of setting up the address of each 
entry point. 

The exit to user code is also done through this entry 
point. In this way each routine in the shared library does 
riot have to be specially written to restore the data pointer 
and jump back into the user's text space via a long branch. 

Signals 
Signal handling was one of the most interesting issues 

in this design. A signal is a software interrupt sent to a 
process to inform it of a special situation or event. Processes 
that are expecting signals generally install signal handling 
routines which are invoked immediately upon receipt of 
the signal regardless of where the process is executing. 

A signal can be delivered to a process while it is executing 
in either user text or shared library text and a signal handler 
can reside in either the users' text space or the shared 
library. Because the state changes between the user code 
and the shared library code (namely the data pointer), spe 
cial signal handling code is added to this implementation 
of shared libraries. If a signal is received while the process 

User 

Quadrant 0 
(User Area) 

Shared Library 
Entry Stub Shared Library Code 

Quadrant 3 
(Shared Memory Area)  

F ig .  4 .  Con t ro l  f l ow  fo r  a  shared  
l ibrary call. 
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is executing in shared libran7 code and the user has previ 
ously set up a signal handler in the user code space, the 
data pointer must be set back to the user space data pointer 
while in the signal handler, and it must be set back to the 
data addresses of the shared library data on return from 
the signal handler. This implies that a state handling 
routine must get control of the process before and after the 
signal handler. 

This is accomplished by providing a modified version 
of the sigvector stub. Sigvector is the system call that is made 
to install user-defined signal handlers. In the core HP-UX 
product, the sigvector stub just invokes the system call, 
passing along the supplied address of the handler to be 
invoked for a particular signal. The modified sigvector stub 
passes the address of a state handling stub to the kernel 
instead. The address of the actual handler is stored in a 
table along with the data pointer that should be in effect 
for the handler. The other system call for installing signal 
handlers, signal, will work this way as well, since it is im 
plemented on top of sigvector. 

When the signal is delivered, the state handling stub is 
invoked to branch to the real handler with the correct data 
pointer. The state handling stub and the signal information 
table used for storing information about the real user han 
dlers must reside in user space. The reason for this is that 
being able to access a well-known data pointer is necessary 
for the state handling stub. Since receipt of a signal can 
occur at any time, it is difficult at best to tell what state 
the process was in at the time. The HP-UX linker sets a 
constant at link time, $global$, which is the first word in 
the data space. Since the shared library data space is meant 
to be dynamic but the user data space is not, the process 
can load the data pointer with the link-time value of $global$ 
and be pointing to the first word of the user's data. There 
fore, as soon as the state handling stub is entered, it saves 
the current data pointer onto the stack and loads dp with 

SglobalS. Then the information about the real signal handler 
is retrieved and dp is set to the correct value for the handler. 
The real signal handler can now be invoked. 

After handling the signal, the data pointer must be re 
stored to its value when the signal occurred. This can be 
done in this same state handling stub for handlers that 
reside in the user's text space. However, so that handlers 
in the shared library don't have to be specially written to 
do a long branch back to this stub, an additional stub is 
added to the shared library that restores the data pointer 
and returns to the kernel, which in turn restores control 
to the code stream that was executing when the signal 
occurred. The address of this stub is placed in the return 
pointer by the state handling stub before the handler is 
invoked. 

The modified sigvector stub resides in the shared library, 
so both the user text and the shared library text use the 
same entry to the sigvector system call. This implies that 
the shared library must find out from the user process what 
the addresses of the state handling stub and signal informa 
tion table are. This information is passed to the shared 
library when the process attaches to it. 

Fig. 5 shows the flow of control for handling a signal. 

S e t j m p  a n d  L o n g j m p  
Setjmp and longjmp are routines that save and restore the 

state of a process. Special versions of these routines must 
be provided with the shared library since they now must 
save and restore the data pointer as well. 

Limitat ions of the Model 
Two major limitations of this model are caused by chang 

ing the data pointer between user code and shared library 
code. First, this version of shared libraries is not portable 
to other architectures that do not access data indirectly 
through a data pointer, specifically the HP 9000 Series 300. 
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Secondly, it is not possible to share data between the 
shared library and the user code except through passed 
parameters and return values. The most well-known exam 
ple of data that is shared directly between user and library 
code on HP-UX is the variable errno. When an error occurs 
in a library routine or system call, errno is set to signify a 
specific error and â€” 1 is returned to the user. When the 
user is returned â€” 1, the value of errno is checked to deter 
mine the error. This behavior is not supported in this 
model. The PORT/HP-UX project did not need this type of 
data sharing in the general case, but since their code in 
cludes calls to the archived C library (a library that holds 
standard routines that are released with the core HP-UX 
product) that might also be made in the user's code, they 
ran into this problem. For their application this is solved 
by copying specific pieces of data from user space to shared 
library data space when the shared library is attached and 
placing the code from libe into their library so the user gets 
the same copy as the shared library. 

This model does not include the feature of calling a user 
routine from the shared library, since this feature was not 
required by the PORT/HP-UX project. 

Conclusions 
Once again, the goals for this project were to avoid hard- 

coding the text and data addresses of the shared library 
and to avoid modifying the HP-UX core product. Both of 
these goals were met with minor exceptions. First, the data 

address for the shared library can be different for each 
process that is attached to it. On the other hand, the text 
address of the shared library entry point is the same for 
every process. This was an acceptable solution since on 
the HP 9000 Series 800 all shared memory segments must 
be attached at the same address for all processes. 

The HP-UX linker needed to change to support the 
model. The HP-UX linker did not generate the loader fixup 
information that was necessary to fix the initialized global 
pointers when moving the data pointer. This functionality 
was already included in the MPE-XL version of the linker 
and was not difficult to add. 

There was a restricting software convention in the HP 
Precision Architecture control document that caused prob 
lems for this implementation. This convention was deemed 
unnecessary for the HP-UX product, and the code genera 
tion in the linker that depended on it was changed. 

This shared library work was continued at the HP Data 
Systems Division and released as part of the PORT/HP-UX 
product with Release 2.0. The result is a 40-60% savings 
in the length of a typical user's program. 
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UNIX is  a t rademark of  AT&T in the U.S.A.  and other countr ies.  

User-Centered Appl icat ion Def ini t ion:  A 
Methodology and Case Study 
This paper presents a pract ical user-centered methodology 
for  appl icat ion def in i t ion.  The methodology encompasses 
interv iewing st rategies,  task analys is ,  and storyboarding 
techniques.  The need for  systemat ic  user  analys is  is  
demonstrated, and the methodology is i l lustrated by a case 
study. 

by Lucy M. Berl in 

GOOD PRODUCTS MEET USERS' NEEDS, present 
their interactions in terms of their users' model of 
operations, and are easy to use. They accomplish 

this by embodying knowledge about the user's tasks and 
sequencing of operations, and about the relationship of the 
tasks to the overall work context. For example, VCRs can 
be difficult to use because they have an obscure tape coun 
ter, a control that reflects the internal structure of the 
machine, rather than a "minutes of playing time" indicator, 

which would reflect the user's view of the information. In 
contrast, a washing machine is easy to use, since the user 
simply indicates the type of clothes and the size of load, 
and is not required to understand the machine's internals 
or to specify the hot water flow rate, gallons of rinse water, 
and spin rate of the spindle. Good products present user 
interfaces that are consistent with the user's model of their 
operation rather than mapping too directly to the product's 
internal organization. 
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Software applications, and in particular their user inter 
faces, also need to be consistent with their users' model of 
operations. Dramatic advances in hardware integration and 
an exponential decline in costs have expanded computer 
use beyond the original computer science and engineering 
domains into many new contexts. As a result, software 
users can no longer be assumed to be computer experts 
who are comfortable with the traditionally terse user inter 
faces. These noncomputer specialists are too often required 
to translate between their professional domain and the re 
strictive terms of the computer. For them, commands such 
as find, -type f -mtime -7 -execgrep - 1 'Hello' {} ; are viewed 
as magical incantations, not meaningful communication. 
They must try to model their needs into the system's inter 
nal structures and concepts (similar to manipulating tape 
counters) instead of communicating with the system in the 
terms of their domain and tasks. To provide good products 
for these new users, developers must actively seek out an 
understanding of their users' domain and tasks. It is this 
need for developers to do more to understand users and 
their needs that we call user-centered design. 

In the project covered in this paper, we set an explicit 
goal to produce a user interface design that is focused on 
user tasks. We developed the user-centered design method 
ology described here to help us gain this crucial under 
standing of our users' needs, and now propose it as a more 
generally useful process. Using this approach, other de 
velopers may learn, for example, that seemingly similar 
tasks in different domains or involving different users may 
actually have very different, domain-specific requirements 
for functionality and user interface. For example, com 
puter-aided design applications for VLSI circuits and for 
mechanical engineering appear similar at first glance. Both 
systems use hierarchical, multiple-view design representa 
tion data structures and graphical editing. However, these 
two domains use very different design verification method 
ologies, each with its own optimal user interface. Each 
system is most useful if the users can interact using their 
own domain concepts, if common tasks are easy to perform, 
and if the systems fit into the specific work context. To be 
done well, both applications require that the developers 
go beyond their own experience and acquire an under 
standing of the problem space from their users' point of 
view. The methodology described here may help develop 
ers acquire this understanding and provide systems and 
user interfaces that more closely match their users' task 
models. 

Since we use our project's hypertext platform definition 
process as a case study of the application of the user-cen 
tered methodology, we briefly describe the project's back 
ground and goals in the next section. The following section 
defines the user-centered methodology we developed and 
how it relates to other work. Each succeeding section de 
tails a single step of the methodology, and uses our project 
as a case study of how the step was applied in practice. 
We end with a discussion of the project's current status 
and a retrospective view of the contributions and general 
applicability of the methodology. 

' T h e  o r  m e a n s  " F i n d  a n y  f i l e  i n  t h e  c u r r e n t  d i r e c t o r y  o r  i t s  s u b d i r e c t o r i e s  t h a t  h a s  
been modif ied less than seven days ago, and i f  the f i le contains the str ing 'Hel lo'  then print 
the f i le's name.' 

P r o j e c t  B a c k g r o u n d  a n d  G o a l s  
The information interfaces project is in the Human-Com 

puter Interaction Department of the Software Technology 
Laboratory at Hewlett-Packard Laboratories. The Software 
Technology Laboratory develops environments, tools, and 
methodologies to improve software productivity. 

Our project's charter is to explore information manage 
ment issues and technologies. We hypothesized that hyper 
text is a useful enabling technology in many applications 
that access complex information. Our approach was to 
demonstrate the power of hypertext by defining and pro 
totyping a hypertext-based software platform. A software 
platform is a common toolkit of concepts and capabilities 
for use by developers of many applications. The hypertext 
capability makes available nonlinear text with connections 
(called links) among related item;, 

To define a platform to meet the applications' needs, we 
needed to understand applications and their uses in detail. 
This is a common problem of platform developers, yet there 
was no set of guidelines available. Our lab's focus on soft 
ware productivity led us to develop a methodology for 
software developers, to apply it within our project, and to 
introspect about the methodology's effectiveness and im 
pact on our success. 

User-Centered Methodology 
The user-centered software definition methodology we 

are using in this project is a six-point process. Its compo- 

Customer 
Experiences 

v  
University 
Research " User  Needs  Ana lys is  

Experiences with 
â€¢ Industry Prototypes 

_  T e c h n o l o g y  
Constraints 

Appl icat ion Select ion Cri ter ia  

Storyboards 

Ref ined Goals  

Applications 

Platform 

F i g .  1 .  M e t h o d o l o g y  f o r  d o i n g  u s e r - c e n t e r e d  a p p l i c a t i o n  
definition. 
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Interviewing Techniques 

The crux of  the user-centered des ign methodology is  making 
contac t  w i th  users  dur ing the des ign process.  A cruc ia l  s tep in  
th is  methodology is  for  des igners to  in terv iew users to  develop 
a better understanding of their needs, tasks, and goals. However, 
in terv iewing users means more than just  hav ing in formal  ques-  
t ion-and-answer sessions. Properly done, interviews can provide 
engineers with a wealth of relevant information; improperly done, 
they do l i t t le  more than but t ress the b iases the engineer  br ings 
into them. 

Human factors engineers are good resources to involve ear ly  
in the interv iewing process.  Most human factors engineers have 
had formal  t ra in ing in in terv iewing techniques and can assist  in  
everyth ing f rom determin ing who to in terv iew and set t ing up an 
i n i t i a l  se t  o f  ques t i ons  t o  ana l yz ing  t he  da ta  co l l ec ted .  The i r  
special ized knowledge wi l l  be especial ly valuable where sensi t iv 
i ty  to  subt le  aspects  o f  the s i tuat ions are requi red.  Th is  ar t ic le  
covers  bas ic ,  s t ra igh t fo rward  techn iques  fo r  those  w i thou t  ac  
cess the more specia l ized help.  For fur ther informat ion,  see the 
references. 

First ,  begin by choosing the r ight  people to ta lk to.  Know your 
cus tomer  env i ronment  we l l  enough  to  ta l k  to  a l l  ca tegor ies  o f  
peop le  who w i l l  be  a f fec ted  by  the  new app l i ca t ion  o r  have  ex  
perience with a similar one. For example, when defining a project 
p lanning tool ,  ta lk to the managers who do or wi l l  use i t ,  as wel l  
as the engineers whose managers current ly use project planning 
tools. The engineers, even though they are not themselves direct 
users  do the too ls ,  may revea l  i ssues that  the  cur rent  too ls  do 
not address. 

Second ,  p i ck  a  good  t ime .  A r range  a  mee t ing  when  the  cus  
tomer  has  t ime  to  f ocus  on  you r  ques t i ons  and  won ' t  be  i n te r  
rupted or  preoccup ied.  

Th i rd ,  cap tu re  what  was  sa id .  E i ther  take  good no tes  o r  au-  
d io tape the meet ing so that  both  the spec i f ic  prob lems and the 
overa l l  s i tua t ion  w i l l  be  recorded .  Be  aware  tha t  each  hour  o f  
tape requ i res  severa l  hours  o f  ana lys is ;  th is  can be somewhat  
improved i f  you t imestamp your  notes dur ing the in terv iew.  

Four th ,  s tud ious ly  avo id  b ias ing  the  resu l ts .  Make sure  your  
quest ions do not  presume where the prob lems are,  or  what  the 
r ight solut ion is.  This is a common problem with nonprofessional 
interv iewers,  and an easy mistake to make, especial ly  when the 
r igh t  answer  seems " in tu i t i ve ly  obv ious . "  However ,  the  answer  
tha t  seems obv ious  f rom a  des igner ' s  pe rspec t i ve  may  miss  a  
cruc ia l  factor ,  and that  is  exact ly  the factor  the in terv iew needs 
to  expose .  So ,  ask  ques t i ons  abou t  t he  f l ow  o f  and  p rob lems  
wi th  the  overa l l  task ,  no t  jus t  the  spec i f i c  p rob lems addressed 

by the software. You may learn that the major bott lenecks are in 
a completely di f ferent area. 

Use good l istening ski l ls.  Ask open-ended questions f irst,  such 
as "What  do you th ink of . . .?"  and "When do you need. . .?" .  Th is  
helps set identify the breadth of issues, and lets the customer set 
the  p r io r i t i es  based  on  pe rce ived  needs .  Ques t ions  l i ke  "How 
wou ld  you  change  th i s? "  o r  "Wha t  do  you  f i nd  mos t  and  leas t  
useful?" may ident i fy  new issues and may expose problems that  
can  keep  a  p roduc t  f rom be ing  accep ted .  Rephrase  impor tan t  
points to check that you have understood , and ask for clarification 
i f  you've misunderstood. 

To understand how the appl icat ion f i ts  in to the work f low,  ask 
to see what's currently done and how it interacts with other people 
and tools.  The customer may point out addit ional problems whi le 
demonstrat ing the use of the application. You may notice obvious 
p laces where informat ion has to be manual ly  computed or  t rans 
cr ibed,  a l though i t  cou ld  be handled by the computer ,  or  where 
in fo rmat ion  i s  o rgan ized  in  an  i l l og ica l  o rder .  You  may f ind  se  
quences of actions that are error-prone or could be eliminated. 

Be sens i t ive  to  the soc ia l  aspects  o f  the work  s i tuat ion.  Con 
s ider  whether  proposed changes in  the work process would,  for  
example ,  const ra in  or  i so la te  peop le  who now fee l  empowered 
and connected. A surpr is ingly large fract ion of systems that offer 
excel lent  technical  funct ional i ty  fa i l  in  use because they disrupt  
the  norma l  work  f l ow o r  soc ia l  s t ruc tu re  o f  the  work  g roup .  In  
many cases,  re la t ive ly  smal l  des ign changes would  have made 
these sys tems f i t  in  w i th  the  p reex is t ing  soc ia l  and  work  s t ruc  
tures. 

I terate i f  poss ib le.  A few p i lo t  in terv iews wi l l  g ive pre l iminary 
feedback and let you focus a section of the subsequent interviews 
on the presumed problem areas.  The p i lo t  in terv iews may a l low 
you  t o  deve lop  a  p re l im ina ry  so lu t i on ;  you  can  t hen  c rea te  a  
storyboard and present i t  to the customer for  a react ion.  People 
a re  much  be t te r  a t  spo t t i ng  f l aws  in  a  conc re te  examp le  than  
generat ing correct solut ions a pr ior i ;  thus, having a shared straw 
man,  based on the  spec i f i cs  o f  the i r  par t icu lar  s i tua t ion ,  he lps  
ref ine the proposed appl icat ion.  However,  be carefu l  to  present  
the presumed problems and hypothesized so lut ions only  la te in  
an  i n te rv iew  o r  you  w i l l  s i de t rack  the  use r  and  neve r  l ea rn  o f  
more fundamenta l  issues and prob lems.  

References 
1 G.A.  Basset t ,  Pract ica l  In terv iewing,  Amer ican Management  Assoc ia t ion,  1965.  
2 .  R .L .  1969 .  i n te rv iew ing :  S t ra tegy  and  Techn iques ,  Dorse t !  P ress ,  1969 .  

nents, illustrated in Fig. 1, are: 
Understand customer needs and available technologies. 

â€¢ Select multiple contrasting tasks or applications. 
Analyze common user tasks in the applications. 

â€¢ Storyboard scenarios to explore how the tasks could be 
better performed. 

â€¢ Use the scenarios to synthesize platform goals and re 
quirements. 
Prioritize features to implement. 
This methodology is synthesized from ideas in software 

engineering, systems analysis, market research, and con 
textual field research. Traditionally, software methodol 
ogies1'2 do emphasize "building software to meet users' 
needs," but do not teach how to identify the needs. They 
cover the transitions from requirements specifications to 

design and code, but give little detail on the requirements 
specification itself. 

Systems analysis, for example Fitzgerald's text,3 teaches 
the analysis of a system's inputs, operations, and outputs, 
but is oriented to streamlining a formalized business sys 
tem, rather than unstructured information management 
tasks. Market research 4'5 teaches selection and analysis of 
potential users to identify users' general problems and po 
tential solutions, but is mostly oriented to tangible con 
sumer goods, not processes or complex systems. Under 
standing users is seen as essential, but software poses prob 
lems not found in consumer goods needs analysis. End-user 
customers of software often do not have enough technical 
computer background to know what is feasible and what 
they can request. Focus groups of unrelated customers often 
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do not provide enough detail of tasks to specify platform 
capabilities. However, contextual field research 67 pro 
vides a framework for identifying useful solutions. This 
technique focuses on users' problems in the context of their 
overall job and organizational structure, using observation 
and field interviews to learn what users really do and what 
problems they have. 

Our methodology combines the process focus of systems 
analysis and market research, the user focus of the human- 
machine interaction community,8 and the tools of contex 
tual field research and traditional human factors engineer 
ing, and applies them to the domain of application defini 
tion in software development. Thus, we aim to provide a 
practical path for software developers truly to "build soft 
ware to meet users' needs." 

Understanding User  Needs and Technologies 
Studying user needs is a first step to any solution, along 

with gaining an understanding of available technologies 
and existing tools. These two tasks interact. Without an 
understanding of technologies one may aim for the impos 
sible, and without an understanding of needs, one may 
solve the wrong problem. 

A software project often begins with a general statement 
of need or market opportunity. The problem statement is 
likely to be broad â€” for example, "an online library catalog 
and inventory system," a "blood bank control and informa 
tion system," or a "general multiuser information manage 
ment platform." In current practice, a software engineer is 
typically expected to be able to build systems across this 
wide range of domains. To succeed, the software engineer's 
knowledge of algorithms and data structures must be sup 
plemented with an understanding of the users' domain. 

As mentioned earlier, it is difficult to build systems to 
solve needs that are not well-understood, or to build sys 
tems for users who are different from the developer. A deep 
understanding requires "walking a mile in the user's 
shoes." This can be best achieved by spending a few hours 
interviewing selected customers, discussing their jobs and 
their interactions with other people. These interviews give 
a richer understanding of the problem, may expose misun 
derstandings and hidden constraints, and can point out 
novel solutions. See the box on page 92 for the interview 
guidelines we followed. 

In addition to exploring user needs, the software en 
gineers must actively learn about the available technologies 
and state-of-the-art products by comparing product goals 
and successes and learning how these technologies in 
teract. The goal is to identify technologies with the poten 
tial to help meet the identified customer needs. The result 
of this approach should be a well-understood set of user 
needs and knowledge about relevant technologies and po 
tential solutions. 

Since we are a research group, our focus is necessarily 
somewhat longer-term than that of a product development 
team. We are interested in research systems as well as 
products already in the market. When we approached the 
task of understanding the available technologies and cus 
tomer needs, we compiled a bibliography of papers on 
hypermedia research and discussed the state of the technol 
ogy with our potential user community. We organized a 

study group in which we distributed and discussed 
selected papers and analyzed the goals and capabilitities 
of existing systems. We evaluated their usefulness for dif 
ferent tasks and what was required to implement them. We 
also invited speakers to give their perspectives on the field 
and on their needs. These contacts exposed us to a diverse 
range of applications and customer needs and helped us gain 
a better understanding of their functionality requirements. 

Selecting Mult iple Applications 
After selecting a general area to be supported by a soft 

ware platform, detailed requirements must be identified. 
Platform designers need diverse, representative, example 
applications to help determine and validate the platform's 
specific capabilities. A good validation application is one 
that could clearly benefit from the proposed solutions, is 
based on technology available to the customer, is doable, 
and will exercise many features of the platform (otherwise 
it would not help define and constrain the platform). We 
found it useful to define a table of technical and pragmatic 
criteria for use in selecting an application. 

Examining multiple applications helps to avoid false op 
timizations, identify the crucial requirements, prioritize 
features, and decide among trade-offs, and may define the 
boundaries of the problem space. The applications we 
chose were a multiuser, annotatable, hypertext-structured, 
on-line manual and a community calendar interface to 
group information. Each application appeared doable, 
could be important to HP, and could clearly benefit from 
hypertext capabilities. However, the two applications em 
phasized very different mixtures of platform capabilities. 

When designing an application instead of a platform, the 
requirements definitions must be more specific and should 
cover the full range of user tasks rather than just represen 
tative ones. For example, application designers might con 
sider both data generation and the specific requirements 
for producing a variety of graph types on multiple output 
devices rather than simply looking at general graphing 
functionality requirements. To ensure coverage of the full 
range of tasks, developers should consider the application 
users' goals and their associated tasks. 

Analyz ing  Common Tasks  
The goal of this step is to experience a user's tasks and 

problems and the currently available applications and tools 
first-hand, thereby building a detailed understanding of 
the issues involved. For each chosen application, the com 
mon tasks should be listed and characterized, preferably 
with the help of a "customer." Then, each project member 
should select a specific task in the list. This should be a 
concrete, nontrivial task â€” for example, "Find the last eight 
quarters' earnings and expenses and present the result as 
a slide containing a bar graph." 

Using the existing tools, each engineer then records the 
specific steps required to accomplish the goal, frustrations 
encountered, sources of problems or mistakes, and ideas 
for new tools. Each engineer also interviews current users 
of similar products, or potential users, to learn how they 
would go about solving the problem. In addition to observ 
ing current work styles and tool use, the interviewer also 
asks open-ended questions about the user's needs for com- 
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puter support in the area, and requests prioritized sugges 
tions for improvements. 

The result of this process is an insider's understanding 
of the tasks and the aspects that make the current solution 
frustrating or time-consuming, plus a developing vision of 
a better solution. 

After discussing the goals and expected results of the 
task analysis, each engineer in our project selected an exam 
ple of a common, nontrivial task in the target application. 
We conducted interviews with users and gained a number 
of surprising insights into what users really do, how they 
use or why they avoid a system, and what they would 
really like to have help with. We confirmed that even a 
few hours of interviews can be very valuable, even when 
conducted by engineers who have had only brief training 
in interviewing and user needs analysis. We were fortunate 
to have a couple of project members who had been formally 
trained in interviewing techniques and were able to brief 
the rest. An overview of the guidelines we use is presented 
in the box on page 92. 

One sample task involving the manual for a document 
preparation system was to discover how to print labels for 
three figures on a page: two for figures in the upper quad 
rants and one across the lower half of the page, as shown 
in Fig. 2. In analyzing the way in which the current paper 
manual is used, it became clear that there are some strong 
advantages of a paper document that we would want to 
preserve, and some glaring problems where we could make 
a contribution. A physical book can be skimmed, highlight 
ed, dog-eared, and written on. On the other hand, a good 
solution using this particular system requires understand 
ing of the concepts and syntax of "floating object," "figure," 
"caption," and "fragile command," and it was difficult to 
identify all the correct names for the concepts and then 
flip among the scattered descriptions to understand how 
they fit together. 

In solving this problem using the manual, the project 
engineer would skip back and forth among about eight 
groups of pages that described the concepts, a tutorial sec 
tion, and the index, using pieces of paper, pens, and fingers 
holding pages open as bookmarks to facilitate moving 
among the eight sections of text. It was frustrating not to 
be able to differentiate index entries for the main definition 
of a concept, an example, or a mere mention in the tutorial. 
Other problems included the facts that electronic mail con 
cerning use suggestions, questions, and bugs in the system 
was kept elsewhere and not indexed in the manual, that 
there was no good way to add new entries to the index, 
and that once the problem was solved there was no easy 
way to annotate the book with the solution and links to 
the relevant entries or to share the solution with colleagues. 

We found that working through this example task using 
the current system was quite revealing. In particular, being 
exposed to the low-level interaction details brought out 
user issues and requirements that might otherwise have 
been overlooked. 

Storyboarding Scenarios 
Based on the previous step's learning process, analysis, 

interviews, and suggestions, each engineer prepared a re 
port summarizing the user problems to be solved and ideas 

for an improved application. The engineer's presentation 
of this report to the group tended to enhance the organiza 
tion of the design process and to expose the proposed so 
lution to the different mental models, approaches, and do 
main knowledge of the other group members. 

Part of the report is a sample scenario of a user's path 
through the improved system, showing how the user solves 
the selected problem. This scenario is presented in the 
form of a storyboard (see box, page 95). It may be a mostly 
textual, sequential description of the low-level steps the 
user goes through, including a description of what tools 
and information are visible at different times, how the user 
navigates through the system and uses the help facility, 
and how data is moved from one tool to another. The 
scenario may also be a graphical sequence of screen images, 
with captions that describe the transitions and user actions. 

The goal of the scenario is to clarify assumptions about 
the user's goals and context and to expose missing compo 
nents, awkward links between steps, and constraints on 
the technology. The scenario presentation includes a list 
of technical capabilities it assumes, which represents func 
tionality the team must either get or build. At this point, 
the scenarios communicate individuals' visions to the 
group and do not represent a group vision; in fact, diversity 
of perspectives is an advantage. 

After each scenario is presented, the group discusses any 
omissions and brainstorms improvements. The resulting 
requirements are categorized as either resources to be pro 
vided by other groups, capabilities to be built by the project 
team, or paradigms and tools that are useful additions to 
be supported but not built. These lists form the starting 
points of the synthesis phase. 

We found that succeeding scenarios built on previous 
ones, but also had very different foci â€” multiuser interac 
tions, help and error recovery, performance, or navigation 
in complex information. This diversity was especially 

(cont inued on page 96)  

comque nihi l  quod 

F i g .  2 .  A  s a m p l e  t a s k  f o r  a  d o c u m e n t  p r e p a r a t i o n  s y s t e m  
involved pr in t ing labels  for  three f igures on a page.  
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Storyboarding Techniques 

To  mos t  peop le ,  t he  wo rd  " s to ryboa rd "  p robab l y  means  an i  
mators sketching scenes for a cartoon or movie makers planning 
a  f i l m i n g  s e q u e n c e .  B u t  t h e  S t o r y b o a r d i n g  t e c h n i q u e  c a n  b e  
used to organize informat ion in many other s i tuat ions. In part icu 
la r ,  i t  i s  a  f ine  too l  fo r  the  des ign  phase o f  a  so f tware  pro jec t .  
The storyboard is also a powerful process tool for keeping design 
meet ings focused and for  systemat ical ly  explor ing whether al ter  
nat ive des igns meet  a l l  requi rements.  Af ter  a  group s toryboard 
has  been  deve loped ,  i t  p rov i des  an  exp l i c i t ,  pe rmanen t ,  and  
shared record of  design issues and decis ions.  This record fac i l i  
t a t e s  a  a n d  i n t r a g r o u p  c o m m u n i c a t i o n  a n d  s e r v e s  a s  a  
p lanning board wi th which teams can t rack implementat ion prog 
ress.  In  our  design phase,  because we were not  making design 
dec is ions for  a  spec i f ic  implementat ion,  we modi f ied  the usua l  
approach. Our Individual storyboards served as mult imedia tools 
f o r  c o m m u n i c a t i n g  w i t h  o n e  a n o t h e r  h o w  o u r  u s e r  s c e n a r i o s  
would unfold (Fig. 1).  

In  the approach we descr ibe here,  the e lements of  the s tory-  
board  are  organ ized in  a  two-d imens iona l  mat r ix  o f  ca tegor ies  
and deta i ls .  This st ructure helps organize and point  out  gaps in 
a scenar io  or  a  des ign.  I t  a lso br ings a l l  the design in format ion 
t o g e t h e r  i n  o n e  p l a c e ,  a n d  i n  s o  d o i n g  h e l p s  t e a m  m e m b e r s  
avoid the tendency to remember only information relevant to their 
own concerns. Spatial structure, colors, and symbols are memory 
a i d s ,  a n d  c a n  b e  u s e d  t o  h e l p  o r g a n i z e  t h e  i n f o r m a t i o n  o n  a  
storyboard. 

The bas ic  Storyboard ing technique is  s imple.  In  des ign meet  
ings,  idea l ly  gu ided by a  sk i l led  meet ing fac i l i ta tor ,  the pro jec t  
team a l te rna tes  in  shor t  cyc les  be tween genera t ing  Ideas  in  a  
brainstorming phase and then evaluat ing them. Simple mater ials 
su f f i ce :  no teca rds  and  a  co rkboa rd  a re  be t t e r  t han  shee ts  o f  
pape r  o r  f l i p  cha r t s .  Sp readshee t  so f twa re  ( t r ea t i ng  ce l l s  as  
notecards)  can be used to  c reate  a  more por tab le  record .  

In the brainstorming phase, part icipants should generate ideas 

How do I  get  the capt ions 
under  the  f igures? 

A user has a question about how to do something. First step - bring up the manual's index. Possibly helpful topics are collected on CLUES list. 

Follow CLUES from CLUES list into the manual. Not quite right. Connect annotation to CLUES list. Follow another link. 

Fig. untypical . computer of a storyboard for a user scenario. This example is untypical because a computer 
was used to  prepare i t  (most  are only  sketched) .  
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f reely,  without evaluat ing them. Ideas are recorded on notecards 
and presented to  the  group.  Team members  shou ld  t ry  to  bu i ld  
on previous ideas â€” creative ideas come as often from rearrang 
ing exist ing concepts as from original thinking. The f low of ideas 
in th is  phase should feel  l ike popping popcorn,  and should take 
just  about as long.  

In the evaluation phase, the team cri t ical ly examines the ideas 
a n d  f i l t e r s  o u t  i n a p p r o p r i a t e  i d e a s  a n d  d u p l i c a t e s .  T h e y  
ca tego r i ze ,  sequence ,  and  p r i o r i t i ze  the  accep ted  i deas ,  and  
f lag i tems that  requ i re  fur ther  invest igat ion.  I f  an issue or  v iew 
has  a  champ ion  bu t  no t  w ide  accep tance ,  t he  team can  de fe r  
con f l i c t  over  the  i tem by  ass ign ing  the  card  to  a  "pend ing"  ca t  
egory .  The champion should  then at tempt  to  win  the suppor t  o f  
o t h e r  d e  m e m b e r s  i n  o f f - l i n e  d i s c u s s i o n s .  I n  s u b s e q u e n t  d e  
s ign sessions,  the issue can be reevaluated.  

The storyboarding technique has several benef i ts.  Brainstorm- 
i ng  i s  a  good  me thod  f o r  t app ing  c rea t i v i t y .  Wr i t i ng  i deas  on  
cards captures ideas that  might  otherwise get  lost ,  and permi ts  
even the qu ie ter  team members  to  have an equal  vo ice.  I t  a lso  
avo ids  t he  s l owness  and  i nhe ren t  f i l t e r i ng  t ha t  happen  when  
there is only one person recording ideas on a f l ip chart.  Because 

deferred evaluat ion permits a more rapid and uninterrupted f low 
of thoughts, new ideas can more easily build on previous ones. 

Evaluat ing groups of  ideas together ,  ra ther  than ind iv idual ly ,  
d e f u s e s  i n d i v i d u a l  o w n e r s h i p  o f  i d e a s  a n d  p e r m i t s  a  m o r e  
thorough explorat ion of  design al ternat ives.  I t  a lso ensures that  
a l l  i ssues are  examined and negot ia ted exp l ic i t l y .  The process 
faci l i tates consensus bui lding and team ownership of the design; 
the publ ic ly  accepted and recorded resul ts  become "communi ty  
property."  

The resu l t ing  s to ryboard  is  a  superb  too l  fo r  communica t ing  
des ign  dec i s ions  and  check ing  the  va l i d i t y  o f  des ign  assump 
t ions with a team's customers. I t  can be quite effect ive in helping 
customers feel that they own the decisions along with the design 
e rs .  Invo lv ing  cus tomers  in  the  des ign  s tage  can  he lp  iden t i f y  
ineffect ive design choices early, thus saving the expense of late- 
stage redesign.  

Cathy Fletcher 
Member ,  Technica l  Sta f f  

HP Laborator ies 

strong because of the variety of backgrounds and interests 
in our project, and greatly enhanced the quality and ver 
satility of the resulting platform. However, even in a 
homogeneous group, we feel that members should try for 
a diversity of approaches because it leads to insights and 
exposes issues. 

Synthesiz ing Goals and Requirements 
The first step in synthesis is to reexamine the original 

problems to be solved and refine them according to the 
user feedback and task analyses of the above steps. Then, 
use the project goals to combine and filter the lists of re 
quirements from the storyboarding step. 

For a software platform this results in three lists: the 
platform requirements and programmatic interface, the set 
of capabilities to be built by the project, and the function 
ality expected to be imported from other projects or prod 
ucts. For an end-user application, the lists would be: user- 
level functional requirements including extensibility and 
customization hooks, capabilities to be built by the project, 
and capabilities expected to be imported. 

After we discussed each task and collected the lists, we 
began the synthesis phase. We reexamined and agreed on 
the results we wanted to achieve. Our goals were to under 
stand the interaction of programmatic and user interface 
issues in the proposed group environment for information 
management and to build a prototype hypertext platform 
and application prototypes to validate it. When we agreed 
on the goals, we were able to combine the various lists of 
requirements into a platform definition. 

Priorit izing Features 
The last step is to set up a plan of attack for the project. 

The goal is to define a phased process, so that critical issues 
can be resolved quickly and problems identified, and yet 
provide a vision of the full system. 

Especially for a new domain, or a combination of new 
technologies, it is critical to constrain the size of the first 
prototype. It is common to underestimate the problems in 

a new area, so one needs to make sure that the first pass 
is doable. In building an application, it is often possible 
to plan a vertical slice of useful functionality and a user 
interface, which may then be given to users for early feed 
back. A platform may not have a user interface and may 
not solve any application's complete problem. This makes 
getting early user feedback difficult and makes it even more 
important for the developers to match the application re 
quirements carefully to the platform capabilities and to 
build and test the critical capabilities first. 

Defining a core is not enough; it is also necessary to 
define the full system, to consider the dimensions in which 
the system should be extensible, and to understand how 
such extensibility will be designed in. These longer-term 
plans need not be as detailed as the definition of the core 
features, but must be detailed enough that the full function 
ality and extensibility requirements can be anticipated and 
incorporated into the initial design. 

We reorganized the requirements lists into three groups, 
corresponding to three implementation phases. In the first 
layer were items whose design had fundamental impact 
on our architecture and that would provide a core slice of 
multiuser functionality. The second layer defined the 
higher capabilities needed to provide a programmatic inter 
face for hypertext application developers. Our top layer's 
list included the new tools and organizing concepts we felt 
would be useful in various end-user applications but were 
not part of the core platform. 

Our goal was to define an extensible platform architec 
ture with which we could validate our theories or expose 
problems early. In our first-pass prototype our plan was to 
design and implement core data structures, algorithms, and 
communication strategies. We designed and implemented 
a simple, extensible user interface, which was adequate for 
our initial applications. 

For our second pass, we planned to revise the basic ar 
chitecture based on lessons learned in the first prototype, 
and to have a couple of applications that would be suffi 
ciently complete and efficient to allow us to evaluate daily 
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use by a few dozen users. We even planned a third-pass 
system, which had much richer functionality. We didn't 
design that fully, but checked our fundamental decisions 
to see if they would meet the third pass's functionality 
requirements. 

Current Status and Evaluat ion 
Our methodology greatly influenced our design of the 

platform for hypertext applications. In design meetings we 
often referred back to a scenario to identify the user model 
we wished to support or to check the impact of a design 
decision. This simplified the design discussions. 

We have now built the first-pass prototype platform and 
are analyzing how it was used to build a computer-con 
ferencing application. This application was designed and 
built as the thesis project of an MIT Master's student intern. 
It has been a fine validation system for our platform, since 
the student did not participate in our definition phase and 
this system was not one of the applications we had analyzed 
in detail. Our platform matched the conferencing applica 
tion's requirements quite well. Only one missing concept 
was identified, which required only minor redesign. On the 
whole, the platform design was quite robust; our planned 
versatility paid off well. 

We expect to use storyboarding again before we prototype 
one of our validation applications. This time we would 
use it as a group tool to build consensus and to define and 
document a shared view of the application's goals, con 
straints, and tasks. 

Contributions and Applicabil i ty 
This paper has tried to show that to develop applications 

that truly help users, developers must understand their 
users' needs and constraints. While this may seem obvious, 
it is tempting to begin immediately to "solve" quickly, 
rather than taking the time to probe and listen with an 
open mind. A principled, objective study of users and their 
overall goals will elicit their real obstacles and needs and 
simplify the selection and design of the appropriate tech 
nical platform application solutions. 

Our user-centered methodology contributed to our goals 
in many ways. We found that the analysis of how existing 
systems are actually used, the focus on two diverse appli 
cations, and the analysis of multiple scenarios of user tasks 
were very revealing. By focusing on representative tasks 
and developing realistic scenarios, we identified how 
people actually do tasks, what their concerns are, and 
where their current methods fail to meet their needs. In so 
doing, we identified the essential capabilities of the hyper 
text platform and a set of desirable extensions, the crucial 
features for initial test applications, and evaluation ques 
tions for the platform prototype. 

The selection of criteria for user applications and 
analysis of user needs took less than two weeks, including 
the synthesis of platform requirements. Our results let us 
prioritize the capabilities to provide, and also suggested 
new tools for organizing the richly interconnected informa 
tion. The synthesis phase resulted in a shared, documented 
vision, which focused and guided decisions throughout 
the design and implementation phases. The methodology 
also provided validation metrics for the resulting platform 

via two test applications which represent diverse uses for 
the platform. 

We believe that our strategy was a successful implemen 
tation of a user-centered analysis of a new technology, and 
that this simple and powerful methodology is widely 
applicable to application design both within and outside 
Hewlett-Packard. 
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Partially Reflective Light Guides for 
Optoelectronics Applications 
The guides contro l  the l ight  f rom an array of  l ight-emit t ing 
d iodes in  a  h igh-per formance,  low-cost  erase bar  for  
e lect rophotographic copiers.  

by Carolyn F.  Jones 

THE OPTICAL DESIGN for HP's programmable erase 
bars is an elegant application of the optical proper 
ties of dielectric materials. In newer generation elec 

trophotographic copiers a selective erase function is used 
for a variety of editing functions, from erasing areas as 
small as single characters to adding picture frames. In spot 
color copiers it is used to transform selected areas of a 
black-and-white original into a specific color, giving col 
ored words, logos, frames, and background blocks. For the 
erase function, an array of light-emitting diodes (LEDs) 
offers many potential advantages over other technologies. 

A high-performance, low-cost optical design was the key 
to making the LED erase bar a viable reality. The application 
requires that discrete, well-defined spots of light be pro 
jected onto a photoreceptor located some distance away 
from an array of LED light sources spaced on about one-mil 
limeter centers. LEDs emit light in all directions and the 
diverging light rays can be difficult to control. The back 
ground light level must be low, meaning that light rays not 
forming part of the desired signal must be eliminated. Tra 
ditional optical designs were not satisfactory because of 
the tight array spacing, the large number of LEDs, and cost 
constraints. 

The solution developed for this problem combines a sim 
ple design with proper choice of materials. The reflective 
and refractive properties of opaque dielectrics are used to 
enhance the signal and extinguish the noise simultane 
ously. The desired signal is channeled and focused by re 
flection under conditions where the reflectivity of the 
dielectric is high. The unwanted light is extinguished in 
two ways: by multiple reflection under conditions where 
the reflectivity of the dielectric is low, and by absorption 
in the opaque dielectric. 

The main element of the design is an optical baffle which 
can be positioned some distance away from the light sources 
without loss of performance. This flexibility makes the erase 
bars easier to produce and assemble into a product. 

The partially reflective optical light guides operate with 
the refractive index of the guide lower than the refractive 
index of the containing medium.1 This is the converse of 
optical light guides that use the principle of total internal 
reflection. This paper presents the theory and principles 
governing the design and shows an example of implemen 
tation. 

Theory 
The partially reflective light guides are based on Fresnel 

reflection of light from dielectric surfaces. This theory can 
be found in any textbook on classical optics.2 

We were interested in the case where the refractive index 
of the reflective surface is larger than the medium contain 
ing the incident beam, specifically in the case of light re 
flecting in air from a plastic surface (see Fig. 1). 

The reflectivity R(0) is the fraction of light reflected from 
the surface, or the ratio of the reflected intensity to the 
incident intensity. It is also related to the reflection coeffi 
cient 1(6): 

R(8) = 
reflected intensity (9) 

incident intensity (0) 

The manner in which the light is reflected depends on 
the refractive indexes of the materials (nt and n2), the angle 
of the incident beam (0J, and the polarization of the beam. 
The reflection coefficients are generally described sepa 
rately for two polarization components depending on the 
orientation of the electric field: parallel and perpendicular 
to the plane of reflection. These can be expressed most 
simply in terms of the associated angle of refraction 0Z, 

Refracted 

n,sin(Â«.,) = n2sin(Â»2) 

Fig. The . Reflection and refraction at a dielectric boundary. The 
refract ive indexes of  the two mater ia ls are n1 and nz.  
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defined by Snell's Laiv: 

= n2sin(02) 

r( 8) parallel = 

T(8) perpendicular = 

., - 02) 

02 

(2) 

(3) 

(4) 

Brewster's angle 6B is the angle at which the reflec 
tivity for the perpendicular component goes to zero, or 
(0i + #2) = 90Â°- Using Snell's law this condition can 
also be expressed as: 

tan(ey = (5) 

Fig. 2 shows typical reflection coefficients and reflec 
tivities for the two polarizations as a function of incident 
angle (using an air-dielectric system where na = 1.0 and 
n2 = 1.8). At normal incidence (^ = 0) the reflectivity is 
low. For angles up to about Brewster's angle, the average 
reflectivity remains low and is not significantly higher than 
the reflectivity at normal incidence. For angles greater than 
Brewster's angle, the reflectivity climbs rapidly to 100% at 
ft, = 90Â°. 

Ref l ec t i v i t y  o f  Opaque  D ie lec t r i c s  
For our purposes, we were interested in looking at reflec 

tions from filled dielectrics, especially molded plastics, 
and specifically on the impact of the filler on the light 
reflected from the surfaces of these materials. 

Going back to theory, the surface reflections from a 
dielectric depend on the refractive index of the material 
within a few wavelengths of the surface. Inclusions, bound 
aries, and changes in the material at depths below the sur 
face should have no effect on the surface reflections (pro 
vided that these discontinuities are not regular and do not 
contribute to interference phenomena). The material below 
the surface may add to the total reflected light and increase 
the measured reflectivity, but it will not subtract from it. 
The only real requirement is that the material have a specu 
lar surface. 

For molded plastics, the skin on the surface is resin-rich 
and the filler particles do not intersect the surface. There 
fore, we believed that surface reflections from a filled 
molded plastic would depend only on the refractive index 
of the matrix resin and not on the filler. 

This was demonstrated by experiment. The reflection 
coefficients were measured on three samples of molded 
polysulfone: clear (no filler), white (titanium dioxide filler), 
and black (carbon filler). Within experimental error, there 
was no measurable difference from one sample to another 

2 0  3 0  4 0  5 0  6 0  
Incident Angle (degrees) 

tan(0B) = n2/n, 

L E D  L E D  L E D  10 2 0  3 0  4 0  5 0  6 0  
Incident Angle (degrees) 

F ig .  2 .  ( a )  Re f l ec t i on  coe f f i c i en t  as  a  f unc t i on  o f  ang le  o f  
inc idence fo r  an  a i r -d ie lec t r i c  boundary  where  n ,  =  1 .0  and 
n2 = 1.8.  (b)  Ref lect iv i ty  for  the same condi t ions.  

Fig. 3. (a) Effect of placing a wall of opaque dielectric material 
next  to  a  l igh t -emi t t ing  d iode,  (b)  Ef fec t  o f  add ing a  second 
wall ,  forming a wel l .  
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and all agreed with values calculated from equations 3 and 
4 using the refractive index of the polymer material. 

Certainly light refracted into the material will be scat 
tered by the filler particles. Some of this light may reemerge. 
Although the optical scattering and absorption characteris 
tics were not explicitly measured, the fact that heavily 
filled, opaque dielectric materials have high optical absorp 
tion the indicates that any light refracted into the 
bulk material will have a high probability of absorption by 
the material. Therefore, the refracted light should not tend 
to reemerge from the front surface as scattered reflection 
and should not tend to be transmitted through the material 
to emerge at the back surface. 

Since refracted light could be a potential problem in a 
reflective optics design, and since filled, optically opaque 
dielectrics will tend to absorb the refracted component 
without degradation of the surface reflections, optically 
opaque dielectrics would appear useful in reflective optics 
designs. 

Light Pipe Principles 
In this particular optical problem, we needed to project 

well-defined spots of light from an array of light sources 
emitting in all directions. Light rays emerging from an LED 
at angles far from the optic axis are troublesome because 
they are difficult to direct into the desired signal beam. 
This application required the background light level to be 
low, meaning that light rays not forming part of the signal 
beam had to be eliminated. 

Looking at the effect of placing a wall of opaque dielectric 
material next to the LED shows how the reflective charac 
teristics can be used to advantage {see Fig. 3a). Light emerg 
ing from the LED at angles close to the optic axis will hit 
the dielectric at angles close to the grazing angle. This is 
the condition where the reflectivity of the dielectric is high. 
Light emerging from the LED at higher angles will hit the 
dielectric at angles where the reflectivity is lower. At these 
angles, the majority of the light will be refracted into the 
dielectric and tend to be absorbed. 

If a second wall of dielectric is added, forming a well, 
multiple reflections will take place (see Fig. 3b). If the 
height of the well is finite, light reflected at grazing angles 
will tend to be propagated because the reflectivity of the 
walls is high, while light reflected at angles closer to the 
normal of the dielectic surface will undergo multiple reflec 
tions, losing intensity with each bounce, and will tend to 
be extinguished. 

For this particular application, straight walls parallel to 
the optical axis of the LED gave adequate performance. It 
would appear that the same principles of partial reflection 
at close to grazing angles could also be applied to reflective 
optics designs other than the simple case presented here. 

Design Considerat ions 
Let us define some angles in terms of the physical dimen 

sions of the well, as shown in Fig. 4. The dimensions are: 

a = half width of light guide 
b = height of light guide measured from source plane 
c = center-to-center spacing of light sources 

(c = 2a + w) 

100  HEWLETT-PACKARD JOURNAL  OCTOBER 1989  

d = half width of primary beam at image plane 
h = distance of image plane from top of light guide 

(working distance) 
s = cutoff at bottom of light guide 
w = light guide wall thickness. 

We define the following angles: 
t a n f c / ^ )  =  a / b  c u t o f f  f o r  p r i m a r y  b e a m  ( 6 )  

= d/(b + h) 
tan(</>2) = 3a/b cutoff f or propagation with one (7) 

reflection 
tan(</>3) = a/s cutoff f or reflection into cavity (8) 
tan(<Â£4) = (c + 3a)/b cutoff for one reflection into (9) 

adjacent cavity 
tan(</>5) = (c â€” a)/b cutoff f or cross talk into adjacent (10) 

cavity 
tan(</>B) = TL^/n2 reflection from walls at 0B. (11) 

From simple arguments based on geometry and reflection 
characteristics, restrictions can be placed on the design of 
the well for implementation with a point light source. 

For signal enhancement, the light should be propagated 
under conditions where the reflectivity of the material is 
high, requiring: 

<t>2 < 

3a/b na/n2 
(12) 
(13) 

There is no point in trying to capture light that cannot 
be efficiently propagated either because of low reflectivity 
or because of multiple reflections. Up to some height, the 
bottom section of the well contributes virtually nothing to 
the signal. 

S o u r c e  P l a n e  

n ,  <  n 2  L  â € ”  c  â € ”  J  

Fig .  4 .  Ang les  and d imens ions fo r  des ign ca lcu la t ions .  
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Up to a height SB associated with Brewster's angle, the 
walls have low reflectivity: 

h = 0 and a = d. 

SB = 
(14) 
(15) 

Up to a height SR the walls only contribute to multiple 
reflections: 

< t > 3  =  0 2  

SR = b/3 
(16) 
(17) 

To minimize cross talk in an array, light entering an 
adjacent cavity must be baffled out by multiple reflections. 
This leads to the requirement: 

<t>5 > rf>4 
s < b(c-a)/(c + 3a) 

(18) 
(19) 

The highest and most uniform beam intensity occurs 
when the working distance is as small as possible. This 
also gives the smallest spot size in the image plane. In the 
limit, 

0 .  
o  01 IT: 

Po in t  Sou rce  

Re la t i ve  Work ing  D i s tance  (h  b )  
I I  

/ 1 / 2  

- 0 . 1  - 0 . 0 8 - 0 . 0 6 - 0 . 0 4 - 0 . 0 2  0  0 . 0 2  0 . 0 4  0 . 0 6  0 . 0 8  0 . 1  

( a )  P o s i t i o n  o n  I m a g e  P l a n e  ( I n c h e s )  

0 1  
I  

F in i t e  D i s t r i bu ted  Sou rce  

Re la t i ve  Work ing  D i s tance  (h /b )  

- 0 . 1  - 0 . 0 8  - 0 . 0 6  - 0 . 0 4  - 0 . 0 2  0  0 . 0 2  0 . 0 4  0 . 0 6  0 . 0 8  0 . 1  

b )  P o s i t i o n  o n  I m a g e  P l a n e  ( I n c h e s )  

Fig.  as A compar ison of  pred ic ted opt ica l  character is t ics  as 
a funct ion of  re lat ive working distance for  a point  source and 
a f ini te source. 

(20) 

At larger working distances, the condition where the two 
reflected beams just meet in the center, but do not overlap, 
also gives a reasonably uniform beam. This condition occurs 
when: 

h = b and a = d/2. (21) 

For working distances beyond overlap, the beams begin 
to diverge with loss of definition and intensity. 

The range of reasonable operating conditions for inten 
sity and uniformity would appear to be bounded by equa 
tions 20 and 21. For our purposes the optimum conditions 
are probably close to the conditions outlined in equation 
21: 

h Â« b and d/2 Â« a (22) 

Although the LED is not a point source, the key features 
and design requirements are evident using simple point- 
source considerations. A comparison of predicted optical 
characteristics as a function of working distance for a point 
source and a finite source is shown in Fig. 5. In concept, 
a finite source can be viewed as an array of point sources 
distributed over the width of the LED. This has the effect 
of smearing each of the cutoff angles over a range A$ de 
scribed by the included angle of the emitting area. Closed- 
form analysis of a two-dimensional distributed source is 
difficult since the axial rays are the only ones that are 
simple to describe. 

The optimum dimensions for a light guide can be calcu 
lated from these design considerations. For our particular 
application the array spacing and working distance were 
given and we chose to design using the conditions outlined 
in equation 22. By using the values calculated for a point 
source and designing for a primary beam width equal to 
the array spacing, we were essentially using the physical 
size of the LED to provide the required image overlap. 

Table I shows a logical sequence for developing the op 
timum light guide dimensions using the above design con 
siderations and working from the given specifications. For 

L i g h t  G u i d e  

T r a n s p a r e n t  F i l m  

L i g h t - E m i t t i n g  D i o d e  

Aper tu re  P la te  

P r i n t ed  C i r cu i t  Boa rd  

Back  P la te  

Fig.  6 .  Crass sect ion of  a  typ ica l  l ight  gu ide.  
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comparison, the actual values used in the design are also 
shown. 

Attribute 

(23) Spot Size 

(24) Light Guide 
Width 

(25) Light Guide 
Height 
Minimum 

Table I  

S y m -  E q u a -  G i v e n  C a l c u -  A c t u a l  
b o l  t i o n  l a t e d  V a l u e  

U s e d  V a l u e  ( i n . )  
(in.) 

2 d  2 d  =  c  L E D  s p a c i n g  0 . 0 4 0  0 . 0 4 0  
c = 0.040 in. 
No overlap of 
primary beam, 

d  f r o m  ( 2 3 )  3 = 0 . 0 2 0  0 . 0 2 2  2 a  2 2  

b  2 2  Working dis 
tance specifi 
cation h = 
0.070 in. 

2a f rom (24) 
n ,  =  1 .0  
n2 = 1.8 

same as (26) 

b from (25) 

b from (22) 

sQ.070 0.071 

>0 .065  0 .071  

0 . 0 1 3  0 . 0 2 2  

0 . 0 2 3  0 . 0 2 2  

<0 .030  0 .022  

Other  Design Aspects  
There are other aspects of the design that impact im 

plementation. 
Short Working Distance. This optical design is not in 

tended to transmit light making more than one reflection 
from the light guide walls and is limited to short working 
distances. The design considerations place restrictions on 
the light guide dimensions. 

Other constraints come from implementation require 
ments. Flux density requirements can limit the working 
distance because the flux density at the image plane de 
creases roughly as the square of the distance from the light 
sources. There are also fabrication limitations associated 
with closely spaced holes that have a large aspect ratio â€” 
this can impact the maximum baffle height. For our appli 
cation these constraints were not a problem because the 
specified array density and working distance allowed 
operating with an optimum design and were consistent 
with available fabrication technology. 
Clearance at Light Source. As noted earlier, the containing 
walls do not have to extend all the way to the light source 
plane. For implementation with a hybrid circuit, this al 
lows clearance for semiconductor chips and wire bonds, 
which sit above the light source plane. (The bond wires 
making contact to the LED chips do protrude above the top 
surface of the LEDs.) Reflective cavities with the walls sur 
rounding the LED, or at least in close proximity, are difficult 
to implement because any contact with the LED or its bond 
wire can cause mechanical damage and lead to device fail 
ure. 

Since the bottom section of the cavity is unnecessary for 
optical performance, it can be eliminated, thus avoiding 
all of the problems associated with close proximity as well. 
There is ample clearance for bond wires and other compo 
nents, allowing x-y freedom during optical alignment with 
out risk of damaging the assembly. The design is relatively 
insensitive to LED placement within normal process con 
trol limits. The piece parts can be fabricated without ul- 
tratight tolerances and assembled using simple techniques. 

O P T I  C O L  M E H S L i H E M E N T  L H B O H f l T O K Y  H =  O E D  
M I N I M U M :  . 9 8 1 3 1  m  
D E P T H  Â ¡  2  r u m  

M f l X l M U M :  ,  E H 6  m V  
L E N G T H  :  5  m m  

Fig. 7.  Opt ical  performance of the 
LED array for a pattern of one LED 
on,  one of f ,  and two on.  
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Air Cavity. The requirement that the refractive index of 
the optical cavity be less than that of the containing walls 
allows the optical cavity to be air. Many other optical design 
concepts used in optoelectronics are based on fiber optics 
or immersion optics where the LED must be encapsulated 
in a medium of higher refractive index. These designs have 
serious potential problems in device reliability, resulting 
from a variety of causes. 

There is a limited choice of optically clear materials. The 
inherent thermal expansion coefficient mismatches in the 
materials system can increase the probability of device fail 
ure during normal operation. 

If thermosetting plastics are used, any thermal expansion 
coefficient mismatches are aggravated by the built-in strain 
developed as a result of shrinkage during the polymeriza 
tion process. These problems are compounded as the phys 
ical size (or complexity) of the assembly increases. 

Any coating on the LED also has the potential problem 
of contamination by entrapping, providing a transport ve 
hicle or even being a source for undesirable ions. The pres 
ence of mobile ions can impact device reliability by causing 
an abnormally high degradation of the LED light output 
with time. The mechanisms involved in this degradation 
are not well-understood, are difficult to predict, and can 
be sensitive to subtle variations in process and materials. 
The degradation is seen only when the LEDs are stressed in 
operation, making it necessary to perform extensive reliabil 
ity studies. 

The ability to implement this optical design without hav 
ing to encapsulate the LEDs is a benefit because all of the 
associated reliability concerns are avoided. The absence of 
encapsulant also allows flexibility for repair. 

Application 
The erase bar is used for a selective erase function in 

newer-generation electrophotographic copiers. Since the 
LEDs are individually addressable and spaced about one 
millimeter apart, areas as small as single characters can be 
erased from the photoreceptor before printing the copy. 

This capability allows a multitude of editing functions 
such as cleaning up the edges, deleting sections of the 
original, and adding picture frames. In color copiers with 
spot color features, the erase capability can select areas for 
transformation into color by erasing all but the part of the 
image to receive a specific toner color. For example, colored 
words, frames, logos, or background blocks can be gener 
ated from a black-and-white original. 

Performing the erase function imposes severe require 
ments on the light intensity profiles at the image plane. 
The profiles of individual LEDs must be uniform, have 
controlled and well-defined light-to-dark transitions, com 
pletely fill a specific area, not fill beyond that area, and 
not contribute to background scattering in other areas. Ad 
jacent LEDs must also give a uniform profile, without gaps 
or overexposure. 

The partially reflective light guides described in this 
paper were first used in HP's HEXP-GM01 LED erase bar, 
a 14-inch array of 352 individually addressable LEDs with 
drive electronics and optics in a compact assembly. 

I m p l e m e n t a t i o n  
The first-generation light guides were fabricated from 

black anodized aluminum. Working models could not be 
machined from filled plastic since the optical performance 
depends on the presence of a dielectric skin, which might 
have been destroyed by the machining process. Plastic ver 
sions would have to be tooled and molded. 

Aluminum was chosen for prototyping purposes because 
it was easy to machine and the sapphire skin grown during 
the anodizing process provided the necessary dielectric 
interface for surface reflections. The black dye served to 
absorb the light refracted into the surface so that it did not 
emerge as reflections from the underlying aluminum. The 
reflectivity of the black anodized aluminum was measured 
on an optical bench and exhibited the surface reflectivity 
characteristics predicted based on the refractive index of 
sapphire. Machined versions also offered the advantage of 
quick turnaround and flexibility for design modifications 
without the capital investment of hard tooling. 

The optical baffle was fabricated in two sections with a 
series of shallow saw cuts forming a row of teeth, which 
interdigitate when mated, creating an array of rectangular 
apertures. Even using a machined optical baffle, the optics 
had better performance and were less expensive than other 
alternatives, specifically self-focusing lens arrays. The 
combination of the optics, the LED array, and the hybrid 
circuit gave HP a cost-effective solution with performance 
superior to other technologies for this application. 

The first-generation product was developed under a tight 
schedule and designed against changing specifications. As 
a result, some of the dimensions used were empirical and 
the design was frozen once satisfactory performance was 
achieved. Although the design might have been adjusted 
for ultimate performance and realized in molded plastic 
instead of anodized aluminum, the improvements did not 
justify the time, risk, and other costs. 

A cross section of a typical light guide cavity is shown 
in Fig. 6. The light guides were constructed using the di 
mensions given in Table I. A flat cover of clear plastic was 
added to protect the LEDs and the hybrid circuit from dust 

F ig .  8 .  f rase  ba r  assemb ly .  The  cover  p la te  con ta in ing  the  
light guides fits on top of the circuit board containing the LEDs. 
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and other particulate matter present in the electrophoto 
graphic copier environment. To a first approximation, the 
flat cover does not contribute to the shape of the light beam. 
The main impact on the optical characteristics is to reduce 
the intensity by Fresnel reflection losses at two surfaces 
(or by about 8%). 

The optical performance of the aperture LED array is 
shown in Fig. 7. The intensity profiles were measured at 
the image plane with one LED on, one off, and two on. The 
characteristics of adjacent pixels overlap smoothly without 
gaps or overexposure. The transition edges are abrupt. The 
background level is low, showing an absence of cross talk, 
scattering, noise, and other unwanted signals. 

Fig. 8 shows the erase bar assembly with its small size 
and compact design. 

Conclusions 
The partially reflective light guide design makes a major 

contribution to the LED erase bar. It is the optical baffle 
with its efficient performance, simple design, and low man 
ufacturing costs that allows the LED erase bar to be a viable 
alternative for the erase function in electrophotographic 
copiers. 

The light guides are specifically tailored for use with an 
LED array in this application, simply to project well-de 
fined, narrow beams of light. The resulting performance is 
superior to self-focusing lens arrays, which compromise 
other performance attributes in favor of projecting a high- 
resolution image. Compared to these, the light guides pro 
vide a larger range of working distances (depth of field), 
more controlled and reproducible light-to-dark transitions 
(image sharpness and contrast), and higher optical effi 
ciency (numerical aperture). 

The combination of the optics, high-sterance LEDs, and 
the hybrid circuit gives a high-performance, low-cost, 
solid-state erase bar that is superior in performance to other 
technologies providing the same function, such as incan 
descent bulbs, vacuum fluorescent bars, and gas plasma 
lamps. 
"S lerance = f lux  per  un i t  so l id  angle  per  un i t  area of  the source.  

In newer-generation copiers, where the erase function is 
more sophisticated, requiring features such as edit, zoom 
and selective color, the intelligent LED erase bar with its 
individually addressable LEDs offers significant advan 
tages: 

Visible wavelength compatible with copier photorecep- 
tors 
Low power consumption 
Predetermined pixel shape 

â€¢ Simplified system timing and clocks 
Solid-state construction and reliability 

â€¢ Low cost for equivalent function. 
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